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Abstract 

Neural networks are powerful -non-parametric statistical estimators that have been successfully 

applied to many problem domains across a broad range of disciplines. In this-thesis we 

investigate a number of issues relating to their robustness to outliers, influential observations 

and leverages. It is shown that although neural networks have been heralded as being robust 

estimators there is a methodological gap in terms of a rigorous statistical procedure to justify 

these claims. Neural models are susceptible to outliers, influential observations and leverages 

in much the same way as conventional parametric models. Ill-conditioned data within the 

empirical distribution can have a catastrophic impact on the estimated models, significantly 

distorting -the estimation of parameters; model diagnostics (e. g. variable relevance); and 

performance metrics (e. g. model fit, generalisation measures). The problems associated with 

outliers are exacerbated for high-dimensional problems with unknown relationships, which is 

precisely the, problem domain of neural networks. At present, neural network practitioners have 

to blindly rely on untested modelling assumptions. Even in circumstances when discrepancies 

between assumptions and reality are known, the remedies are either not available or 

inappropriate for the special properties of neural networks whose flexibility introduces new 

methodological issues. 

The aim of this thesis is to place neural estimation within a framework of robust statistical 

inference and to develop the theoretical foundations for the identification and treatment of ill- 

conditioned data (outliers and leverage/influential observations). 

We derive influence functions, leverage metrics, and residual diagnostics for neural networks, 

which provide an array. of tools for identifying data points which deviate from the assumed 

distribution, or exert disproportionate influence on the estimated model. 

We show-how the properties of the estimator can be tailored to offer the desired robustness. 

characteristics. We design a set of M-estimators and GM-estimators in analogy to those 

described for linear regression. Whilst the M-estimators are robust to the corrupting influence 

outliers, GM-estimators also offer protection against leverages and influential observations. For 

time series applications of neural models we develop robust data filtering methods, based on a 

non-Gaussian extended Kalman filter. Within the state space framework multivariate non-linear 

time series are iteratively filtered/cleaned of ill-conditioned data. 

We analyse and evaluate diagnostic procedures and the robust estimators empirically both 

under controlled simulation with synthetic data and in the setting of real life problems drawn 

from ill-conditioned financial data series. 
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1. Introduction 

1.1 Scope 

Neural network "learning" procedures are popular and powerful techniques for inferring 

unknown non-linear relationships from observed data or "training examples". Neural 

networks are essentially non-linear non-parametric estimators. The estimation of the 

underlying relationships is inherently statistical. This thesis examines the properties of 

the statistical estimation, process in the presence of ill-conditioned data. Such data (i. e. 

outliers, leverage points or unusual observations) can seriously degrade the performance 

and accuracy of statistical estimation. These problems are well known in the statistical 

sciences but the non-parametric and non-linear nature of neural networks introduces 

new methodological issues. We develop . methodologies for the identification and 

treatment of outlying observations in neural models. The diagnostic tools developed in 

this thesis identify ill-conditioned data and measure the influence of each data point on 

the estimated model. Moreover, they form the'basis upon which robust procedures are 

developed for both regression and time series problems. 

The topics covered in this-thesis are hoped to be of interest to both statisticians and the 

machine-learning community. The methodologies developed will be of particular 

interest to practitioners endeavouring to apply non-parametric regression analysis to 

"real world" -problems in business and finance. The methodology derived provides 

insights into the nature of the 'iterative parameter estimation procedures and the 

composition of : the estimated regression -function. This thesis develops Lthe theoretical 

foundations for the diagnosis and treatment of ill-conditioned training examples for 

neural methodologies. The resulting techniques are intuitive and informative. The value 

and validity of methodologies are demonstrated through -empirical examples on both 

synthetic and real data sets. 
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1.2 Motivation 

Historically, statisticians have been concerned with the problem of optimal model 

specification and parameter estimation, based on a priori assumptions about the data 

generating process. These assumptions are often simplistic, but are justified for reasons 

of interpretability, mathematical tractability and computational simplicity. 
Methodologies are designed to be asymptotically optimal. In many real world situations, 
however, as a result of invalid assumptions and finite data, it is often found that the 

estimation procedures fail to produce accurate results. In situations where the 

assumptions (e. g. Normal distributions with constant variance, uncorrelated variables, 
known parametric form, etc. ) are violated the behaviour of these procedures is 

unpredictable and often they "break down" catastrophically. 

With the advent of powerful and accessible computer resources, many of the modelling 
limitations no longer apply. Iterative estimation procedures, a prerequisite for non-linear 

modelling, are no longer computationally prohibitive. Complex non-parametric 

procedures can be easily applied to high-dimensional relationships and large data sets. 
Computerisation has also provided access to new and extensive data warehouses. With 

the advent of non-parametric and non-linear estimation procedures such as neural 

networks, the availability of prior theoretical models is no longer a limiting factor. The 

combined effect of these developments has stimulated a "boom" in the application of 

non-parametric models, and particularly neural networks, to a wide range of problems. 

However, despite the evident dangers of applying such flexible estimation techniques to 

computer-collected data sets, the effects of ill-conditioned data on the integrity of the 

models has been overlooked. 

Outlying observations can be the result of contamination from processes providing no 

information about the true data generating process. The corruption can arise from 

various sources: measurement errors, transcription errors, or contamination from 

different external processes. Outliers need not be the result of corruption, but can also 

result from valid observations of the process being modelled. These outliers can be 

caused by: fat-tailed distributions, small sample effects, edge effects, or sparse data sets. 

To the practitioners' dismay, both sources of data aberrations occur frequently in real 
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life data sets. For a range of problem domains (medical diagnosis, marketing, economics 

and finance) the occurrence of abnormal data is an everyday phenomenon and requires 

the application of rigorous robust statistical inference techniques to ensure accurate 

model estimation. 

The issues associated with outlying data points have been a topic of discussion amongst 

statisticians for the past two centuries. Outlying data points can have catastrophic effects 

on the estimation procedure. The estimated model's parameters can be significantly 

distorted, leading to spurious models, whose diagnostics (e. g. variable relevance, model 

misspecification) and performance metrics (e. g. model fit, generalisation measures) will 

be unreliable., Even with careful data pre-processing and visual inspection, the detection 

and treatment of outliers remains problematic. These problems are exacerbated for 

neural modelling where the functional form of the relationships is non-linear and often 

high-dimensional. 

Figure 1-1 shows an example to demonstrate the various types of ill-conditioned data. 

The figure depicts two commonly found problems in real world data sets. The labelled 

points indicate an outlier (4,10) and a leverage point (11,11). Outliers are points with 

uncharacteristically large stochastic components. They are identified as observations far 

from the conditional mean of its locality (outlying in output space). This normally 

: results in outliers having large residuals. Outliers have the tendency to "pull" the 

estimated line away from the conditional -mean of the surrounding points. Leverage 

points or influential points are characterised by the disproportionate impact they have on 

the fitted model. Isolated data points (e. g. outlying points in input space: observations at 

the edge of the data set, or in sparsely covered regions) generally have high 

leverage/influence, as they are the only observation conditioning the fitted model. If 

leverage points are also associated with a large stochastic component then they can 

seriously distort the estimated model. Even when leverage points are not associated with 

-large stochastic components, it is undesirable . that a small subset of the data should be 

allowed to dominate the estimation procedure. 
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Figure 1.1: A one-dimensional artificial regression problem is depicted. The data 
generating process is linear. Two outlying points contaminate the small sample. One point 
is classed as an outlier (4,10) and the other as a leverage point/influential observation 
(11,11). Three models are fitted; linear regression, parsimonious neural network, highly 
flexible neural network. The impact of the outlier/leverage points on the model is 
dependent upon the flexibility of the estimator. 

The problem of ill-conditioned data instantly gives rise to two issues. Firstly, how can 

we diagnose whether or not the statistical estimation process has been corrupted by 

outlying data points? Secondly, what steps can be taken to insure the estimation 

procedure against any adverse effects of such ill-conditioned data? There is an extensive 
literature on diagnosis of outliers for many conventional/parametric estimation 

procedures (reviewed in Chapter 3). However, to date no diagnostic procedures have 

been developed for neural models. There also exist a wide range of robust 

methodologies developed for conventional statistical models to insure the estimation 

procedure against ill-conditioned data. The theoretical foundations of robustness are 

well established in the literature (Huber (1964), Hampel (1968)), but are largely 

untested in the setting of neural estimation. In particular, the issues of model flexibility 

and its connection to robustness have not been addressed. A new definition for leverage 

is required which takes into account the flexibility of the estimator. 

The objective of this thesis is to develop and demonstrate diagnostic tests and robust 

procedures for neural network estimation. Outlier diagnostics should provide a 

quantitative and qualitative understanding of problematic data points within the 

estimation set, and form the basis for statistical testing of their relevance/influence. 

Robust procedures should degrade gracefully with the level of contamination and should 
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provide the modeller with a measurable degree of insurance against the corrupting 

influence of outliers. 

1.3 Thesis Overview 

An overview of our proposed methodology for robust neural modelling is given by the 

schematic in Figure 1-2. The two main components are i) Identification/Diagnosis, and 

ii) Robust Estimation. This functional separation has been selected to provide 

consistency with the conventional strands of robust statistical inference. 'l'he two strands 

are intimately linked to each other. For example, the influence function can be used to 

measure the effect of outliers, but it can also form the basis for the construction of 

robust M-estimators. These links and interconnections are highlighted throughout the 

thesis. Robust neural modelling should incorporate both strands within a rigorous 

statistical framework. 

Distance Metrics 

Identification Leverage Diagnostics 

& Diagnostics 
Residual Diagnostics 

Inilýirnrr+ ÄAvtrirc 

Roust Neural 
Modelling 

Robust 
Estimation 

Outlier Resistant 

Leverage Resistant 
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Figure 1-2: Schematic breakdown of the strands of robust statistical inference. The main 
components are diagnostics and resistant procedures. 

The first component of our methodology deals with identification and diagnosis. It 

provides a set of metrics and diagnostics for ill-conditioned data in the setting of neural 

modelling, many of which have been inspired by their counterparts in linear regression 

analysis. They include distance metrics, leverage diagnostics, residual diagnostics and 

influence metrics, each of which measures different aspects of ill-conditioning. 
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The second component deals with the problem of developing estimation procedures 

which are resistant to the influence of outliers and leverages. Novel procedures are 

developed for both regression and time series estimators. 

1.4 Contributions 

This thesis builds upon the work which has been carried out in the statistical, 

engineering and physical science communities, by providing the foundations and 

methodological developments required to make neural networks consistent with robust 

statistical inference. The contributions fall into four areas: 

Diagnostics: In this thesis we highlight the crucial importance of outlier identification in 

neural models. We develop diagnostics for outliers and leverage points. Residual 

diagnostics equivalent to those developed for linear regression are derived for neural 

models. We derive the asymptotic influence function and its empirical equivalents for a 

general neural model. A new definition for leverage is put forward that generalises the 

definition from linear regression to account for the flexibility of neural models. The 

influence and leverage metrics are intimately related as both the influence and leverage 

metrics examine the infinitesimal change in the fitted model to changes in the empirical 

sample. Complementary deletion diagnostics are also presented which provide a tool for 

analysing the overall impact of each data point. The study of leverage is shown to have 

an intimate relationship to the bias-variance trade-off, which can be exploited to develop 

robust estimation algorithms. The diagnostic tools developed are intuitively pleasing 

and are straightforward to interpret. 

Robust estimation: The issues of robust estimation have been widely studied for linear 

regression. For most applications of neural networks, however, little consideration is 

given to the stability of the estimation procedure to the presence of ill-conditioned data. 

We show theoretically and empirically how non-robustness manifests itself in standard 

least squares neural estimators, and how it creates problems which require new 

theoretical solutions. We review a range of robust estimation paradigms and apply them 

to neural models. New methodologies are developed in the form of generalised M- 

estimation algorithms which are robust to influential observations and outliers. In the 
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context of flexible models the generalised M-estimator can be viewed as a regularisation 

technique for developing equi-leverage models. 

Robust filtering: New robust estimation procedures are also developed for robust 

multivariate non-linear time series 4modelling. We -highlight and explain the links 

between filtering methodologies and "leverage-robust" methods. Outliers in time series 

present serious problems : as they occur in both. input and output spaces. The 

methodology presented ensures robust neural estimation by embedding a neural network 

within a non-Gaussian extended Kalman filter. 

Simulations and real-world application: The accuracy and value of the methodologies 
developed are tested ; in artificial ý simulations. The methodologies are also. applied to 

real-world data sets and are shown to produce significant performance improvements. 

In addition to outlier detection the diagnostic techniques developed also provide insights 

into : the trajectory of the =iterative estimation procedure and composition. of the final 

estimated model. The methodology allows the equivalent kernels of each of the data 

points to be estimated. This provides information on the number of conditioning data 

-points which influence the estimated function at each point in input space and-the 
distribution of the degrees of freedom within the model. The analysis of leverage also 

. provides detailed understanding of the sparsity of. the data set and sheds light on how 

neural networks cope with-the "curse of dimensionality". 

1.5 Organisation 

In Chapter 2 we position neural modelling within the setting of statistical inference as 

described by -Box (1979). We discuss the bias/variance' trade-off in =non-parametric 

modelling and describe the comparative advantages of neural networks-- over other 

techniques. We provide the basic notions of neural specification and estimation and 
define the underlying modelling assumptions. 

Chapter 3 provides a literature review of diagnostic procedures and robust estimation 

methodologies. The field of robust statistical inference has been extensively researched. 

7 



The review therefore focuses on the main strands of research whilst providing 

references and pointers to more detailed coverage, and additional topics. The various 

causes of ill-conditioned data are highlighted and their philosophical/theoretical 
implications are discussed. In regression analysis the distinction is drawn between input 

space and output space outlyingness, which provides the basis for the definitions of 

leverages and outliers. Linear regression is used as a vehicle to demonstrate the various 

concepts and methodologies found in the statistics literature. The review of diagnostic 

tools covers distance-based metrics and model-dependent methods. The main topics of 

outlier and leverage identification are described. Encapsulated summaries of Hampel's 

influence based approach and Huber's minimax methodology are given, providing the 

context for the robust modelling techniques developed in this thesis. 

In Chapter 4 we explore the asymptotic properties of neural network estimation in the 

presence of ill-conditioned data. Neural networks are shown to be non-robust to both 

leverage points and outliers. The leverage of a data point is shown to be related to the 

model's parameters and the data point's input space position. The finite sample 

properties of neural networks are also examined. Simulations demonstrate the effects of 

model complexity and effects of ill-conditioned data. 

The theoretical foundations of our diagnostic techniques are given in Chapter S. The 

diagnostic techniques are developed using a data perturbation framework. Several 

perturbation schemes can be devised, each examining different aspects of the model 

variance. From the various perturbation schemes several influence/leverage metrics can 

be defined. The perturbation schemes also provide estimates of model variance from 

which an array of residual diagnostics are constructed. 

Chapter 6 details the development of robust neural regression estimators. The regression 

estimators developed are generalised maximum likelihood estimator. The generalised 

M-estimator is robust to both outliers and leverages. M-estimators down-weight the 

influence of large residuals in the model (i. e. outliers), however they are still susceptible 

to input space outliers. Generalised M-estimators are robust to both outliers and 

leverage points. Within the framework of flexible models there is a complex 

relationship between leverage, input space position and degrees of freedom. The 
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methodology we develop iteratively -down-weights the highly influential data points 
incrementally, finding an equi-leverage solution. 

Chapter 7 describes the application of neural networks to financial -factor modelling. 
The neural diagnostics and robust estimation procedures developed in the previous 

chapters are demonstrated and evaluated. 

The Chapter 8 introduces a robust neural estimation procedure for time series models. 
The robust neural time series estimator is embedded within a state-space framework. 

The state space framework is capable of modelling observation and process noise. The 

neural -network estimates non-parametrically the functional relationships of the non- 

linear state space generating process. The_ parameter estimation is formulated within an 

extended Kalman filter. Our methodology makes use of Masreliez's (1975) results to 

derive robust non-Gaussian extended Kalman filter estimates of the states using an -EM- 

algorithm (Dempster et al (1977)). Additional requirements of controllability and 

observability are discussed in Bolland and Connor (1997a). 

Chapter 9 contains the conclusions and discussion of the findings of the thesis. 

A mathematical appendix is also included. Appendix 1 contains the derivation of the 

leverage and the empirical influence functions, and shows the link between the 

diagnostics and estimates of model variance. Appendix 2 contains the derivation of two 

further diagnostic procedures. 
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2. Statistical Inference and Neural 'Networks- 

This Chapter is essentially an introduction to neural networks as tools for statistical 
inference. 

2.1 'Overview of Statistical Inference 

Statistical estimation procedures can be applied for several reasons, pattern discovery, 

theory formulation, hypothesis testing, or objective maximisation. The basic statistical 

modelling paradigm is shown in Figure -2-1. The schematic outline shows the 

methodological, phases, from model formulation through estimation to inference, and- 

critical review. Model formulation is driven by the intended use of the estimation 

procedure. It describes the modelling assumptions and prior beliefs, the choice of 

variables to include in the analysis,. -the assumed functional form of the relationship, the 

assumed stochastic process and any Bayesian priors.. The second phase corresponds to 

the estimation of the model parameters from the observed data. The estimation 

procedure depends upon the assumptions made in the formulation phase. Once the 

model has been produced (i. e. its parameters estimated) inferences can be drawn,,, and 

hypothesis/performance tests can be applied to determine the validity and accuracy of 

the model formulation and estimation phases. The critical review of the modelling- 

assumptions leads to further iterations of the four phases, to a greater understanding of 

the generating process and a more accurate statistical representation. 

Issues of robustness arise in all the phases shown in Figure 2-1. Let us examine each of 

these phases more closely in order to outline these issues. 

Formulation: The first step in model formulation is specifying the form of the data 

generating process. Making incorrect assumptions in specifying the . functional form of 

the model can be extremely costly. For example, assuming a simple (or constrained) 

functional form may lead to errors due to bias. On the other hand, allowing a very 

flexible functional form induces high variance and over-fitting. It is often the case that 
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statisticians will choose a simple parametric representation for reasons of interpretability 

and simplicity. I lowever, if the model is misspecified in terms of the functional form, 

then no consistent inferences can be made using the model. In neural network model 

fi0rniulilt ion no parametric assumptions are required about the underlying functional 

relationships. In this sense neural networks can be viewed as non-parametric estimators. 

A neural model is specified by a given "architecture" and "connectivity". Removing the 

need to specify a parametric relationship allows neural networks to be applied to many 

areas where we have no strong theoretical understanding of the system is available to 

formulate accurate prior beliefs (e. g. economics, marketing, finance). This is a great 

strength of neural networks and an important factor in their wide-spread use. 
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Figure 2-1: Schematic outline of the statistical modelling paradigm (Adapted from Box 
(197! 1)). The figure shows the four main phases, problem formulation, model estimation, 
inferrnce; and criticism. 

The second crucial element of model formulation concerns the stochastic component. In 

addition to specifying a deterministic functional relationship, assumptions are made 

about the nature of the stochastic process. A common assumption is that the 
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unpredictability in the system can be perfectly ascribed to one source with a given 

probability distribution. For mathematical simplicity and tractability the stochastic 

element of the system is commonly assumed to be additive, independent and Normally 

distributed. This assumption is often theoretically justified by the central limit theorem 

and in many circumstances, when it is valid, it leads to simple accurate estimation 

procedures with extensive theoretical foundations. However, when-this assumption is 

inappropriate or breaks down -then the estimation algorithm will -produce -spurious 

models, and lead to inconsistent -inferences and hypothesis tests. With a few notable 

exceptions (Liu (1994), White (1992)) the literature on neural model specification has 

largely ignored the issues associated with the assumed stochastic component. In most 

applications of neural models the form of the stochastic element is implicitly assumed to 

be Normal due to minimisation of mean squared error (MSE). 

It is often 'found, in many fields, that the noise does not conform to a simple stochastic 

process., The stochastic element may-arise from more than one source, occurring in the 

process of observing the system, or in the independent variables. The noise might not be 

simply additive, or the observations may be dependent with non-Gaussian distributions. 

The assumed distribution-impacts directly on the estimation process and can result in 

dramatically different models being produced. In many instances the model formulation 

is aimed at producing optimal models under ideal conditions without regard to possible 
failings in the modelling assumption. Any violations of the assumption about the 

stochastic process or functional form can have a huge impact on the validity and 

accuracy of the models developed. 

Robustness is generally defined -as statistical inference that is not susceptible to small 

aberrations in the modelling assumptions. Robustness can come in many forms. In the 

usual statistical sense, robustness refers to a process which is impervious to aberrations 

in the assumed distribution of an additive stochastic process. However, in a broader 

sense, any model formulation that is capable of accurately representing a wide range of 

generating systems can be termed robust. To date, neural networks research into robust 

model formulation has ignored the large body of literature on robust statistical 

estimation and has mainly concentrated on the bias/variance trade-off in model 

specification. Given the universal approximation properties of neural models this is 
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highly desirable but it falls short of providing a coherent framework for robust statistical 
inference. 

Estimation: Once all prior information has been used to formulate the problem (class of 
functional form for the deterministic component and the noise model for the stochastic 

component), the next phase in the statistical inference paradigm is to estimate the 

parameters of the model from the observed data. The estimation procedure may have a 

closed-form solution for the parameters or it may be iterative. The estimation procedure 
has an intimate relationship to both the assumed stochastic process and the eventual 

application of the model. The estimation process may directly reflect the objective of the 

modelling process, that is attempt to minimise (maximise) a given error function 

(reward function). Alternatively, the estimation procedure may relate to some 

quantifiable aspect of the conditional distribution of the data, i. e. conditional mean 

(minimise mean squared error), conditional median (minimise median absolute 
deviation). If the actual underlying data generating process does not conform to the 

implicitly or explicitly assumed noise distribution then the estimation procedure is 

misspecified and liable to produce corrupted models, with poor estimates of the 

parameters. Besides the estimation of the model's parameters, a second and often 

overlooked objective in this phase is to estimate complex statistics about the parameters 

and/or the model, such as: parameter variance, degrees of freedom, influence matrix etc. 

To date, research into neural networks has generally focused on the development of 

accurate and computationally efficient iterative estimation algorithms minimising -the 

MSE. Relatively little attention has been given to robust estimation procedures (Liu 

(1994), Wang et al (1996)). The research that has been conducted has been empirical in 

nature and has only examined the application of simple robust estimators (M- 

estimators), with no detailed account of the theoretical issues associated with robust 

neural parameter estimation. 

Inference: Once the statistics have been estimated the next phase of the modelling 

process is to analyse and investigate the fitted model. The model should fulfil the 

objectives of the modelling process, producing a faithful representation of the data 

generating process. From the model/parameters and their statistics, hypotheses can be 

tested and theories developed about the underlying process (e. g. test for random walk, 
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efficient markets hypothesis). However, before confidence can be placed in the 

hypothesis tests and reported performance metrics the modelling assumptions must be 

rigorously investigated. Many diagnostics and tests have been developed to test the 

validity of the modelling assumptions. The range of tests for parametric models is 

extensive: tests of model adequacy; tests of irrelevant variables; tests for structure in the 

model's residuals; tests on the parametric form of the relationship; and diagnostics on 
distributional assumptions all exist. To date, no such array of tests and diagnostics exist 
for neural models. Only recently has the neural modelling community started to 

recognise the importance of such diagnostics (White (1989), Refenes et al (1997)). 

Critical Review: Statistical estimation is an iterative process of questioning and 

analysing the data. The critical review of the estimated model allows the statistician to 

adjust the model assumptions to reflect the true nature of the process discovered during 

the previous inference phase. The critical review may simply be a response to alleviate 

obvious deficiencies in the assumptions or it may suggest altering the overall modelling 

objectives and creating an entirely new formulation. 

Many commonly applied modelling assumptions and estimation procedures, whilst 

optimal in ideal conditions, perform-poorly in real world situations. In many fields it is 

often difficult to have a priori an accurate description of the deterministic or the 

stochastic process of the data generating process. In response to the first of these 

difficulties statisticians have developed a wide range on non-parametric estimators 

which require no strong assumption about the functional form. The latter problem has 

been widely addressed in the robustness literatiue, with many procedures developed that 

cope well in adverse conditions. This thesis applies both non-parametric estimation and 

robust statistical inference to elicit the fundamental dynamics of regression and time 

series problems. The overall -modelling paradigm developed can be viewed as being 

generally robust to both functional form and noise model. 

The first part of this thesis focuses on the inference and critical analysis phases of the 

paradigm. Through development of identification procedures and diagnostic measures, 

the underlying assumptions of the modelling process are analysed. The critical-review 

leads to model reformulation, so as to take into account the observed features. The 
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second part of this thesis corresponds to estimation methodologies for neural networks 
that can be applied in the situation where the diagnostic tests have highlighted model 
misspecification. Robust neural estimation procedures for both regression and time 

series problems are developed. The methodologies are robust to both leverages and 

outliers. With these four phases of statistical inference in mind the remainder of this 

chapter reviews neural modelling methodologies and position them within the phases of 

statistical inference. 

2.2 Regression Analysis 

For regression problems, model formulation consists of specifying the functional form 

of the regressor and the distribution of the stochastic components. In this thesis we 

consider the learning task of determining the relationship between random vector x and 

a random scalar y, where x takes values in a subset X of R P, and y takes values in the 

subset Y of 92. We refer to X as the input space and Y as the output or target space. Let 

Z is XxY, then we assume that the observed data {z=(x', y)') are the realisations of an 
independent identically distributed (i. i. d. ) stochastic process (z,: S2->9f+', t=1,2,... }. 

In practice we observe only finite sequences of data Z� = (z,: t=1,2,..., n), neK. The 

distribution of Z. is given by p(Z,,; O), where Oe Ei; is a1xd parameter vector 
describing the distribution. The joint probability distribution is given by 

p(Z; 0) 
-pl(x1,1),..., (x,, yn); 0) (2.1 

where the joint probability distribution embodies information on all relationships. In 

regression problems interest is attached solely to the relationship between the dependent 

variable y, and the independent variables x. This information can be fully expressed by 

the conditional distribution 

P(Z�; 0) =Pýýl'ýý.. "ýy)1(x1,..., xn); 0) (2.2) 

Depending upon the objectives of the learning process, different aspects of the 

conditional distribution may be of interest, i. e. the conditional mean, median, 

percentiles, variance etc. 

Particular interest is often attached to the expectation of the conditional distribution, so 

the objective of the modelling process is to estimate g(x)=E(p(yfx)). Within this 
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framework the dependent variable can be viewed as being generated by some unknown 

deterministic generating function g and a stochastic process c. 

Y, =g(x,; o)+E , (2.3) 

where c, represents the "noise" or "uncertainty" inherent in the observation of the i" data 

point. The aim of regression analysis is to specify and estimate a model f(x, O), which 

produces a faithful representation of the expectation of the conditional distribution, 

g(x; 0). The regressor is defined by the functional form of f(x, O), and 0, the 1xm 

vector which parameterises it. The regressor ftx, O) may take many forms, from 

parametric linear regression to non-parametric non-linear neural regression. For a given 

regressor f(x, 6) the accuracy to which a given set of parameters 0 fulfils the modelling 

objectives is measured by an error function R(A). The error function R(. ) is associated 

with the specific objective of the learning process (conditional mean, conditional 

median, conditional variance, etc. ) The general form of any error function is that it must 

provide a monotonic measure of the discrepancy between the model and the objective. 

Typically, the error function is given by the mean squared error (MSE) 

R(e) =Z (Y(x) - f(x, e))2 (2.4) 

As will be described in section 2.2.2 the choice of the error function can be directly 

related to the assumed distribution of the stochastic component. The optimal parameters 

of a given model J(x, O) are those which "generalise" best over many empirical samples. 

The generalisation error is given by the expectation of the error function over all 

possible data sets, 

E( R(O))=. Jf r(x, y; O)p(x, y)dydx (2.5) 

where r(x, y; O) is a pairwise discrepancy criterion, between the observed data and the 

estimated function. The parameters for the optimal regressor j(x, A') are defined as, 

argmin 
8*= 

0 
{E(R(6)) :. 9e O} where Oc Jl' (2.6) 

where the expectation E(") is taken over all possible data sets. If the functional form of 

the model is too simple to fully represent the data generating function (e. g. linear 

regression in a non-linear domain) then even the optimal parameters, 'A', will give a 

biased model. 
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The estimator f(x; ©) should produce a faithful representation of the conditional mean 

g(x; 0) in the asymptotic limit. In particular, an estimator should be consistent. That is, 

the estimation error or bias E(g(x; 0) f(x; O)) should tend towards zero with probability 1 

as n-*co. And secondly that the variance of E((g(x; 0) f(x; O))'(g(x; 0) f(x; O))) should 

also tend towards zero with probability I. as n--goo. For this to be the case the regressor 

needs to be sufficiently complex to completely reproduce the conditional mean of the 

generating process. 

In practice we only have the empirical sample from which to produce our parameter 

estimates. The problem is therefore one of finite-sample parameter estimation. We will 

call R�(0) the empirical error function, uniquely defined for a given set of observations 

and parameters 

n 

R. (O)=Er(x,, y,; O) (2.7) 
, _1 

As n -a oo then the empirical error function R�(O) converges to the true error function 

R(0). The empirical estimates of the parameters 0 are those which minimise the 

empirical error function 

arg min Ö= 
0 

{R�(O): 6E0} where 0 c9im (2.8) 

The issue of finite sample estimation is complex, as the empirical or in-sample error 
function does not necessarily provide an accurate estimate of the true expected error. In 

finite samples there are only n degrees of freedom. Therefore, a sufficiently complex 

model will be capable of exact interpolation (for non-identical x values), resulting in 

R�(0)=0. As the complexity of the model increases the empirical error function will 

monotonically decrease. For finite sample sizes we must control the complexity/ 

variance of the estimator to stop over-fitting to the specific empirical sample. 

Controlling the model complexity also addresses the issue of parsimonious 

representation. Occam's razor states that "if two theories explain the facts equally well 

then the simpler theory is to be preferred". That is we should prefer simpler models to 
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more complex -models with the same performance. Parsimonious modelling is also 
justified from the point of view of interpretability. 

It is clear that in regression analysis the regressor must be capable of representing the 

data generating function. If the model is too simple then the estimator will always 

produce biased models. However, if the model becomes overly -complex then the 

estimator will tend to over-fit the empirical sample, and be highly variable. 

2.2.1 Modelformulation and the bias/variance trade-off 

In the model formulation phase of regression analysis a specific regressor; f(x; O) must be, 

defined. There are a wide range of statistical models for regression analysis, ranging 

from strict parametric models (i. e. linear regression) to models with very few 

assumptions (i. e. nearest neighbour regression). The essential difference between the 

models can interpreted in terms of a bias/variance trade-off. 

The debate between parametric and non-parametric modelling has been actively 

discussed since the Twenties, with Pearson and Fisher engaged in a bitter disagreement. 

Pearson argued that there were many dangers in assuming a specific parametric form for 

the relationship, inducing. model bias, and distorting the model diagnostic. Fisher 

disliked parameter-free models as they were likely to result in more variable models. 

Tapia and Thompson (1978), summarised Fisher's approach: 

"Fisher neatly side-stepped the question of what to do in case one did not know the 

functional form of the unknown density. He did this by separating the problem of 

determining the form of the unknown density (the problem of "specification') from the 

problem of determining the parameters which characterise a specified density (the 

problem of "estimation'). " 

It is clear that if the underlying relationship is of a known functional form, or that any 

deviation in an assumed parametric representation will be small (and not influential), 

then parametric modelling is most suitable, and it is likely to produce superior results 

and greater insights. For example, if the relationships are linear or approximately linear, 
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then linear regression is the most appropriate tool, providing a concise and interpretable 

solution. However, in many cases the statistician will have no theoretical foundation to 

prefer one parametric form over another. In these cases it would appear entirely 

inappropriate to continue within a parametric framework. 

Non-parametric regression offers a flexible framework to model unknown relationships. 

It is also desirable for initial data exploration; if this analysis leads to insights about the 

actual functional relationship then a refined parametric approach to the problem can be 

applied/defined. Many non-parametric procedures have been developed, some more 

capable than others. The functional specification of neural models is extremely flexible. 

This flexibility allows neural networks to be used as non-parametric statistical 

estimators. In many ways, neural networks are similar to non-parametric regressors such 

as projection pursuit regression (PPR, Friedman (1981)) or multivariate adaptive 

regression splines (MARS, Friedman (1991)). 

The problem of balancing bias against variance can be clearly seen if we analyse the 

composition of the expected MSE error function. The expected mean squared error of an 

estimatorJ(x, ©) is given by 

E(MSE)=2 Jt{f(X: O)-v)2p(yIx)p(x)dydx (2.9) 

The MSE can be re-expressed in terms of the conditional expectation of the y, 

E(yix) = jyp(yl x)dy, and 
expectation. 

E(y2Ix) = 
Jy2 

p(ylx)dy the conditional squared 

E(MSE)=2(f {f(x: ©)-E(ylX))2 p(x)dx+ f {E(y2Ix)-E(ylX)2}p(X)dx) (2.10) 

The first term of (2.10) represents the difference between the estimated function and the 

conditional mean. The second term represents the variance of the conditional 

distribution which is independent of the regressor's parameters. Therefore, the minimum 

of the error function is determined when the first term vanishes. So minimising mean 

squared error corresponds to estimating the conditional expectation g(x; 0). 
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As the second term of (2.10) is independent of the estimator, it is sufficient to analyse 

only the first term. The expectation of the squared difference between-the function and 

the conditional mean can be expanded as follows 

E[{f(x, O)-E(ylx)}2]={E[f(x, O)]-E(ylx)}2+E[{f(x, O)-E[f(x, O)}}21 (2.11) 
r 

(Bias)2 Variance 

The first term in Equation (2.11) is 'the squared bias of the estimator. It represents 'the 

difference between -the conditional mean of the data generating process and the 

expectation of the model's predictions (where the expectation is taken over all possible 

data sets). If-the model being estimated is too simple to represent the true functional 

form of the conditional mean of the data generating process then there will always be 

model bias. 'The second term in Equation (2.11) represents the variance of the model's 

predictions (again measured over all possible data sets). Although, on average, a highly 

flexible model will have no bias, the individual models will have large variations due to 

the specific empirical sample that they are estimated from. Highly constrained models 

(i. e. linear parametric models) are less sample-dependent, and therefore have lower 

variance. The variance is intimately related to the ratio of the number of parameters (p) 

in the model to the number of data points (n) in the empirical sample. 

For a given sample size, minimising the expected MSE requires the minimisation two 

conflicting terms simultaneously. The optimal solution is produced via a bias/variance 

trade-off. The specific form of the trade-off depends upon the type of the estimator. used, 

the size of the empirical sample and the actual error function minimised. 

Figure 2-2 -shows a graphical taxonomy of modelling methodologies and their 

positioning in the bias/variance spectrum. Parametric models are rigidly constrained to 

the type of functional relationships they can estimate. Any deviations of the assumed 

relationship from the true data generating process will induce undesirable model bias. 

Bias comes in many forms. Most non-parametric techniques aim at removing the need 

to define explicitly the functional form and attempt to let the data "speak for itself'. 

However, -many of these techniques still contain functional biases. Splines, whilst 

mathematically elegant do not generalise well to high-dimensional problem -domains 
(dimensionality bias). Other techniques are only capable of . modelling additive 
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interactions between variables (Generalised Additive Models, GAMs (Hastie and 

ihshirani (1990))) or incur massive complexity in order to represent multiplicative 

relationships (MARS). 
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Figure 2-2 :A schematic break down of regression modelling techniques plotted in a 
bias/variance plane. The greater flexibility reduces bias; however increases variance (the 
schematic is :c graphical representation of empirical findings of Holden (1994)). 

Bias in the estimation procedure is only removed at the cost of added variance. 

Parametric constraints restrict the models to be less variable, and less dependent on the 

-specific (finite) data. However, as the models become more and more flexible, then the 

models tend towards exact interpolation (i. e. "over-fits" the data). To avoid excessive 

variance non-parametric methodologies often impose a smoothness bias or 

regularisation. The amount of regularisation needs to be estimated, but will ultimately 

depend of the smoothness of the data generating function and the variance of the 

stochastic process. Whilst smoothness is an essential part of non-parametric modelling, 

imposing a global smoothness parameter also induces biases. 

Neural networks compare favourably with other techniques on all these issues. As we 

shall see later, neural networks cope well in high dimensions. They are also capable of 

moclel/ins, complex interaction effects. Finally, they do not impose a global smoothness 

across the whole of input space, but rather allow the estimation process to determine the 

"appropriate" use of the available degrees of' freedom. However, neural networks must 
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be couched within a rigorous statistical framework to control their flexibility and allow 
inferences and understanding to be derived from the fitted model. 

As we shall describe later, controlling-the bias/variance trade-off for neural networks is 

an essential part of neural modelling. The flexibility of the regressor must relate to the 

complexity of the, data generating process. To build an accurate estimator we require 

methods of estimating the. generalisation error of the: model and controlling the model 
flexibility. There-exist several ways of estimating the generalisation error (asymptotic 

estimates or xe-sampling techniques) and various methods can be employed-to control 

the degrees of freedom of the model (regularisation or pruning methods). In -section 
2.3.4 we describe a general modelling framework for determining the -required model 

complexity and the optimal estimates of the parameters. 

2.2.2 Model formulation and the conditional distribution 

The model formulation phase of regression analysis also requires the ; definition of an, 

error function which is to be minimised. Different error functions produce estimates for 

different aspects of the conditional distribution. As we have shown minimising the mean 

squared error (MSE) produces an -estimate of the conditional mean. Minimising the 

median absolute deviation (MAD) produces an estimate of the conditional median. 

Many error functions can be motivated within a maximum likelihood framework. The 

likelihood function is defined as 

L(®; X)=f p(Y, 'xº)=f p(Y, lx, )P(x, ) (2.12) 

where the observations are fixed and L is a function of 0, -the parameters of the assumed 

parametric distribution of Z. Parameter estimation is -then simply to maximise the 

-likelihood function given the data. The objective function of the our modelling 

paradigm is to estimate the conditional -mean, therefore 'for likelihood estimation the 

error function is chosen from the location family of densities. Within a likelihood 

framework the specific error function is dependent on the distribution of the stochastic 

element c. The most commonly assumed distribution is the standard Normal location 

family, for which the conditional probability, p(y, Jx) = N(O, a 2) 
, is given by 
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P(Y, IX, )-(2n 12)I/2 
exp _ 

{y; -g(x,; o)}Z 
2a 2 

(2.13) 

Note: the maximum likelihood estimator for the Normal distribution is equivalent to the 

MSE. Alternative location families can be used, depending on the modelling 

assumptions. An important family is the t-distribution with d degrees of freedom, which 
links the Cauchy and Normal distribution. The conditional density is given by 

P(Y, 1X, )=(dd)(r[(d+1)/2]/. I'[d/2]X1+{Y, -Six,; O)}2/d)-cd+'v2 (2.14) 

where IF denotes the standard gamma function. The t-distribution is equivalent to the 

Cauchy when d=1, and to the Normal when d= oo. Given the assumed parametric form 

of c, the conditional mean is approximated by the regressor J(x, OML), where the 

parameters 0x, L, are estimated by maximising the likelihood L(. ). 

Some error functions are very sensitive and are seriously corrupted when deviations 

from the assumed form occur. Generally, Gaussianity is assumed; however if the true 

distribution is heavy tailed then the estimators derived will be unreliable. An extensive 

review of the characteristic of error functions is given in Chapter 3. Robust estimation is 

based around error functions which behave well in adverse conditions. 

2.2.3 Limitations of statistical estimation 

Statistical estimation procedures, no matter how sophisticated, can only elicit the 

information that is present in the empirical sample. 

Possibly the most fundamental assumption of statistical analysis is that the system we 

observe is stationary. When the data generating process is non-stationary the use of 

historical data to provide information on the future behaviour of the system is limited. 

Unless the non-stationarity is in some way modellable the future performance of the 

estimated model will degrade. In many subject areas (e. g. economics, finance) the 

underlying system is known to change. The degree of non-stationarity is a limiting 

factor on the generalisation performance of the model. If non-stationarity is present then 

the modelling process must be made adaptive and the model parameters updated 

through time (Harvey (1981)). 
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Statistical estimation can be viewed as interpolation, whilst theory formulation can be 

viewedas extrapolation. Extrapolation is a step into the unknown and can only be 

predicted based on prior beliefs. Statistical estimation based on the empirical sample can 

only truly justified over the; range 'from which the 'sample is drawn. The extrapolation- 

capabilities of the statistical estimation technique depends on, the type of model -being 
applied. Parametric models are defined across the entire probability distribution of the 

data. If the parametric form is correct then extrapolation is valid. However, if the model 
is incorrect or mis-estimated then; extrapolation is prone to large errors. In general, a 

modeller would not assume that 'the parametric form holds true over the entire possible 

range of the data; rather that the 'parametric form offers a concise description of the 

relationships within the bulk of the data. For non-parametric models and neural 

networks in particular, the°behaviour of the -fitted model beyond ! the range of the 

empirical sample is -unknown. Trusting the fitted model can easily -be shown to be 

dangerous as the regression surface is fitted purely in-sample. In high-dimensional data 

sets, or within sparse data sets the possibility of extrapolation is increased. The problem 

of extrapolation is often missed by the estimates of the generalisation error. 

Understanding when the model is extrapolating is of crucial importance for making real 

, predictions. The concept of extrapolation is intimately related to robustness and 

particularly the problem of leverages, and full discussion is provided in Chapter- 5 for 

the case on non-linear neural models. 

Another issue associated with finite sample estimation is the. problem of data snooping. 

Any statistical estimation methodology will incur risk due to the . model search process. 

, By estimating and trying many different models (complexity, input variables etc. ) we 

increase the possibility of finding relationships by chance. The problem is inherent in all 

forms of statistical estimation. The problem is exacerbated when the model search 

process is extensive and the flexibility of the model is high. The topic has received little 

attention, and only recently have results appeared that estimate thenumber of degrees of 

freedom used in the search process (White (1996)). 

In this section we have described the general form of the regression problem in a general 

statistical framework. In the following section we introduce neural networks and 
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describe a general framework for their application to non-linear, non-parametric 

regression estimation. 

2.3 Neural Networks 

In recent years the problem of non-linear and non-parametric estimation has received 

much attention in the statistics literature. Neural networks, a relatively recent addition to 

the field, are essentially tools for non-linear and non-parametric regression estimation 

and inference. If they are to become successful tools for robust statistical inference they 

must be subjected to the same methodological phases and issues as the classical 

statistical modelling described in Figure 2-1. This has not been fully appreciated by 

researchers and practitioners in the field. In the next section we introduce neural 

networks from the perspective of the four different phases of statistical inference. 

The field of neural computing has steadily grown over the past ten years and is now 

widely studied and successfully applied in a broad range of disciplines. Neural network 

methodologies provide a rich, powerful and interesting modelling framework. 

Historically, many of the concepts in neural computing were inspired by biological 

analogy (neurones, dendrites, and synapses). From a computer science perspective the 

neural algorithms represented a new paradigm of massive parallelism and layered 

distributed processing of simple neural units. The algorithms and methodologies 

developed, whilst of considerable practical value, were generally ad hoc and without 

theoretical foundations. Recently many neural computing techniques have been 

formalised within a statistical framework of estimation and inference (White (1989), 

Geman et al (1992), Moody (1992), Amari (1995), Bishop (1995), Tibshirani (1996), 

Refenes et al (1997)). Neural networks can be placed in a general framework of 

probability density estimation. As several authors have shown, neural networks can be 

applied to approximate marginal, joint or conditional probability densities (White 

(1992), Sarajendini et al (1997)). Many interesting approaches to model specification 

and parameter estimation have been developed, but little work has been conducted on 

the issues of model diagnostics or robust estimation. 
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The main application areas for neural networks are statistical pattern recognition and 

non-linear regression. Neural networks have been applied to a diverse range of pattern 

recognition- problems: from speech recognition (Waibel et al (1989)); classification of 

hand written characters (Fukushima et al (1983)); medical diagnosis (Refenes and 

Alippi (1991));. to loan default prediction (Coats and Fant (1993)). There have also been 

many successful applications of neural networks to varied and diverse ranges of 

regression and time series problems, from prediction of electricity demand (Connor et al 

(1994b)), and bond prediction (Moody and Utans (1995)), through to financial time 

series -prediction (Weigend (1990)). The variety and diversity of problems to which 

neural networks have been applied is vast. Neural networks have even been "taught" to 

play backgammon (Tesauro and Sejnowski (1989)). 

In this thesis we focus on the application of neural networks to estimation and analysis 

of financial data. Neural networks' scope for success is based on modelling interaction 

effects and non-linearities in the data without having to specify any prior structure. 

There are-many fertile areas of research in the field of financial econometrics for non- 

parametric models, from option pricing (Hutchinson et al (1994), Niranjan (1997)), high 

frequency data analysis (Bolland and Connor (1996a), Wu and Moody (1996)), to 

modelling non-linear, non-stationary time series : (Burgess (1996)). With increased 

competition, greater availability of data and the invention of new financial instruments, 

the financial markets have become incrementally more efficient. Being independent of 

financial -theory and simply relying on the discovery of empirically observed 

relationships, non-parametric models (and neural networks in particular) offer -scope for 

further incremental improvements. 

The majority of successful applications of neural networks have taken place in the 

physical and engineering sciences where the deterministic component of the generating 

process accounts for the majority of the variance in the data. It was therefore natural that 

researchers have overlooked the problems of rigorous model identification, diagnostics 

and robustness. More recently, practitioners have started to apply neural models in the 

social and economic sciences where the stochastic component dominates the, data 

generating process. For neural networks to become an accepted methodology in these 

fields, it is of paramount importance that they be supported by rigorous and principled 
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methodologies. Neural methodologies must address the problems of model/variable 

selection. The modelling procedure must provide a degree of understanding of the 

functional relationships discovered and should provide diagnostics and tests to allow 
detailed model analysis. The model formulation should also have a specification that is 

capable of modelling the heavy-tailed distributions and be robust to the occurrence of 

outliers. 

2.3.1 Statistical inference and neural networks 

The statistical framework for rigorous neural inference is far from complete. There are 

methodological gaps that need to be filled if neural networks are to become accepted 

statistical tools for non-linear, non-parametric modelling. In this section we review the 

various major themes of neural network model formulation, estimation, inference and 

critical review. 

2.3.2 Neural model formulation 

Model formulation for neural networks consists of specifying the network architecture 

and error function that is to be minimised, and incorporating any prior information or 

constraints. 

The functional form of a neural model is very general. Neural models consist of many 

simple processing units connected via so-called weights. For a neural network the model 

specification is defined by the scheme of connectivity (architecture) and the type of 

processing units. There are many ways of interconnecting the units: in layers; recurrent 

feedback; fully connected, etc. The processing units can also vary from being local 

kernels (radial basis functions) to sigmoidal or step basis functions. The most popular 

neural models are the single-layered feed-forward networks. 

The single-layered feed-forward network architecture is shown in Figure 2-3. Each 

processing unit is essentially a basis function which performs a simple non-linear 

transformation on a linear combination of the input variables. The neural model builds 

complex non-linear functions by combining the many simple basis functions. The first 

layer represents the values of the independent variables, the second, or hidden layer, 
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comprises of h basis function transformations of the input variables, and the final, or 

output layer represents a transformed weighted combination of the basis functions. 
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Figure 2-3: The network shown is a fully connected single-layer feed-forward neural 

network with one linear output unit. The network consists of elementary processing 

elements (called nodes, neurones or simply units). The units are grouped into layers (input, 

hidden, output layer). Each unit performs a simple calculation on its inputs (i. e. weighted 

summation). The output of the units is determined by the inputs to the unit and its basis 
function (here shown as a sigmoid). The units are connected via weights indicating the 

strength of connection. 

The functional form of a fully connected single-layered feed-lbrward neural network 

with h basis functions is given by 

it 1, 

. RX. e)= (1 oM Iº,, 
�_Y, +w, 0)+u)�) (?. 1s) 

1-1 -1 

The parameter vector, 0 =(w,...., o, w,,,, ), consists of m=((p+-2)h+l) parameters. 

The response of the neural network, f(x, O), is a function ý of a weighted summation of 

h basis functions 4(-). Each basis function is a non-linear transformation of a linear 

combination of the independent variables. Due to the biological analogies the 

parameters wj, w; j are termed weights or connection strengths, the parameters woo, o), ) are 

termed biases, and the functions are termed activation functions. In this thesis we 

shall only consider networks with linear output basis functions (i. e. =I ). Restricting 
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the output basis function simplifies the specification but does not restrict the class of 

functions which such a network can approximate. 

The basis functions for neural networks are non-linear squashing functions and are 

generally restricted to be monotonically increasing, differentiable functions. The 

commonly used asymmetric sigmoid is defined by 

i(X) _1 1+ exp(-E wt x, + wwo) 
(2.16) 

The basis function represents a sigmoidal transformation of a linearly weighted 

summation of the independent variables, which is linear for small values of Zwux;, and 

only becomes non-linear at the extremes. 

The functional form of single-layered networks is capable of very general function 

approximation. Given a sufficient number of hidden units, h, a single-layer feed- 

forward neural network can map any function (cp(o): 91P-*f) and its derivative 

arbitrarily well. Any estimator with this property is known as a universal approximator 

(see Funahashi (1989), Hecht-Nielsen (1989) and Hornik et al (1989)). As the number 

of basis functions is increased the model becomes more and more flexible and capable 

of representing more complicated relationships. However, this flexibility increases the 

chance of over-fitting a given empirical sample. For standard single-layered fully- 

connected neural models the model specification is simply determined by the number of 

basis functions. 

The functional form of the neural network as shown in Equation (2.15) can be described 

by the position and direction of the basis functions (sigmoids). The projection directions 

in input space of the basis functions are determined by the weights (wi ). The overall 

regression surface is a weighted (coy) combination of the basis functions (sigmoids). 

Although the projection functions are only very simple, they can be combined in 

complex summations to represent arbitrarily complex functions. A key strength of 

neural networks is that the estimation process "learns" the "appropriate" projection 

directions, by estimating the parameter vectors w= (w; o, ..., wjp). 
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Figure 2-4 : Illustration of the sigmoidal basis functions in input space. The parameter 
estimation for neural networks is to "learn" the projection or sigmoidal direction vectors 
that minimize the error function. The regression surface is composed of the weighted sum 
of sigmoid projections. 

Attempting to fit non-linear functions in high-dimensional input spaces requires large 

quantities of data. Often the relationships are of lower dimension than the input space 

they are embedded within. Choosing an appropriate projection along which to model 

simplifies the estimation problem and reduces the quantity of data required. A similar 

technique has been commonly applied in statistical estimation and many forms of 

projection pursuit algorithms exist (for review see Huber (1985), Friedman (1981)). 

Neural networks differ from other projection-based estimators in the fact that the 

projection directions and the shape of the projection are estimated simultaneously. Even 

though neural networks are parametric (defined parameterised function), due to their 

very flexible functional form, they should be viewed as non-parametric or semi- 

parametric models. 

In addition to specifying the functional form of the model, model specification also 

requires us to define an error/cost function, R(O), to minimise. As we have discussed 

the cost function relates directly to the modelling objective. Commonly, for neural 

networks the cost function is simply the mean squared error 

R�(e) = 21(y, -. 1(x,; ©)) (2.17) 
l=I 
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The cost functions can also be augmented to incorporate prior beliefs. The majority of 

work has focused on regularisation techniques which adds a complexity penalisation 

term to the error function. The regularisation explicitly trades off complexity (variance) 

for bias. 

«»=j: (YI -. f(Xi; ())2 +XQ (2.18) 
i=1 

The parameter X, and the form of the complexity penalisation term 92, determine the 

amount of regularisation and the form of bias induced. Several types of complexity 

penalisation terms have been suggested in the literature. The simplest is weight decay 

(Hinton (1987)), which is analogous to the ridge estimator in linear regression. 

m 

n=OOt= w, Z (2.19 

The basic effect is to penalise large parameter values. With only small parameter values, 

neural networks are limited to linear/semi-linear functions. With larger weights the 

possible complexity of the functional forms increases. Viewed from a Bayesian 

perspective the regularisation is equivalent to assuming the prior distribution, of the 

parameters is Normal with mean zero (see Bishop (1995)). Further., regularisation 

techniques include the lasso (Tibshirani (1994)) which is equivalent to a Lapacian prior 

on the weights, or derivative penalisation techniques of the Tikhonov form (Wabba and 

Wold (1975), Moody and Rögnvaldsson (1997)). 

2.3.3 Neural parameter estimation 

For a given network architecture, (defined by the number of parameters, and the 

connectivity j(x, ©) _ h, wj 4(ý _1 w, Jx, + wog) +co. ), and a given error function 

R(0), the estimated parameters 6 are found by minimising the empirical error function 

R�(0). The estimation of the parameter vector, 0, is a complex non-linear optimisation 

problem. Unlike linear models, where there is a closed-form solution to the estimation 

of parameters, neural network parameters must be estimated by iterative procedures. 

Non-linear optimisation is a topic which has been widely studied for the case of neural 

parameter estimation, from both a theoretical and practical stand point, (White (1992), 

Bishop (1995)). 
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The estimation algorithms vary. in complexity and sources of information that they 

exploit. The goal, of an estimation algorithm is to efficiently and accurately find the 

global minimum for the empirical error function. Most numerical recipes books provide 

a rich source of different optimisation procedures, (Press et al (1992)). 

The empirical error surface is defined over a parameter space, or "weight space", Wm , 
where m denotes the dimension of the space. For neural networks, the error function will 

typically be a'highly non-linear function of the weights, with many minima satisfying 

the condition V. R� (Ä) = 0. In such parameter spaces saddle points and flat regions 

inhibit the estimation process. , The estimation problem is exacerbated for neural 

networks due lo the symmetry of their parameter space, replicating local minima m! 2" 

times. 

Most neural estimation . methods employ either first or second order derivatives of the 

error function to obtain increasingly accurate parameter estimates iteratively. Taking a 

second-order Taylor expansion of the error function, V0 R� (0) = 0, around 6, the error 

function can be expressed as 

R�(A)=R�(Ä)+VeR�(6)(0-6)'+1/2(0=Ä)'VoVeR�(6)(0-0) (2.20) 

where V. R. (6) =0 is a1xm matrix of first order . partial derivatives of the error 

function evaluated at 6, 

L 
aR�(9) aR�(O) 

V0Rn(e) = ae ,..., ae 
(2.21) 

im 

jo. 

ö 

and V. Ve R. (0) is an mxmý matrix of second order derivatives of the error function 

evaluated at 6, commonly known as the Hessian matrix. The elements of the Hessian 

are given by, 

a2R�(e) VOVOR"(e)j 
__ ae, ae, 

(2.22) 
e. e 
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The analytical derivation of a network's partial derivatives is straightforward; however 

the practical implementation can be computationally expensive and inaccurate or ill 

defined. 

The most commonly used algorithm in neural network estimation is the so called error 

back-propagation algorithm, (Rumelhart et al (1986)) which minimises the error 

function by gradient descent. Gradient descent is a stochastic optimisation algorithm 

which only exploits the first order derivatives of the error function. The error function is 

minimised by making many iterative steps along the direction given by the first order 

derivative of the error function with respect to the parameter. The step size is 

determined by an arbitrary parameter (rl the "learning rate"). The parameter update 

function is given by, 

eý+1-eý-1VR�(e= (2.23 
A 

where 0' is the parameter estimate at iteration T. 

Second-order methods are also commonly applied to estimate neural network 

parameters. Newton's method assumes the error surface is locally quadratic and finds 

the minimum of the quadratic bowl, given by 

©ý+l _O _(Dev0R�(e`))-'VOR,, (e`) (2.24) 

Since the quadratic approximation is not exact, the Newton method must be applied 

iteratively, with the Hessian being evaluated successively at each iteration. 

The spectrum of estimation algorithms is diverse and there are many algorithms that can 

be applied (e. g. conjugate gradients (Fletcher-Reevies), quasi-Newton methods 

(Davidon-Fletcher-Powell), Levenberg-Marquardt algorithm, simulated annealing or 

genetic algorithms, (see Press et al (1992))). 

Due to the complexity of non-linear optimisation, the methods outlined above may not 

in general find the globally optimal parameter values. It is often the case that the 

solutions correspond to local or ill defined minima. In iterative optimisation several 

practical issues must be addressed in order to produce accurate parameter estimates 
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(choice of initial parameter values, convergence criteria, local minima, and 

computational instability etc. ). 

The initialisation of the parameters can have a dramatic impact on the final model 

produced (Zapranis et al (1996)). The initial values directly impact the trajectory of the 

search algorithms, influencing the region of parameter space searched and therefore the 

eventual minima found. If the weights are initialised to the same constant value (i. e. 0) 

then the estimation procedure breaks down, as the symmetries in the network 

parameters cannot be broken and all projections are identical. Therefore, the initial 

parameters. are set to small random values. From a Bayesian interpretation, the initial 

parameter should be drawn from the assumed prior distribution. A commonly held prior 

is that the weights are Normally distributed with zero mean and variance ßm. The 

variance of the distribution is taken to be small so that the initial model corresponds to a. 

random linear hyper-plane. From a pragmatic stand point the initial parameters should 

be chosen to optimise the efficiency and accuracy of the search process. 

The problem -of convergence (V0R�(9) --* 0) is algorithm dependent. Some methods 

are guaranteed to find a local minimum to any desired level of accuracy, however other 

methods such as back-propagation with constant learning rates only converge under 

stringent conditions (Hornik (1991)). From a practical point of view the iterative 

estimation algorithm must be halted at some point. The iterative algorithm can be halted, 

once a "sufficient" level of accuracy has been attained or when the change in parameters 

on successive iterations is "sufficiently" small. The specific choice of stopping criteria 

will always induce some model variance. 

The convergence criteria for-most algorithms only guarantee that a local-minimum will 

be found and not the overall global minimum of the error surface. Some estimation 

algorithms are guaranteed to find the global optimum, but only in the limit of an infinite 

process (i. e. simulated annealing). Figure 2-5 depicts the error surface plotted against a 

single parameter of the model. The error surface is non-linear with more than one 

minimum. The two plots relate to the empirical error function and expected error 

function. The two minima can be considered as two separate models. 
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Figure 2.5 : The figure depicts the error surface plotted against a single parameter of the 
model. The error surface is non-linear with more than one minimum. Two plots relate to 
the empirical error function Rn(0) and expected error function R(0). The two minima can be 
considered as two separate models. 

In the application of iterative estimation algorithms, it is easy to see how the procedure 

can become trapped in a local minimum and never find the overall global solution. 

In addition to these problems, some algorithms suffer from computational instability. 

Any algorithm employing second-order information requires the inverse of the Hessian 

to be calculated. It is often the case that the Hessian is a singular matrix and so finding 

the inverse is an ill-defined problem. 

There are many other issues related to parameter estimation: scaling with 
dimensionality, singular matrices, computational efficiency, storage requirement, and 

convergence rates. For further discussion of the estimation process see Bishop (1995). 

The stochastic element of the parameter estimation process can result in many different 

models being estimated from the same empirical data under the same model 

specification. The size of model variance induced by the estimation procedures will 

depend upon the general form of the error surface, the specific empirical sample, the 

estimation algorithm and the initial conditions. Several authors have examined this 

effect, and have shown that the variance induced can be significant (see for example 

Tibshirani (1996) or Zapranis (1997)). 
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2.3.4 Model inference and critical review 

Once a model has been specified and estimated from the empirical, data, the next phases 

of statistical inference are to analyse the estimated model, and critically review their 

underlying -assumptions. For linear regression, a wide range of methods have been 

developed to gain insights into many aspects of the estimated model. Diagnostics have 

been produce to identify: functional misspecification (e. g. Durbin-Watson test); 

significance of the independent variables (t-test); estimates of generalisation error (AIC, 

BIC); collinearity of independent variables; non-stationary residual variance; non- 

normality of the residuals; outliers and influential data; confidence intervals of 

parameters and predictions. Once misspecifications have been identified the next step is 

to critically review the formulation and estimation phases and modify them in order to 

incorporate the new understanding of the data. For linear regression, many techniques 

have been developed to adapt the model specification to cope with the problems 

identified. 

The inference phase for neural networks has mainly focused on the determining whether 

the model architecture is appropriate for the specific problem and has ignored the other 

sources of possible misspecification. Neural inference can be based on either an estimate 

of the model's generalisation -error or identification of redundant parameters. The 

critical review of the model can only be based on the problems highlighted by the 

inference phase. As neural networks have a limited array of diagnostics the possible 

feed-back and correction of the model formulation and estimation phases is minimal. 

The critical review generally suggests adjusting the level of model complexity in order 

to produce superior generalisation performance. 

In the previous sections we have 
, 
describes the functional form of neural network 

regression : estimators and methods for parameter estimation algorithths. However, we 

have so far ignored the issues of model complexity and model selection. That is,, how to 

determine the appropriate model specification (complexity) for a given regression 

problem. As we have demonstrated, the complexity of the network is determined by the 

number of parameters in the model. The optimal model specification is defined by 

having the lowest generalisation error. To date, the statistical analysis of neural 

networks has mainly concentrated on determining the optimal model architecture and 
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controlling the bias/variance trade-off. In parametric regression, the functional form is 

fixed limiting the possible model variance; however if it does not faithfully represent the 

underlying system then the model will be biased. Non-parametric modelling removes 

much of the bias risk, however the models tend to be more flexible and therefore incur 

more variance risk. 

I'hc general scheme tallowed by model selection procedures can be summarised as in 

Figure 2-6. 'I he model complexity is adjusted whilst the generalisation error is 

estimated. The model which minimises the generalisation error is selected. 
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Figure 2-6 : Schematic showing a general model complexity estimation procedure. An 
initial model or set of models are define over which the search process is to take place. The 

empirical sample is used to estimate the parameters of the initial model. The model is then 

anal yzeO to determine either its generalization performance or the relevance of its 

parameter. If the model has optimal generalization or if all the parameters are relevant 
Own we exit the loop. Alternatively, the complexity of the model is modified by either 
regularization or by altering the architecture, and then the next iteration begins. 

When the regressor is sufficiently flexible to represent the conditional mean of the data 

generating process then the optimal model will be defined by Equation (2.6), 0'. If the 

regressor is insufficiently complex then there will always be bias in the model, and the 
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overall model complexity of the regressor should be increased. To determine the 

optimal model we therefore need methodologies for controlling the flexibility of the 

regressor and estimating the generalisation error. 

As we have described ; earlier, the empirical error function may not give an accurate 

estimate of the generalisation error, therefore -other metrics must be employed to gauge 

the generalisation capabilities of the model. There are several ways to estimate the 

generalisation error. The methods fall into two broad categories: asymptotic techniques, 

and re-sampling techniques. 

Asymptotic Prediction: The asymptotic approach produces an algebraic estimate of the 

expected prediction error. The methodology is similar to the model selection 

methodologies defined by Akaike (1970) information criterion, or Mallows (1973) Cp 

statistic. The asymptotic derivations generally follow a similar approach to the 

influence-based method developed from the robustness literature (Hampel (1974)). The 

basic principle involves taking a Taylor expansion of the expected loss function about 

the optimal parameters evaluated at the empirical estimate. The methods have been 

extensively studied for other non-parametric techniques (Hastie and Tibshirani (1990)). 

For neural networks various formulations have been derived (see Linhart Zucchini 

(1986), Moody (1992),. Murata et al (1993), Amari (1995)). Following Moody (1992a) 

the expected loss function is estimated by- 

PeB E(R(O))--E(R,, (O))+2aB (2.25) 
n 

where pe8 is the effective number of degrees of freedom of the non-linear model. 'The 

estimates ofPefand ae8require the calculation of complex derivatives of the model. 

Re-sampling Estimate: The re-sampling method obtains an estimate of the 

generalisation error from the empirical sample. Re-sampling estimates can be based on 

the cross-validation approach (Stone (1974), Wahba and Wold (1975)), or the bootstrap 

(Efron and Gong (1983)). 

The cross-validation method divides the sample into K distinct sub-samples. One sub- 

sample is held out and a model is estimated on the remaining K-1 sub-samples. The 
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model's performance is evaluated on the unseen sub-sample. The process is repeated K 

times, with the average hold-out sample performance providing an estimate of the 

prediction error 

n 

CV =-Er(x;, Y,; 6_K(, )) (2.26) 
n ., 

where is the parameter ©_K(J) are estimated on data set with the fl data point removed. 

The bootstrap method is a generalisation of the cross-validation methodology. There are 

several versions of the bootstrap (naive/pairs bootstrap, residual bootstrap and 

parametric bootstrap). For the naive bootstrap, B bootstrap samples are constructed, 

each containing n points, sampled with replacement from the empirical data. For each of 

the B bootstrap samples a model is estimated. The estimate of the prediction error is 

simply the average performance of the bootstrap models evaluated on the original 

empirical sample. 

I"l 
BS= 

j(-! Er(xjlYI; 6b) I (2.27) B 
b. l n r. i / 

where 6b, represents the parameters estimated from the b'h bootstrap sample. 

The re-sampling techniques do not assume a given error function nor do they require 

extensive algebraic calculation as the asymptotic analysis does; however the re- 

sampling techniques require extensive computation which might be prohibitive in large 

samples. Re-sampling techniques also have an intimate relationship with outlier 

diagnostics and identification procedures, which is highlighted in Chapter 5. 

A common approach adopted by the neural networks community is the use of validation 

or hold-out samples. The method is similar to the re-sampling techniques but less 

computationally expensive (only one model is estimated). Some of the empirical sample 

is withheld from the estimation process and used to evaluate the performance of the 

model and provide an estimate of the prediction or generalisation error. The main 

drawback of this approach is the inefficient use of the empirical data set. 
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The methodologies employed, to estimate the generalisation error essentially- examine 

the variance of the model. The measurements of model variance are intimately related to 

many diagnostic procedures for ill-conditioned data. Generalisation error measures 

examine the overall model variance whereas. the diagnostics investigate the model at 

each and every data point. The relationship between asymptotic and re-sampling 

methods and outlier/leverage diagnostics is highlighted in Chapter 5. 

Once an estimate for generalisation has been defined, za search over different model 

complexities is required. For neural networks there are many ways of controlling model 

complexity. The methodologies fall into two broad categories: regularisation methods 

and constructive/pruning methods. Both methodologies have the same goal, namely 

controlling model complexity, flexibility and effective degrees of -freedom. 
Regularisation explicitlyýpenalises excess model complexity via-the error function. 'By 

varying the coefficient of regularisation (X) the degrees of freedom of the model can be 

tuned. Constructive/pruning methods control complexity by modifying the architecture 

or functional form of the network, removing redundant parameters from the model. 

Constructive/pruning algorithms for neural networks can be viewed as extensions to the 

model selection methodologies of forward/backwards variable selection for linear 

regression. For neural networks the construction/pruning is not simply applied to the 

variable selection but also to the network architecture. Similar methodologies have been 

widely applied to the estimation of other non-parametric models, (e. g. the back fitting 

algorithm of GAMS (Hastie and Tibshirani (1990)), the iterative projection correction 
for PPR (Friedman (1981)), and the node growing and pruning of CART (Breiman et al 

(1984))). Constructive methods for neural networks include cascade correlation 

(Fahlman and Lebiere (1990)), -the neural additive model (Burgess (1995a)) and the 

minimum prediction risk (Moody and Utans (1992)). Pruning methods include optimal 

brain damage (LeCun et al (1990)), and the irrelevant unit hypothesis (White (1989)). 

Several other approaches to model identification have been proposed. Methodologies 

include: Vapnik-Chervonenkis dimension and structural risk minimisation (Vapnik 

(1995)), information theoretic approaches such as the minimum description length 

(Rissanen (1989)), or Bayesian methods based on maximising the posterior probability 
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of the model (MacKay (1992)). It is beyond the scope of this thesis to give a full review 

and analysis of each of the methodologies. 

2.4 A Methodology for Robust Neural Inference 

Currently there are no established procedures for robust neural model formulation, 

estimation, inference and critical review. In this thesis we develop a methodology for 

robust neural inference. We concentrate on the phases of estimation and inference. The 

availability of diagnostics and robust estimation techniques facilitates critical review 

and robust model formulation. 

The aim of the inference is to determine whether or not ill-conditioned data is present in 

the estimation set. The inference phase we develop for robust neural modelling follows 

the same methodological steps as produced for linear regression. The diagnostics 

produced examine different aspects of model misspecification: leverage metrics 

highlight overly influential data points; residual diagnostics identify uncharacteristic 

stochastic components. The cause and severity of the problem will need to be reflected 

in a new model formulation. The robust estimation phase we develop provides a sound 

theoretical foundation for neural model estimation in the presence of influential and 

outlying observations. 

Dealing with ill-conditioned data in the setting of neural inference is not a trivial task. 

Our methodology will need to support neural inference in much the same way as 

classical analysis. However, it is not always possible merely to apply linear diagnostics 

to complex non-linear systems. New underlying assumptions and theoretical 

foundations need to be developed. In the next Chapter we review the main theoretical 

developments in linear regression with a view to generalising the theory and 

applications to provide a methodology for robust neural inference. 

42 



3. Literature Review 

3.1 Introduction 

In the previous chapter we positioned neural networks within a framework of statistical 
inference and established the need for diagnostics procedures and robust estimation 

techniques. Whilst many areas of statistical modelling have embraced these issues, to 

date there has been limited research on diagnostics and robustness for neural networks. 

The aims of this review are to 

" Understand the origin and nature of ill-conditioned data. 

" Describe the theoretical foundation of diagnostic procedures and robust estimation 

techniques. 

" Review ways of dealing with ill-conditioned data in the context of simpler models 

e. g. linear regression 

3.1.1 Sources and nature of ill-conditioned data 

The term `outlier' has been widely used by statisticians to describe data points that are 

in some way distinct from the rest of the data under analysis. The causes of outlying 

observations are many and varied. Gross errors are observations which are produced by 

a different underlying generating process. One possible cause of gross errors is the 

occurrence of typing errors or transcription errors. Alternatively, gross errors could be 

observations produced by different physical phenomena. Gross errors do not always 

appear as outliers and may be hidden amongst the "good" data. These gross outliers are 

obviously detrimental to the modelling process. Outliers, however, can be uncorrupted 

observations of the process being modelled. That is, the outliers are "good" observations 

that come from the tails of the joint distribution of the data generating process. These 

outliers are often referred to as distant outliers due to their position in the joint 

distribution. Even when the correct modelling assumptions are made the estimation 

process may be susceptible to distant outliers in small empirical samples. 
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The main distinction between the different sources of outliers is whether or not they 

contain information relevant to the estimation process. This distinction is commonly 

stated in the robustness literature: 

Liu (1993): "Outliers are generated from a distribution that is a complete perturbation 

to the underlying distribution and contains no information on the process being 

modelled" 

Hardle (1990): "The term outlier does not mean that outliers are not part of the same 

joint distribution of the data or that they contain no information for estimating the data 

generating process. It means rather that outliers look as if they are too small a fraction 

of the data set to dominate the small-sample behaviour of the statistics to be 

calculated " 

In regression we are not interested in the complete joint distributionp(xy); rather we are 

specifically interested in a subset of the information p(ylx). Data points can either be 

outlying with respect to the input space, p(x), or output space p(ylx). The outliers can be 

caused by gross contamination or the observation of an infrequent event from the joint 

distribution. Outlying points in input space and outlying points in output space have 

different impacts on regression estimation. Figure 3-1 gives a graphical representation 

of an output space outlier. 

Output space outliers are data points where the value of the response variable is 

significantly different from the conditional mean of other data points in its locality (i. e. 

an unexpectedly large noise term c). Whether the cause is contamination or the 

observation of a very infrequent event, the effect of such data point on a regressor will 

be same. 
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Figure 3-1: A graphical representation of an output space outlier. The solid line shows the 
conditional mean of the data generating process. The distribution of the noise is indicated 
by the bell shaped curve. The output space outlier is far from the conditional mean and 
uncharacteristic of the noise distribution. 

Input space outliers are observations in sparsely covered regions of input space. By 

definition, input space outliers are the only observations conditioning the fit of the 

model in their locality and can have a disproportionate influence on a regression model. 

The definition of input space outlyingness is strongly tied to the concepts of leverage 

and influence. 

Figure 3-2 depicts two input space outliers. Input space outliers do not necessarily 
degrade the estimated model. Point (1) has a small stochastic element and is close to the 

conditional mean. The; observation will have a strong effect on the fitted surface in its 

locality, but is a faithful representation of the true process. The second leverage point 

(2) has a large stochastic element. The observations will have a , strong effect on the 

fitted surface in its locality and seriously distort the estimated regression. 
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Figure 3-2 :A graphical representation of input space outliers. The solid line shows the 
conditional mean of the data generating process. The distribution of x is indicated by the 
bell shaped curve on the subplot. The input space outliers are far from the center of the x- 
distribution. Point (1) is close to the conditional mean with a small noise component. Point 
(2) is far from the conditional mean with an uncharacteristically large noise component. 

For the gross outliers the contamination process can be represented as a mixture of 

distributions. The distribution of interest is represented by F and the contamination is 

represented by any other symmetric density G. For c-contamination the observations are 

drawn from the combined distribution, (1- c) F(z) + cG(z) . As we have described the 

contamination can be with respect to the input space(p(x)), or the output space (p(yjx)). 

The output space outlier contaminated non-linear regression function of the standard 

Gaussin system can be represented by, 

y(xi) = S(x,; 0)+s, (3.1) 

where g represents the expectation of the conditional distribution p(ylx), x is drawn from 

a Normal distribution (p(x)- N(0, al')), and c the stochastic component is drawn from a 

mixture of distributions, (p(c)- (1-4 )N(0, a 2) + 4N(0, a�2)). The outliers have 

significantly larger variance than the standard noise (av2 » ae 2). The frequency of 

outlier occurrences is characterised by a Bernoulli random variable p(4 = 1) = cc. 
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Input space outlier contamination can be represented by having x drawn from a mixture 

of distributions (p(x)- (1-4 )N(0, a=2) + N(0, a, 2)), where the -contamination 
distribution is also Normally distributed, but has significantly larger variance ßX2 » a=2. 

Corrupting leverage points correspond to the simultaneous corruption of both input 

space and output space observations. 

The impact of the ill-conditioned data will depend on the severity, type. and level of 

contamination within the empirical distribution. In the worst case the empirical sample 

may be contaminated with a large proportion of severe gross outliers in the joint 

distribution; alternatively the contamination may simply be a single distant outlier in 

either input space or output space. 

In addition to type and severity of the outlier, the impact also depends upon the assumed 

generating 'process p(ylx) and specific form of the conditional, mean E(p(ylx)). For 

certain types of regressor (e. g. linear regression), input space outliers will be 

particularly dangerous; however for localised models (e. g. kernel regression) their 

impact will be less corrupting. Additionally, certain distributions (e. g. Gaussian) will be 

more greatly affected by output space outliers than others (e. g. Student's t-distribution). 

In conjunction with the definition of input space and output space outliers, two types of 

ill-conditioned observations are defined with respect to the model, namely outliers and 

leverage points. Outliers are data points for which . the 'estimated residuals are 

improbably large for the assumed distribution. Leverage points are. data points which 

exert a disproportionate affect on the fitted model. Outliers and leverage points tend to 

be caused by input/output space outliers; but, they could also be due to model 

misspecification. So outliers and leverage points not only identify problematic data, but 

also aberrations in the modelling assumptions. If the data generating; process assumed 

by the model is incorrect then the regressor may treat "good" data as outliers. For 

example, if the regressor assumes Normality but the data generating process is heavy 

tailed, then data from the true conditional distribution will be identified as outliers. 

Outliers in the empirical sample cause a variety of problems to the estimation process: 

outliers cause bias and increase the variance in the parameter estimation; the models 

fitted to outlier-contaminated samples can be seriously corrupted which makes 
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subsequent analysis spurious; the reported performance of the models can be 

dangerously affected, as the standard performance metrics (R-squared, MSE, 

correlation, etc. ) are non-robust; the performance metrics directly impact on model 

selection/identification procedures, therefore rendering them susceptible to outliers. 
Outliers therefore distort statistical tests and stated levels of confidence. They can even 

mask their own presence, as their effect can be smeared out over a wide range of "good" 

observations. 

There are numerous examples from the physical sciences, economic disciplines and 

many other fields, of outliers occurring in experimental data. As Hampel commented, 
books by Daniel and Wood (1980) and Daniel (1976), although not explicitly compiled 

to demonstrate the frequency of outliers, provide a detailed account of many 

occurrences of unusual observations in a wide range of problems. Outliers in the joint 

distribution occur more frequently than would be suggested by the classical modelling 

assumption of Normality. Often the central limit theorem is invoked to justify this 

modelling assumption. However, this asymptotic theorem can at most only suggest 

approximate Normality of real world data. Even in high quality data sets (Jefferys 

(1961) Chapter 5/7, Romanowski and Green (1965)) it is often found that the 

distributions have heavier tails than the Normal distribution. The frequency of gross 

errors can be minimised through diligent experimental design and data collection 

processes. However, it is clear that outliers commonly occur and that all people 

involved in statistical estimation should pay due care and attention to their effects. 

When the empirical sample is small the modeller may build up a detailed understanding 

of each and every data point. However, as the size and dimensionality of data sets 

increases, this intimate knowledge becomes laborious and time consuming to acquire. 

With increased computerisation, greater and greater volumes of data are being stored, 

which emphasises the need for accurate and efficient identification procedures and 

robust estimation techniques. 

Whilst outliers in the joint distribution are often detrimental to statistical procedures 

their presence forces scientists/statisticians to review and expand their theories/models 

in order to encompass such observations. Outliers have been used to great effect in 
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identifying new phenomena. Ideally we would want to understand/model the process 

creating the outliers. Questioning their causes, and focusing the investigation onto 

model inadequacies often leads to greater understanding and new discoveries (from 

particle physics to medicine). A famous example is that of Rayleigh, who noted that 7 

out of 15 atomic weights of nitrogen fell into separate groups, which led to the 

discovery of the noble gas Argon (see Tukey (1977) pp. 49). 

Financial data exhibits several problematic features which can seriously affect the 

estimation of any model parameters (outliers, heteroskedasticity, collinearity, non- 

stationarity, etc. ). Outliers are commonly observed in financial data (Dacorogna (1995)). 

The 1987 stock market crash (shown in Figure 3-3) is an excellent example of an 

unusual outlying data point. 

The level of the stock market is seen to drop dramatically. When viewed in terms of 

differences we observe a large blip in the time series. The observation clearly comes 

from the same joint distribution which is of interest, and is not the result of a gross error. 
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Figure 3-3 : Stock Market Crash 1987. The graph details the FTSE 100 equities index from 
Oct 1983 to Oct 1989. In historical hindsight we see a clear steady trend over the entire 
data set. However during 1987, the trend is much steeper. The crash (Oct 1987), can be 

viewed as a re-adjustment to the underlying trend. The differenced data indicates the 
crash as an outlier. 

Many economic reasons can be suggested for the cause of the crash. however, without 

broadening the data set to include such information sources the crash appears as an 

outlier. From a statistical point of view the crash might indicate that the distribution is 
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fat tailed or that the process is heteroskedastic. However, without some sort of treatment 

or robust estimation methodology its influence would clearly dominate any models 

produced. 

Figure 3-4 shows a financial example of a gross error. The data is price quotation data 

for the US dollar/Deutsche Mark exchange rate obtained from a Reuters data-feed. 

1.6636 

1.6626 

1.6616 

1.6606 

1.6596 

1.6586 

1.6576 

Time (seconds) 

Figure 3-4 : The graph shows data for the US dollar/Deutsche Mark (USD/DEM) exchange 
rate. There is clearly a severe outlier in the data set (up to ten times the normal standard 
deviation of the series). 

The quotations are not legally binding and so often contain typing errors or misleading 

quotes. These spurious observations contain no information on the joint probability of 

the price series and are only detrimental to the modelling process. 

There can be many different types (input /output space) and causes (gross/distant) of 

outliers in the empirical sample. Ideally, the treatment of the outlier should relate to the 

cause. Outliers from the same joint distribution contain relevant information and, 

ideally, for efficiency of the estimation technique we would like to include them within 

the model. However, even with the correct modelling assumptions outliers can have 

undue influence within small samples, and hence they need to be removed or down 

weighted. If gross outliers can be identified then the statistician should clearly remove 

or repair the guilty observation. In any event, irrespective of the eventual treatment, the 

modeller should have a quantifiable metric/diagnostic to alert them of their presence. 

50 j; 
.. 

O C5 O ON ON 0% ON ON C, O. 
N -tf ýo M Vl M Vl - 
ÖOOÖÖÖÖÖÖO 

V1 h Vl ýry Vl nh Yi VI) til 



Distinguishing between gross errors and distant errors in a given empirical sample can 
be difficult, especially when the modeller has little or no interaction with the 

experimental process. The statistician may simply receive the empirical sample, which 

may or may not have been tampered with after the event (crude outlier filtering, 

transcription errors etc. ) The statistician has no way of determining the validity of the 

observations. When no specific solution to their cause can be found we must take a 

pragmatic viewpoint and focus the estimation procedure on what can be plausibly 

modelled. The aim of robust statistics is to model the majority of the data and remove 

the influence of outlying observations. In contrast to robustness in some fields of 

research, it is precisely the outliers which are of interest (i. e. financial risk analysis and 

extreme value analysis) and the estimation procedure is tailored to analyse them. 

3.1.2 Statistical inference and ill-conditioned data 

The discussion of outliers raises two issues, namely how do we distinguish/identify 

outliers in an empirical sample and how do we insure the estimation procedure against 

such observations. The general awareness for the need for robustness was highlighted 

by the work of E. S. Pearson, G. E. P. Box and J. W. Tukey. 

The main theoretical procedures in identification come from Belsley et al (1980) and 
Cook and Weisberg (1982). Identification procedures can be based on the complete joint 

distribution, or on specific relationships. Residual analysis has naturally played a large 

part in the identification of outliers. Residual diagnostics range from simple plotting 

techniques to heuristic rules and hypothesis tests. 

The main theoretical work on robust estimation comes from Huber (1964), (1965) and 

Hampel (1968). Robustness can be viewed as insurance, which -safeguards against 

serious degradation of the estimation process caused by ill-conditioned data. The cost of 

robustness is a slight decrease in the asymptotic efficiency and accuracy of the estimate 

produced. We define a robust procedure to be a procedure that is not disproportionately 

influenced by a small subset of the data. There are two main theoretical approaches to 

robust statistical analysis, namely the minimax method (Huber (1964)) and the 

51 



influence-hascd approach (Hampel (1968)). These theoretical approaches incorporate 

and extend previous ad hoc- procedures (such as outlier rejection rules c. f. Hawkins 

(198O)) into a general robustness framework. The two methodologies are intimately 

related and provide a great deal of information on the process of statistical estimation. 

From these theories estimation procedures can be constructed which are robust to 

outliers and leverage points. 

Identification methodologies and robust estimation procedures share common goals. 

"I hey approach the same problem from different angles. In relation to the statistical 

paradigm described in Figure 1 for Chapter 2, we see robust estimation falls into the 

estimation phase and outlier identification into the inference phase. The two approaches 

are complementary and any optimal approach to robust modelling will include a mixture 

of both strands. 
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h'it; lu"l' 3-5: Schematic outline of the statistical modelling paradigm, within the context of 
identification and robustness to ill-conditioned data (Adapted from Box (1979)). The figure 

shows the four main phases: problem formulation, model estimation, inference, and 

eilt 1('14111. 

Once a model has been specified and estimated, then identification procedures are 

applied to try to inter inllormation as to the validity of the assumptions. The diagnostics 

identify differing problems in the model specification and estimation. The various 
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diagnostics (distance, leverage, residual, influence, etc. ) feed the critical review stage of 

the paradigm. The critical review stage uses the information obtained to adjust the 

model specification and estimation in order to provide robustness to the ill-conditioned 

data. 

There is a wealth of literature on many aspects of robust statistical estimation. Robust 

performance metrics have been defined, which assess the goodness of fit (Ylvisaker 

(1977)). Model selection procedures have also been robustified i. e. Mallow's C, 

(Ronchetti (1982)) and Akaike's AIC (Hampel. (1983)). Robust methodologies have 

been successfully applied to the issue of testing and interval estimation (Huber (1981), 

Hampel (1986)). These topics and many others, although interesting, are outside of the 

scope of this review and we leave it to interested readers to find more complete 

discussions. We focus attention on the theoretical analysis of estimation procedures and 

identification measures. The following section will discuss and analyse the main topics 

in both areas. 

The following sections review in detail methodologies for both outlier identification and 

robust estimation. The review is by no means complete as the topic of robustness has 

been extensively researched. The review does provide a broad overview of the main 

, topics relevant to this thesis and provides references to more detailed accounts of the 

. highlighted topics. Linear regression is employed to showcase the developments and 

theories of robust estimation and diagnostics. 

The first section describes the various identification techniques, ranging . from model- 

independent methods through to residual diagnostics., We show the intimate relationship 

between distance metrics and leverage diagnostics. We review the many types of model 

residual and describe their varied characteristics. Influence-based diagnostics are 

described in detail as they also form the basis for the robust estimation procedures of 

Hampel. 

The second section reviews the main areas of robust estimation methodologies, from 

minimax methods to influence-based methods. The review covers the three main classes 

of estimators, M, R and L. We specifically focus on the robust M-estimators of Huber, 
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Schweppe and Mallow. We also allude to the relationship between the bias/variance 

trade-off and robust estimation, which will be fully developed in Chapter 6. 

3.2 Identification and Diagnostics 

From the previous section it is clear that there are many types of outlier that must be 

dealt with. An ideal identification procedure would fulfil several requirements: 

" Identify all types of outlier and provide information on their likely cause. 

" Be capable of detecting multiple outliers within an empirical sample. 

" Be applicable to small/large samples without being computationally prohibitive. 

" Provide quantitative and qualitative information on the impact/influence of each data 

point on the estimated model. 

" Form the basis for hypothesis tests on modelling assumptions. 

" Suggest remedies or corrections to the modelling methodology in order to produce 

more accurate and faithful representations of the majority of the data. 

It is unlikely that any single methodology is capable of fulfilling the requirements of an 
ideal diagnostic. The methodologies described in this section provide only partial 

solutions to this complex problem. Identification has been the focus of much research in 

the statistics community (see Cook and Weisberg (1982) for review). If the true joint 

distribution p(x, y) of the data was known, then identification would be straight forward. 

However, in real-world problems we must examine the data in relationship to our 

assumed joint distribution and our empirical estimates of p(xy), p(x) and p(ylx). That is, 

to identify outliers we need to relate them to a specific model specification. The various 

methodologies we review differ in which aspects of the distribution they investigate. 

The most simple diagnostics are distance metrics. These methods are usually applied 

before a model specification has been assumed. The distance metrics identify outliers by 

their location in the empirical sample, p(x, y) or p(x), whether far from the centre or far 

from any other data points. 
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Once a model specification has been given then other identification methods can, be 

applied. The regression specification draws a clear distinction between input space and 

output space outliers. Residual diagnostics examine the empirically estimated residual 

and their transformations to try to infer information on the conditional distribution 

p(ylx), or the true noise c. Large residuals can be caused by model misspecification; 

however if the assumptions are correct then large residuals will highlight output space 

outliers. 

In addition to residual diagnostics; unusual data can be diagnosed by their impact on the 

estimated model. Influence and leverage metrics examine sensitivity of the estimated 

-models and their parameters, to individual data point's in the sample. Leverage metrics 

examine the sensitivity of the model to each data points input space position, whereas 

influence metrics examine-the model's sensitivity to both the input space and output 

space position. 

Even with a whole array of diagnostics we are some way from the ideal outlier detection 

procedure. Firstly, no identification procedure will determine the cause of the 

contamination (gross/distant), but will simply highlight points for further analysis. 

Secondly, multiple outliers can often be missed if they appear in clusters or if 

sufficiently large outliers are present. Thirdly, the diagnostics rarely lead to firm 

conclusions about the possible cause of the problem. Hypothesis testing may confirm 

the significance of the result given the null assumptions, but the true -alternative 
hypothesis is not : provide, i. e. an unusual residual may be caused by an outlier or 

heteroskedasticity or misspecification in the functional form of the regressor. However, 

despite the failings, the alternative is to rely blindly on the modelling assumptions and 

have no real understanding of possible pitfalls in the model specification/empirical 

sample. 

3.2.1 Distance-based metrics 

The most simple and straightforward identification procedures are based on distance 

metrics. The distance metrics can be applied to the full joint distribution p(xy) or just to 

a specific subset p(x). The distance metrics are termed model-independent methods as 
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they do not incorporate the special nature of the dependent variable, y, into the 
identification process. 

3.2.1.1 Centroid distance measures 

Outliers can be identified using a distance metric from the centre of the data set. 
Observations far from the centre are considered unusual points and worthy of further 

study. Given assumptions about the distribution of input variables, statistical tests can 
be applied. Many distance metrics are available: Euclidean; normalised Euclidean; 

Mahalanobis etc. The Mahalanobis distance is most commonly used and is defined as 

D, 2 =(x j -x)E-, (Xi -x)' (3.2) 

where is the inverse of the covariance of x, and x is the mean of the x1. This metric 

normalises the different variances and the covariances between the variables, giving a 

normalised Euclidean distance. The distance metric identifies input space outliers. For a 

p-variate Normal population then asymptotically D, 2 follows a chi-squared distribution 

with p degrees of freedom. The assumption of Normality can be tested, and unusual data 

points can be given a probabilistic interpretation. However, often no assumptions can be 

made about the distribution of x and the distance metric simply serves as a ranking tool. 

This measure is however, dependent on estimates of the mean and the covariance and is 

susceptible to the influence of a single outlier. Distance-based metrics therefore have 

difficulty in identifying clusters of ill-conditioned data. A more robust measure can be 

produced using the minimum volume ellipsoids method (MVE, Rouessueeuw and 

Leroy (1987)). The methodology examines sub-samples of the data, searching for the 

main body of the data which contains no outliers. Each sub-sample contains q different 

observations J= {x,, x2, ..., xq}, from which estimates of the mean and covariance are 

calculated. The optimal sub-sample, from which the estimates of mean and covariance 

are taken, is the subset that has the minimum volume ellipsoid which contains half the 

observations. Repeated samples are taken and their volume calculated, until the 

minimum volume ellipsoid is found. If q is not half the data set then we must expand the 

ellipsoid, defined by the covariance of the sub-sample, to contain half the data set. The 

ellipsoid is scaled using M., the median distance of all observations to the sub-sample 

mean 
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Mit=Med (x, (3.3) 

The volume of the subsequent ellipsoid for a p-dimensional input space is given by 

V,, =(det(Er))U'(Mj)" (3.4) 

The ellipsoid defines the smallest cluster that contains half the data set.. From these 

estimates of mean and covariance the robust Mahalanobis distance can be calculated. 

-Given sufficient sub-sampling this distance metric is robust to (n/2 -1) outliers. 

3.2.1.2 Cluster-based distance metrics 

An alternative approach to centroid-based distance metrics is to find outlying 

observations via non-parametric techniques such as cluster analysis. Instead of defining 

an outlier by its distance from the centre of the data, these techniques aim at finding 

sparse areas of data, identifying outliers as being far from any other observations. To 

examine each observation individually, a natural choice of distance measure is the 

nearest neighbour, D,, 

D, =min{d(x,, x f)} Vi, j (3.5) 

where d(x;, x, ) is a distance measure between the two observations i, j (the distance 

measure can be any of those metrics mentioned above). The observations with the 

furthest nearest-neighbours will be in some sense outlying. The measure has obvious 
deficiencies in identifying clusters of similar outliers. The measure can however be 

simply augmented to deal with -these problems by taking the mean distance from the k 

nearest points as the measurement of outlyingness. 

D, =k tdm(X,, XA (3.6) 

where dm(x,, xj), indicates an ordered list of distances from the th observation, (d, (x,, xx) < 

d2(x,, x, ) <... < d�(x,, x)). An observation which has a large average distance to its k 

nearest neighbours is clearly a distinct observation. The outlying observation identified 

is dependent on the choice of k, and the choice of distance metric. The method becomes 

computationally expensive when the number of observations is large. 

The distance metric procedure can be repeated with the y-value included in data vector 

x, to identify outlying points in both input and output space. The information gained 
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from this analysis can give a clearer understanding of the data set and can be used to 

produce a weighting function to diminish the leverage of outliers identified. 
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Figure 3-6: A graphical representation of distance metrics based on the entire joint 
distribution. The dashed lines indicate the Mahalanobis distance for the center of the data. 
This highlights the most outlying point to be (1). The dotted line indicates the furthest 
nearest-neighbour metric, which highlights the most outlying point to be (2). 

3.2.2 Model-based identification 

The inference and subsequent critical review of an estimated model is of crucial 
importance in the statistical modelling paradigm. Much of statistical theory is based on 

testing and analysis of estimated statistics. Outlier diagnostics play a significant part in 

determining the validity of the model. In this section we review, leverage diagnostics, 

residual diagnostics and influence-based procedures. The review will highlight and 

contrast the nature of the different diagnostics and show their advantages, limitations, 

and underlying assumptions. 

Model-based diagnostics rely on examining the empirical sample with respect to a given 

set of modelling assumptions (functional form of E(ylx) , distribution ofp(ylx) andp(x)). 

The diagnostics examine the estimated model produced from the empirical sample, and 

attempt to identify points which conflict with assumptions or that are overly influential 

within the finite sample. Linear regression is employed to demonstrate the various 

diagnostics and metrics. Linear regression is both useful and mathematically elegant. 

Due to the simple and intuitive nature of linear regression, it provides a good tool for 

analysing the basic concepts of the different methodologies. 
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For classical linear regression the mean of the conditional distribution is assumed to be 

a linear function of the independent variables and the conditional distribution is 

assumed to be Gaussian with constant variance. 

y=xß+E (3.7) 

where the dependent variable y is 1xn vector of observations, X is an nx (p+l) full 

rank design matrix (X = (x, .,..., x�)) of independent variables, ß is a1x (p+ 1) vector of 

unknown parameters, and s is 1xn vector of errors which are assumed to be Normally 

distributed, c- N� (O, a ZI�) 
. The model is estimated from the empirical sample and 

different aspects of the model are examined. The least squares estimate ß, of the 

parameters ß is estimated by minimising the length of the residual vector IIrII = [r'r]"Z. 

The solution to the parameter estimation has a closed-form 

ß= (X'X)-' X'y (3.8) 

Using the classical assumptions, ß can be shown to be Normally distributed about the 

true parameters ß (ß -N p+, 
(ß, az (X'X)"') ). The fitted values are defined as y =X(3 , 

which is the projection of y onto a vector subspace formed by the set of all linear 

combinations of X. The estimated parameter vector y, is the closest (smallest Ily 
- 

A) 

vector-to the observed vector y in this subspace. If the assumptions are correct then the 

least squares estimator is optimal; however possible misspecification or ill-conditioned 

data can seriously distort the estimation and result in a spurious model. 

3.2.2.1 Leverage diagnostics 

We have already commented on the special definitions of outliers in regression 

problems (input space/output space outliers). The different types of outlier -have 

different impacts on the estimation procedure and so require different diagnostics. 

Leverage diagnostics are designed to identify observations or clusters of observations 

which have a disproportionate impact on the estimated model. 

The term leverage originated in the area of linear regression and is a direct analogy with 

mechanical leverage. Each point in the empirical sample exerts a "force" on the linear 

regression surface. The linear plane is pivoted about the centre of the input space and 
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each point's leverage is determined by its distance from the centre. The fitted linear 

plane represents the equilibrium point of the "forces". 
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Figure 3-7: The concept of leverage for linear global models is a direct analogy with 
mechanical leverage. The pivotal point of the linear regression plane is the centre of the 
data set. 

Leverage points in linear regression can have a catastrophic impact on the fitted model. 
A single leverage point can completely dominate the entire fitted plane corrupting all 

the estimated parameters. The properties of leverage in linear regression is well 

understood and thoroughly researched (Hoaglin, and Welsch (1978), Staudte and 

Sheather (1989)). The main analysis of leverage points revolves around the hat matrix, 

also commonly referred to as the projection, smoother or influence matrix. The hat 

matrix maps the observed vector y on the fitted model y (hence the name hat matrix). 

The hat matrix is defined as 

yl hl 1 ... hin 
. v, 

y= Hy _ (3.9) 
Y� h1... h, 

ý� Yn 

The components of H represent the influence of each of the observed points on the fitted 

values. The element hV is the derivative of the fitted function at y, with respect to the/h 

data point y,. From Equations (3.8) and (3.9) it is clear that the hat matrix for a linear 

regression model is defined as, 

y=Xß=Hy=X(X'X)-'X'y (3.10) 
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As the hat matrix for linear regression is both symmetric and idempotent, it follows that 

Trace(H) = Rank(H) = (p+1) (3.11) 

The trace of the hat matrix measures the number of degrees of freedom in the linear 

model. Understanding H provides a wealth of information on the fitted model y. Values 

of h� can range between 1/n and I and its average must be (p+1)/n. When h, = I then 

y, =y, and the model exactly fits the observed data point. For highly influential data 

points the model tends to fit exactly the observed data and the residual tends to zero. 
Box and Draper (1975) suggest that experiments should be designed so as to limit the 

size of h;, and make all leverages approximately equal. For more detailed coverage of 

equi-leverage design see Dollinger and Staudte (1990) and Huber (1973). 

They'' column of the hat matrix (H (h,,,..., h�, )) gives the entire vector of derivatives of 

the fitted curve with respect to a change in y,. Several authors have suggested using 

components of the H matrix as a measure of leverage. The leverage or potential of a 
data point is commonly defined by the diagonal components h,,. (which corresponds to 

the length of the leverage vector IIH, II2 as the hat matrix is symmetric and idempotent). 

The hat matrix H is independent of y, and only depends upon the position of the 

observation in input space. The characteristics of an observation that make components 

of the hat matrix small or large can be, given a geometric interpretation. After some 

matrix manipulation (see Cook and Weisberg (1982)) the diagonal terms of H can be 

shown to be 

h,, =x, (X'X)''x, =n+(x, -x)'E-'(x, -x) (3.12) 

where x is the mean vector and E is the covariance matrix of the design matrix X. The 

leverage is simply the Mahalanobis distance of the i`' data point plus a constant (1/n). 

Points with equal leverage lie on the ellipsoids around z, where the axis of the 

ellipsoids are the eigen-vectors of the design matrix. A graphical representation of the 

constant ellipsoids is given in Figure 3-8. 

For linear regression there is a one-to-one correspondence between leverage diagnostics 

and Mahalanobis distance in input space. So leverage identification through the -hat 

matrix also suffers from the masking problem of Mahalanobis distances. The distance 
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metric analogy is a general feature of the hat matrices for all estimators. However, for 

non-linear, non-parametric models the distance metric is no longer global. 

xi 

\x 

/ ý-ýi ý-. x / 
x//x xx\ x 

xX xxw xc, 
IC &xxx 

X 

XX 
xi 

Figure 3-8 : Ellipsoids of constant leverage h;;. For linear regression this corresponds to 
Mahalanobis distance contours in input space. 

For linear regression, if the explanatory variables are independent observations from a 

multivariate Normal distribution, the distribution of h;, can be computed. As shown by 

Belsley et al (1980), (n p)(h;, -1/n)/(p-1)(1-h,; ) has an F distribution with p-1 and n -p 
degrees of freedom, which allows hypothesis tests to be applied to each data point. 

Generally however, no assumptions can be made about the distribution of the 

explanatory variables, and subjective identification procedures have to be applied. 

Belsley et al suggest a rough cut-off point as being h,, >2p/n. Velleman and Welsch 

(1981) make a similar suggestion: h;, >3p/n. Additional diagnostics based on the hat 

matrix have been suggested. Jorgensen (1992) defined the term rank leverage to identify 

subsets of the data set with high leverage. Subsets can be identified by examining the 

eigen-values and eigen-vectors of the H(diag[H])''H. 

3.2.2.2 Residual diagnostics 

Residual diagnostics are an essential part of any estimation methodology. They provide 

a wide range of information on the appropriateness of the underlying modelling 

assumptions. In analysing the residuals r, we can attempt to make inferences on the 

structure and distribution of errors c. Residuals can be used to diagnose many problems 

in the model specification: 
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" Model Bias: 

If the specified model is too simple 

and cannot accurately represent the 

generating process, then some 

structure will remain in the residuals. 

This is often seen as patterns when 

the residuals are plotted against 

either the independent variables or 

the predicted values. The source of 

the bias could be due to uncaptured 

non-linearities, or caused by missing 

relevant variables. 

r 

xx xx xx 
x xxx xx 

-IL 
%x-xx-K 0-2---lLx 

-x-! 0---- 
xx xxxx xixx x 

>Kxýxx xxx 
x 

Xx 

Y, 
Uncaptured non-linearity in the functional 

relationship 

Specification tests are widely available for linear regression. to test for. the presence 

of such features. The Durbin-Watson statistic calculates the auto-correlation in the 

ordered residuals. 

n 
2/ 

n2 

(3.13) 

where r; are the residuals ordered (i=1-ßn) by a conditioning variable. Significant 

auto-correlation in the residuals indicates model misspecification 

" Non-constant Variance 

It is commonly assumed that the 

noise components are i. i. d. 

r1 

zx 
x xxx 

x 
xX zxx 

XX xx zx xxx 
xxxx zx 

il X-x z xx*xxxx 'x*x x 
Xxx xx xxx xxzxx 

zxxx 

(independent identically 

distributed). However it is often the 0 

case that noise components are 

correlated or have non-constant 

variance (heteroskedasticity). The F- 

test for model adequacy (Endrenyi 

and Kwong (1981)), tests the null 
y 

Heteroskedastic variance in residuals 

hypothesis that the residuals are homoskedastic. The test is based on residuals 
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ordered by y. Any significant difference between the variance of the first k residuals 

and the last k residual will be highlighted. 

F _Y(n)+... 

+Y(n-k+l) 

k-22 Y(, ) F.. '+r(k) 

Further tests for auto-correlation and heteroskedasticity using other types of residuals 

have been proposed (Harvey and Philips (1974)). 

Many other tests and diagnostics for model misspecification can be found. The main 

focus of this review is outlier diagnostics. There are several excellent text books on 

outlier diagnostics for linear regression. Books by Huber (1981), Cook and Weisberg 

(1982), and Staudte and Sheather (1989) are particularly thorough. 

All residual diagnostics attempt to infer information on the nature of the noise 

component c. For the purposes of inference, the least squares residuals pose some 

problems, as they do not have constant variance and they are not independent. This can 

be clearly seen by examination of how the least squares residuals relate to the hat 

matrix. The relationship between residuals vector rP =y- and the hat matrix is given 

by, 

(I-H)y=(I-H)Xß+(I-H)c (3.15) 

(I - X(X'X)'l X')Xß + (I - H)c (3.16) 

i=(I-H)s (3.17) 

(1-hr)E1-1: h,; Ej (3.18) 
J*l 

So if h� 1, a large stochastic component c, in the observed value y, will not be 

reflected in the size of the residual r;. The residual r, is not necessarily related to an error 

in the observation yj and may be due to another observation with a large hy. The least 

squares residuals are therefore not independent, which makes hypothesis testing 

troublesome. The hat matrix can be related to the variance of the fitted model and its 

residuals. From the properties of linear random vectors and given that the hat matrix is 

idempotent it can be shown that the covariance of the fitted model and its residuals are 

given by 
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Cov(y) = Hy(Hy)' =aZH (3.19) 

Cov(r") = (I - H)y((I - H)y)' = (I - H)(a 2 I)(I -: H) (3.20) 

Cov(r)=a 2(I-H) (3.21) 

The variance of the tih residual is var(i) = Cr 2 (1 - h;; ) , so as h;, tends to one the residual 

variance tends to zero and y, --> y,. Having the variance of the residual related to the hat 

matrix is undesirable as the size of the residual does not distinguish observations with 
large errors. Several types of residual have been defined in. the literature to overcome 

these limitations and provide statisticians with clearer understanding of the true 

stochastic components. 

Studentization, as defined by Margolin (1977), is the division of a scale-dependent 

statistic, U, by a scale estimate T. The statistic is said to be internally Studentized if U 

and T are estimated from the same data, in distinction to external Studentization, where 
U and T are independent. From (3.21) we can relate the standard error of the residual to 

the hat matrix. The standardised or internally Studentized residual r, ' is defined as 

A 
r' 

= 
r' (3.22) 

SE[y, -Y, l a 1-h;; 

where the estimated standard error of the noise ß is calculated from the same data as the 

residuals (ä=Er, 2/(n-p-1)). The standardised residuals have a Beta distribution (1/2, 

(n p-2), E(i,, +)=0, var(r,, +) = 1, cov(;,,;,;,, +) = -h;; /[(1-h;; )(1-hy)]'n). Internal 

Studentization can be dangerous because a severe outlier will impact on the estimated 

standard error and so make the identification of other outliers more difficult. 

The externally Studentized residual is defined using jack-knife residuals of the 

regression model to estimate the standard error of the noise a. The jack-knifed data set 

(X('), y(') denotes the data set with the i`h case removed. The parameters estimated from 

the reduced data set are defined by ß('). The predicted residual, r(O, is defined using jack- 

knifed data set (X('3, y('°). The residual is defined as the difference between the estimated 

response value based on n-1 data points and the actual value (i. e. the prediction error) 

r`'' =Y, -y; ̀) (3.23 
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The standard error a(') of the jack-knifed residual is estimated by the corresponding the 

deleted sample estimate 6 (') =E (rj (1))2 1(n-p-2). The externally Studentized 

residual is defined as, 

r' ä ý'ý 1-h;, 
(3.24) 

The externally Studentized residual has a Student's t distribution with n -p-2 degrees of 
freedom. As with the internally Studentized residuals, the external residuals are not 

independent. Therefore, any rejection test-based on I F, * I> t�_ p_2 
(1- (X/ 2) does not carry 

the stated level of significance (a) when many dependent comparisons are made. 

The variance of predicted residuals is still dependent on the variance of the model. To 

standardise the predicted residual an estimate of model variability must be applied. 

;, U) 
(3.25) 

SE[Y, -9(i)] 
d l+xi(XU)'X(j))-Ixe 

For linear regression it is easy to show that jack-knife prediction and its standard error 

are related to the least squares residual. As is shown in Staudte and Sheather (1989) 

; 11" =;, and SE(y, -y; ")=ä/ 1-h,, hence r", (')'=r/(a"' So 

for linear regression the externalised residual and the standardised predicted residual are 

the same. 

The external Studentized residuals are the most commonly used in practice for outlier 

diagnostics. However, as with all the residuals defined above, the residuals are not 

independent. Various other types of residuals can be defined which are uncorrelated and 

Normally distributed e. g. BLUS (best linear unbiased scalar, Theil (1965)) or Recursive 

residuals (Brown et al (1968)). 

3.2.2.3 Influence metrics 

Influence metrics assess the variability of a given statistic to slight changes in the model 

specification (Ilampel (1968), (1974)), and allows the impact of each data point on the 

statistic to be determined.. The use of influence measures is often known as the 

infinitesimal approach. Hampel applied the influence function (IF) to investigate the 
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infinitesimal properties of many aspects of model estimation. The influence metrics are 

asymptotic results derived at the distribution (IF(Z)), and provide information on the 

general characteristics of the estimator. As we shall see, the influence function for least 

squares linear regression is very sensitive to both input space and output space outliers. 

The empirical estimates of the influence functions IF(Z,, )), provides information on the 

individual data points within the sample and identify ill-conditioned data in both input 

space and output spaces. 

As Hampel et al (1986) comment, "the importance of the influence function lies in the 

heuristic interpretation: it describes the effect of an infinitesimal contamination at the 

point x, on the estimate, standardised by the mass of the contamination. " 

Influence metrics identify and highlight -possible aberrations/deficiencies of the 

estimated model. As will be shown in section 3.3.2 the influence characteristics of an 

estimator can be used to construct robust procedures. A clear and detailed account of the 

influence-based approach to robustness can be found in Hampel et-al (1986). A brief 

overview of the application of the influence function to outlier diagnostics is given 

below. For a more comprehensive account interested readers are referred to Cook and 

Weisberg (1982). 

Let T,, be a real valued statistic of length m based on an i. i. d. sample from Z, (T. = 

T�(z,,..., z,, ) = T(Z,, )). The assessment of influence examines slight changes in T�. The 

influence approach is applicable to all estimators which are functionals, which means 

that there exists a functional T, such that as the empirical sample tends to infinity 

T�= T� (zl,..., z,, )_> T(Z) . If such a functional exists then we consider the properties 

of T,,, by examining the behaviour of T(Z) or T(Zn) when Z or Z,, is perturbed. The 

influence function is then defined as the differential of T(Z) with respect to an 

infinitesimal contamination of Z. Taking a first-order Taylor expansion of the functional 

statistic T(Z, ) 

n 

T(Zn) = T(Z) +- IF(z,; Z) + O, (n'1) (3.26) 
n ., 

The expression Op(n) is order in probability (see Bardorff"Neilson and Cox (1989)). 

The term IF(z, Z) is the influence function and is defined as 
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T[(1-s )Z+c SZý-T(Z) 
IF(z; Z) = tim (3.27) 

C-0 

The notation Sz means a point mass of probability at z and so (1- E )Z +c SZ represents 
Z with a small "contamination" at z. The function IF(z; Z) measures the infinitesimal 

rate of change of the functional statistic T(Z) evaluated at c=0, of T[(1 -e )Z+e Sz ]. 

The influence function can be used to calculate many useful summary statistics about 

the asymptotic properties of a given estimator. For example, the influence function can 

be used to estimate the asymptotic variance of an estimator V(T, Z) 

V(T, Z) =f IF(z; T, Z)2dZ(z) (3.28) 

As will described in section 3.3.1 the asymptotic variance plays a crucial role in the 

construction of robust estimators. 

To describe the influence function for the parameters of a least squares estimate ß of 

linear regression we require the appropriate functional statistic T. Following Cook and 

Weisberg (1986), the expectation of the joint distribution is given by 

(E 
(X) Y(c)1 EZ = E[(x, y)'(x, y)] =Y (c)' t (Y)) 

(3.29) 

where X is the distribution of the input variables, Y is the distribution of the output 

variable, and Dis the distribution of the conditional distribution. Then, the functional 

statistic for linear regression is defined as 

T(Z) = E(X)-'Y ((D) (3.30) 

For the standard least squares estimator the influence function is given by 

IF(x, y; T, Z) = E(X)-x(y-x'T(Z)) (3.31) 

The influence function for regression can be decomposed into two terms. The first term 

represents the influence to the input space (IP) and the second relates to the influence of 

the residuals (IR). 

IF(x, r; T, Z) = IR(r; T, ')"IP(x; T, X) (3.32) 

where IR and IP are defined by, 
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IR(r; T, (D) = y-x'T(Z) (3.33) 

IP(x; T, X) = E(X)-'x (3.34) 

For least squares estimators, the influence function is unbounded, in terms of both the 

residual influence IR and the input space influence IF. A single corrupting r or x value 
has the potential to completely corrupt the fit. As we describe in section 3.3.3 the 

influence function is instrumental in developing robust (bounded influence) regression. 

The decomposition of the influence function into the two terms correlates directly to the 

concepts of outliers and leverage points. Outliers have large residuals, r, and leverage 

points are distant in input space (E(X)-' x ). 

For the influence function to be of use in diagnostics we must relate it to the empirical 

sample. The empirical -influence function allows the impact of each data point on the 

parameters to be -measured. Several versions of the empirical influence function have 

been suggested: the empirical influence function, the jack-knifed empirical influence 

function, and the sample influence function. 

The empirical influence function (EIF) is defined by replacing Z with Z, in Equation 

(3.31) and ß with ß= T(Z�) , and represents the derivative of the estimated parameters 

evaluated at each data point (x,, y) 

EIF(x,, y, ) = n(X'X)- x, (y, - x, 'ß) (3.35) 

The empirical influence is equivalent to the infinitesimal jack-knife (Jaeckel (1972)). 

The jack-knifed empirical influence (EIP)) is defined on the reduced sample (X('', y(')), 

and is defined by replacing i with Z�('), where Z�(') is the reduced sample. 

EIF(')(X,, y, ) = (n-1)(X('''X('')-lx, (y, -X, ß(')) (3.36) 

The jack-knifed empirical influence represents the derivative of the estimated 

parameters ß(') evaluated at the deleted data point (x,, y). The jack-knifed empirical 

influence is therefore independent of the data point under consideration. 
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The sample influence function - (SIF) is given by the empirical approximation of the 

derivative of the models parameters with respect to the data point. 

SIF(xº' y, ) = (n- 1)(P -P(')) = (n-1) 
(X' X)_' x'r' (3.37) 

1- h; º 
The sample influence, explicitly acknowledges the impact of sample-size n on the 

estimation of influence. The jack-knife estimator is equivalent to setting the 

infinitesimal perturbation c equal to -1/(n-1), (i. e. a whole data point in the empirical 

sample). As n->oo the jack-knife estimates tend towards the infinitesimal approximation. 

The three estimates differ by the relative importance they give the leverage of a data 

point (1,1/(1-h�)2, (1-h;, )). The jack-knifed empirical influence will tend to focus on 

leverage points, whereas the empirical influence will highlight outliers. 

The empirical influence functions can be used to identify unusual observations and 

possible leverages/outliers. For linear regression the influence functions are multi- 

dimensional (p+l). There is no natural ordering of multi-dimensional vectors. 

Therefore, to measure the influence of an observation, a distance metric (or norm) must 

be applied to the influence functions. The qualities of the distance metric will determine 

the emphasis placed on different aspects of the contamination. Following Cook and 

Weisberg's (1982) notation, the distance metric is defined: 

D, (M, c)=(n-1)2 
(IF, )'M(IF,, ) 

(3.38) 
c 

Various suggestions have been made for different measures M, and c. A very popular 

metric maps the influence functions back into the output space, through Cook's 

distance, M=(X'X)and c= (p+1)a. For the sample influence function the distance 

metric is given by 

Z= SIC, '(X'X)SIC' (Y"' - 
Y) 

D, (X'X, (p+l)a ) (3.39) 
(p+1)ä2 (p+1)äZ 

The measure estimates the standardised impact of deletion of the 1th data point on the 

fitted function, and can be considered the deletion leverage. Data points with large 

D, (X' X, (p + 1)62) could be either leverage points or outliers, since by deleting the 

case we remove all of its influence. 
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3.2.2.4 Diagnostics for non-linear and non-parametric models 

Identification and diagnostics procedures have also been developed for -many other 

regression estimators encompassing a wide range of techniques: robust regression, 

penalised least squares, non-linear parametric regression, generalised additive models, 

non-parametric regression, and smoothing splines. The diagnostic procedures developed 

can be viewed as a generalisation of the methods described in the previous sections. The 

issues of diagnosis for such techniques are more complicated than *for linear regression. 
Due to the non-linear relationship between the data and the parameters and the less well 
developed theoretical understanding. 

For linear smoothers residual diagnostics can be derived in an way analogous to that of 
linear regression (Hastie and Tibshirani (1990)). For non-linear models, the process is 

more complicated as each data point can have a complicated relationship with the fitted 

function. For non-linear regression, investigations have been conducted into both 

residual diagnostics (Cook and Weisberg (1986), Tsai (1994)) and leverage metrics (St 

Laurent and Cook (1992)). Other diagnostics have been suggested that examine general 
perturbation schemes.: Cook (1986) generalises the measurement of influence to non- 
linear models by defining the idea of local influence function. Local influence is 

intimately related to the definition of leverage in non-linear regression (St Laurent and 

-Cook (1993)). 

For the case of regression splines, residual and leverage diagnostics have been 

investigated by several authors, most notably Wahba (1983), ; Eubank (1985) and 
Silverman (1986). The diagnostics are derived from the equivalent kernels of the spline 

regressors (Wahba (1983), Silverman (1984)). The equivalent kernels show the impact 

of each data point on the fitted surface and are the equivalent to columns of the hat 

matrix for linear regression. Eubank (1988) derives an expression for residual 

variance/covariance, as a direct parallel to the derivation for linear regression. Trom the 

estimates of residual variance several forms of Studentized residuals have been derived 

(c. f. Green Jennison and Seheult (1985)). 

To date, no outlier/leverage diagnostics have been developed for neural networks. The 

outlier and leverage diagnostics we derive for neural networks are intimately related to 

71 



the methodologies in the references cited above. A more thorough discussion is 

provided in Chapter 5. 

3.3 Robust Estimation 

The theories of robustness help us to understand the qualities and behaviour of different 

estimators. The topic- of robustness is concerned with efficient and accurate model 

estimation in circumstances where there are deviations from the assumptions in the 

model formulation. As we have already discussed, neural networks can be considered 

robust to the functional specification in model formulation. However, they are 

susceptible to ill-conditioned data. The issues of robustness detailed in this section relate 

to distributional robustness and gross contamination robustness. The review focuses on 

the specific problems of robustness within a regression setting and describes the 

procedures developed for outlier and leverage robustness. 

The topic of robustness has been actively discussed for many decades and there have 

been many attempts to produce robust statistics. The field of robustness covers many 

aspects of estimation, ranging from robust design, outlier rejection schemes to robust 

estimators. The main theoretical approaches to robustness are due to Huber (1964) and 

Ilampel (1971). 

Classical statistics adheres to one exact parametric model. In robust statistics however, 

families of parametric models are considered, acknowledging the fact that a single 

parametric model is a mathematical abstraction that allows tractable and simple 

solutions. Theories of robustness construct statistical procedures that behave well in the 

presence of ill-conditioned data (both gross outliers and fat-tailed distributions). The 

theories of robustness are still parametric in nature, but allow a more general class 

underlying processes to be represented. The two main theoretical approaches differ in 

how they define the optimality of an estimator. The optimal robust estimator can 

defined by: 

Huber: The robustness of an estimator is defined by the: 

" minimax asymptotic variance. 
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Hampel: The robustness of an estimator is defined by the: 

" gross error sensitivity (supremum of the influence function), 

" breakdown sensitivity (fraction of bad outliers for which the 

influence function remains bounded), 

" variance sensitivity (supremum of the sensitivity of the 

asymptotic variance). 

The definitions of robustness from Huber and Hampel lead to the construction of similar 

estimators. As will be shown there is an intimate relationship between the two 

approaches. 

-In Chapter 2 section 2.2 we described various error functions which could be used as 

metrics in the optimisation of model parameters. In the likelihood framework, the error 

function relates to an assumed noise distribution. Although the estimators can be shown 

to be optimal under ideal conditions, the sensitivity and qualitative aspects are often 

poor. The goals of robust estimation are the same as standard techniques, (to produce a 

faithful representation of the underlying process), however there are some additional 

requirements. on the estimator's behaviour and stability. Huber (1981) summarised the 

goals as follows: "The statistical procedure should have a reasonably good efficiency at 

the assumed model. It should be robust to small deviations from the model assumptions, 

and should not catastrophically break down to larger deviations ". 

A -frequent argument against, the need for robustness is developed from . the Gauss- 

Markov theorem. Namely, that least squares linear estimators are optimal amongst all 

linear estimators, without any need to assume distributional Normality. However, this 

argument is hollow as all linear estimators are extremely bad except in small 

neighbourhoods of the Normal distribution (Fisher (1922)). The rejection of outliers is 

non-linear and so is outside of the Gauss-Markov theorem. 

A concise summary of Huber's and Hampel's approaches to robustness is provided. For 

more thorough treatment readers are referred to Huber (1981) and Hampel et al (1986). 
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3.3.1 Huber's minimax approach to robustness 

Huber (1964) was the first researcher to place robust estimation within a theoretical 
framework, with his paper: "Robust Estimation of a Location Parameter". Huber's 

seminal work has produced many insights and provided a greater understanding of 

parametric estimation as a whole. 

Huber's theory is developed around the assumption of gross error contamination. 
However, as Huber noted, although distributional robustness and gross error robustness 

are conceptually different beasts, for practical purposes they are synonymous. 

From his work on robust estimation he defined a flexible class of estimators "M- 

estimators", which are robust to gross error contamination. Standard parametric 

statistical estimation of location assumes a given model for the distribution of the 

stochastic components F(x-A), without consideration of possible discrepancies. To 

address this idea of aberrations in the assumed parametric model Huber considered the 

neighbourhood of parametric models defined by 

P: = {(1-e)F(x-0)+EG(x-0)} (3.40) 

This corresponds to e-contamination of F by any other symmetric density G, which 

represents some unknown process, that contains no information on the distribution of 
interest. 

Huber's aims was to minimise the worst that can happen over the neighbourhood of 

models, as measured by the asymptotic variance of the estimator. That is, the most 

robust M-estimator is the estimator that minimises the maximum asymptotic variance 

over P1 . So the optimal robust M-estimator satisfies 

v(c) = min sup V(T, F) (3.41) 
F FeP. 

where the asymptotic variance V (T, F) is the expected squared influence function. 

Huber showed that the minimax solution is achieved by finding the least favourable 

distribution FO, this being the distribution minimising the Fisher information, J(F), over 

all Fe P6 . As we describe below, the estimator which represents the solution to this 

complex problem is relatively simple and intuitive to understand. 
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3.3.2 Hampel's influence-based approach to robustness 

The influence function as described in the previous section was shown to be of great 

value in identification procedures. The influence function can also be used to tailor 

estimators to exhibit specific forms of robustness, i. e. bias robustness, variance 

robustness, breakdown robustness, etc. 

Hampel used three measures based on the IF to describe the robust qualities of an 

estimator. Hampel defined gross error sensitivity of T at F to be the supremum of the 

estimators influence function 

y' =suplIF(x; T, F)l (3.42) 
x 

where the supremum is taken over all x where IF exists. The gross error sensitivity can 

be viewed as the upper bound on the asymptotic bias of the estimator. Hampel described 

any estimator with finite y' as being - B-robust` (bias robust), and derived several 

estimators with this property (e. g. the skipped median estimator). An estimator with a 

bounded influence function will therefore be B-robust. 

Hampel also defined the robustness of an estimator by its breakdown point. Roughly 

speaking, the breakdown point gives the limiting fraction , c, of "bad" outliers beyond 

which the estimator becomes totally unreliable and uninformative 

E*= sup{s lb(c) <b(1)} (3.43) 

where b(c) is the maximum asymptotic bias b(c)=suplT(F)-T(F0)I=Ey' and b(1) is 
FeP. 

the worst possible value of b (usually (o). So given that the maximum asymptotic bias is 

not as bad as the worst possible case, the estimator has not "broken-down". 

Hampel et al (1981), in a similar manner to Huber, also employ the asymptotic variance 

(V(T, F)). of the estimator to define robustness. Instead of examining the minimax 

asymptotic variance, Rousseeuw analysed the change in variance function (CVF) 

defined as 

CVF(x; T, F) = aa- 
[V(T, (1-e)F+c(1/20= +1/20_=))]ß. o 

(3.44) 
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which represents the derivative of the asymptotic variance due to contamination A_. The 

concept of CVF is a more stringent concept of robustness than the influence-based 

approach. From the influence approach, it is undesirable to have estimators with large 

y*. Likewise for the CVF, it is undesirable to have the variance of an estimator being 

highly sensitive to changes in the assumed distribution. The change of variance 

sensitivity (Hampel et al (1981)), is defined as 

x' =sup{CVF(x; T, F)/V(T, F); x e9 } (3.45) 

where ic' measures the variance robustness of the estimator. An estimator is termed V- 

robust if x is finite. Huber's M-estimator can be shown to be the optimal V-robust 

estimator under general contamination. V-robustness is a stronger concept than 13- 

robustness. In general, any estimator which can be shown to be V-robust implies that it 

is also B-robust. 

Examining the robustness metrics of different estimators deepens our understanding of 

their properties and allows us to derive new estimators with pre-specified 

characteristics. A single estimator will not be optimal across the different robustness 

metrics (i. e. the optimal V-robust estimator has poor break-down properties). The cost 

of insuring the estimation process is a loss in efficiency. Whilst certain estimators are 

extremely robust, they can be very inefficient under the true distribution. The relative 

efficiency of two estimators, (S, T), is simply the ratio of their asymptotic variance, 

RET, s = V(S, F) /V (T, F). The estimator with the smallest asymptotic variance at F is 

the most efficient. The absolute asymptotic efficiency of an estimator is defined to be, 

AET = [V (T, F) J(F)]-', where J(F) is the Fisher information of the estimator at the 

true distribution. As can be clearly seen the absolute efficiency is equal to 1 if and only 

if the estimator is the maximum likelihood estimator. The choice of estimator will 

depend upon the specific problem at hand and on the price paid (loss in efficiency) for 

the robustness gained (B-robust, V-robust, high break-down). For an in-depth analysis 

of the accuracy, efficiency and quality of many different robust procedures and 

diagnostics see the Monte Carlo study of Andrews et al (1972). 
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3.3.3 Classes of regression estimators 

In this section we define the main types of robust estimators for linear regression. For 

completeness we introduce the class of L and R-estimators, however; the main focus of 

this review is the class of M-estimators as these form the basis of the robust neural 

estimation procedures developed in 'Chapter 6. The methods outlined below can be 

justified by the theoretical approaches discussed in the previous section. The qualities 

and differences of the estimators are discussed within the framework of influence 

functions. 

As shown in section 3.2.2.3 the least squares estimator for linear regression is non- 

robust. The least squares estimator is the most efficient estimator, however any 

departure from Normality in the noise process dramatically degrades its performance. Its 

influence function is unbounded in both x and r. The majority of research has focused 

on estimators which are robust to output space outliers, however the optimal regressors 

must also be robust to ill-conditioned data in the input space. 

3.3.3.1 M-estimators 

M-estimators are generalised maximum likelihood methods which are designed to be 

robust to output space outliers. For classical maximum likelihood . the parameters are 

estimated to maximise the likelihood of the observations given an assumed distribution. 

For the general case where p(ylx)=kexp(p(y-x'T)), the log likelihood of T for-the 

observations, x;, is given by 

nn 

-1n(fr(Y-x; n)] oc P(Y-xi7) (3.46) 

Taking the derivative of the likelihood with respect to the parameter T, the maximum 
likelihood estimate corresponds to 

n 

Zyr (r, )x, =0 (3.47) 
1_1 

where w (r) =a 
(p(r)) = f,. '/ fT is the score function of the conditional distribution. 

Huber's generalised M-estimators sever the tie between the maximum likelihood 

estimator and the model under which it is derived. Huber minimised . (3.47), without 
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assuming that p and w are the form -In(/) and f'/f. The form of p and w are chosen to 

provide robust estimates of the parameters for a neighbourhood of parametric models. 
The exact form of the score function chosen will depend of the specific robustness 

qualities required. Analysing the influence characteristics of the M-estimator 

demonstrates the robustness properties of the regression function. The influence 

function is given by 

IF(x, y; T, Z) = E(X)-'xw(y-x'T(Z))/E(yr'(y-x'T(Z))) (3.48) 

Decomposing the influence function into the input space (IP) and the residual influence 

(IR) functions we have 

IR(r; T, (D) =W (r)/E(w' (r)) (3.49) 

IP(x; T, X) = E(X)-'x (3.50) 

For M-estimator w is chosen so as to bound the residual influence, IR. However, the 

input space influence is still unbounded, and a single corrupting x value can completely 

determine the fit. 

The impact of large residuals is determined by the functional form of yf. There are many 

possible types of M-estimator (several are shown in Figure 3-9). Each estimator has it 

own unique robustness characteristics defined by w. 

The solution to the minimax asymptotic variance problem of gross contamination 

outlined in section (3.3.1) can be solved using variational methods (Huber pp. 83 

(1981)). For the case of an c-contaminated normal distribution, the minimax solution is 

given by Huber's least informative distribution. 

(r)=r for r <c 

=c forr>c 
(3.51) 

The Huber distribution is quadratic like a normal distribution within c and like an 

exponential distribution outside c. Huber related the constant c to the level of gross c- 

contamination (Huber p 87 (1981)). In the limit as c->O and c--goo, then the estimator is 

equivalent to Gaussian maximum likelihood estimator and as c-*oo and c-*O, tends to 

the least absolute values estimator of Edgeworth (L). 
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Figure 3-9: Six types of M-estimators are shown: Standard MSE: Huber least favorable 
function; Tanh function; Hampel's three part re-descending function; Tukey's Biweight or 
bisquare function: and the skipped median. 

The Huber function derivative is not continuous. An alternative iii function with very 

similar properties to the Huber function can be define using the tanh function 

4V (r)=ctanh(r/c) (3.52) 

Both the Huber and the tanh function are influenced by all residuals. For greater 

robustness to extreme outliers redescending estimators are often used. The three part re- 

descending M-estimator (3.53), introduced by Hampel in the Princeton study of 

robustness (Andrews et al (1972)), embodies outlier rejection, as any residuals outside 

the interval [-c, c] have no influence on the estimated model. 
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Vf (r)=r 0S Irl _< a 
=asign(r) aS Irl Sb 

=aI 
IblJsign(r) 

a< Irl <c 
(3.53) 

=0 c<IrI 
The three part M-estimator has sharp distinct boundaries. A smooth M-estimator for 

outlier rejection was defined by Beaton and Tukey (1974). Tukey's "bisquare" estimator 
is defined by, 

w (r)=r(c2 -r2 )21[_c 
c] 

(r) (3.54) 

where 1 ,. c, c] 
is I within the range [-c, c] and zero elsewhere. An extremely robust 

estimator is given by the skipped median 

yf (r)=a for r<c 
=0 for r>c 

(3.55) 

where all residuals within the interval [-c, c] have the same influence (a). The skipped 

median which can be shown to be the most B-robust (bias) estimator. For a 

comprehensive review of the properties of the estimators given above see Hampel et al 
(1986). 

The main distinction between different M-estimators is whether or not they trim 

extreme points. For Huber's function all residuals influence the estimated regressor, 

whereas for redescending M-estimators the influence of very extreme outliers tends to 

zero. However, all M-estimators have a bounded w and so are qualitatively robust to 

large residuals. 

M-estimator are dependent upon the scale of the residuals. Therefore the M-estimators 

are usually defined by 

M 

lye (r, lä )x, =0 (3.56) 
1-1 

where r, = (y, -x, 'T�) and ä is an estimate of the residual standard deviation. The 

estimate of standard deviation must be robust to the presence of outliers. The most 

common suggestion for a robust estimate of residual scale is given by the median 

absolute deviation (MAD). 6=1.483 MAD(r)=1.483 med{fir, -med(a)l}. 
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Due to the unbounded influence of input space outliers a second type of bounded or 

generalised M-estimator have been developed. There are two main classes of bounded 

influence regression, Mallows and Schweppe (Mallows (1975), Handschin et al (1975)). 

The Mallows type of regression estimators include a weighting function, w, . The 

general strategy is to give reduced weights to unusual x, values, where the weights are 
determined from the empirical data 

n 

ýyý (r, /ä )w, x, =0 (3.57) 

Suggestions for the weightings are generally based on the hat matrix, e. g. (1-h11)'n. As 

the x-value becomes more extreme its leverage will tend to 1 (h1, -> 1) and the 

weighting will tend to zero. The Schweppe type of estimators include a second 

weighting function v,, within the w function (see Handschin et al (1975)). The weighting 

function now down-weights large residuals and their position in input space. 

n 

lyf (r, /(6 v, ))w; x, =0 (3.58) 
1=1 

Various forms for the weighting functions have been suggested. Schweppe originally 

proposed v; = w, = (1-h11)'n, which corresponds to an M-estimator on the internal 

Studentized residual. An alternative choice of the weightings is provided by Welsch 

(1980), using vi = wi = (1- h;; )/h;;, which is motivated from the definition of leverage 

deletion. The GM-estimator formulation can be written in the general form 

ZT] (x,, r, /ä)x, =0 (3.59) 
,. I 

The function rl is now dependent on the size of residual and x-value. The influence 

function for the bounded robust regression is given by 

IF(x, y; T, F) = M''x, i (x,, r, /ä) (3.60) 

where M is expected Hessian of the estimator defined as 

M=E[i' (x, r/ a)(xx')] (3.61) 

The functional form il is chosen to tend to zero for extreme x. The -GM-estimator is 

therefore shown to be robust to residuals influence and the input space influence. 
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Although, the asymptotic efficiency of the estimators is lower than standard M- 

estimators the insurance they provide against leverage points is well worth the cost. As 

Hampel comments "the important thing is to treat leverage points". 

3.3.3.2 L-estimators 

The error function for L-estimators is defined as a linear combination of order statistics 

(for example the trimmed mean or Winsorised mean). The regression L-estimator is 

given by 

n 
Ea,, (ri)x, =0 
W 

(3.62) 

where a�(r, ) is a weighting that is a linear combination of order statistics. The most 

simple and commonly applied L-estimator is the trimmed mean, where the a largest 

residuals are removed from the error function. 

n-a 

R� = r2 
! tea 

(3.63) 

The choice of a should be related to the assumed level of noise contamination. In the 

extreme case that 2a = n-l, the trimmed mean estimator results in the minimisation of 

the median error. Due to their computational simplicity L-estimators are very popular. 

3.3.3.3 R-estimators 

The term R-estimator refers to the fact that the estimator is based on the rank of the 

residual. In taking ranks rather than the actual sizes of the residuals we ensure against 

extreme values. An R-estimator for regression is defined by 

an (R, )ri 
r. ý 

(3.64) 

where R, is the rank of the residual r, in (r,,..., r, ) and a�(R) is a monotonic score 

function satisfying E a� (i) = 0, (c. f. Jaeckel (1972)). Two examples of score functions 

are: the Wilcox score, a, = i; and the Median scores a, = -1 for i< n/2 and a, =1 for i> 

n/2. In certain cases R-estimators and M-estimators are asymptotically equivalent 

(Jureckova (1977)). For more results on R-estimators see McKean and Sheather (1991). 
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3.3.3.4 Tuning parameter 

The robust estimators described above generally rely upon the choice of a tuning 

-parameter (e. g. Huber's c, Hampel's a, b, c, or the trimmed fraction cc). For large values 

of the tuning parameters the functions tend towards the classical MSE error function. 

The choice of tuning parameter relates the relative robustness offered by the estimator 

and should be linked to the assumed level of contamination. Huber (1981) directly 

related the choice of c to the level of c-contamination. The tuning parameters also 
impact on the efficiency of the estimator. Generally, the greater the robustness offered, 

the lower the efficiency of the estimator. Usually the level of contamination it is not 

known a priori and the parameters are chosen to afford a given -level of insurance for a 

given cost of asymptotic efficiency. Frequently, in the literature parameters values are 

chosen to be c=1.40 for Huber's function, (which corresponds to a contamination level 

of 5% and an asymptotic efficiency of approximately 95%), and a =1.31, b=2.039, c= 

4.0 for Hampel's function (which corresponds to an asymptotic efficiency of 

approximately 91%). The subjective choice of robustness parameters appears 

disconcerting. However, implicitly in conventional MSE estimation we are assuming c 

= oo, which is again subjective and unrealistic in most real world problems. Ideally, we 

would like to include the estimation of the parameters into the learning process. The 

estimation of the parameter may be couched within an iterative, EM methodology. 

However, as Hampel et al (p399,1986) comment, "we are lucky numerically as within a 

range the choice of c hardly appears to matter". 

3.3.4 Robust non-linear and non-parametric estimation 

Robust estimators can also be applied to other types of regressors. In general robust 

methods follow similar techniques to those described above. For non-linear parametric 

regression many techniques have been applied. Stromberg (1993) and (1989) show an 

iterative application of robust M-estimators. Robust methods have also been applied to 

non-parametric regressors such as smoothers and regression splines. Smoothing 

techniques can be robustified by straightforward techniques such asmedian smoothing, 
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re-smoothing (Velleman (1980)) or twicing (Mallows (1980)). Cleveland (1979) 

developed the LOWESS non-linear smoother (LOcally WEighted Scatter plot 

Smoothing), which iteratively estimates polynomial regressions, down-weighting each 

point by a quartic kernel, defined by a robust scale estimate. Hardle (pp. 193-199,1990) 

describes the robustification of smoother via L-smoothing, R-smoothing, M-smoothing 

and M-estimators have also been applied to generalised additive models (Hastie and 

Tibshirani (1990)). 

The estimators investigated have been largely concerned with the impact of influential 

residuals, and have largely ignored the effect of leverages. As Hastie comments "the use 

of smoothers rather than global least squares fitting should tend to reduce such effects 

of leverage". As will be described in Chapter 5, the general notion of leverage can be 

applied within a setting of non-parametric model, and we show how leverage is 

dependent on the functional form of the regressor, and intimately related to the issues of 

locality (flexibility of the model, data sparseness). 

The issue of robust modelling has received some attention from the neural networks 

community. Several authors have applied robust error functions within the neural 

parameter estimation. The majority of methodologies described are simple applications 

of M-estimators to neural model estimation, which down-weight large residuals in the 

error function. But no comprehensive analysis has been conducted on the efficiency or 

accuracy of such estimators. 

" Walczak (1996) suggests the application of several robust error functions 

yr (r) = tanh(r) (3.65) 

W (r) = (l+r 2) 
(3.66) 

yr (r) =r for r <c 

=c for r>c 
(3.67) 

y (r) =r for r< c' 
iýeº (3.68) 

=c forr>c 
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The main claim of the paper is the use of an iterative definition of the Huber constant 

c, which is adjusted with each iteration of the estimation algorithm. However, this is 

redundant as the score function should always be dependent on the scale of the 

residuals. 

" Liano (1996) and White (1992) follow a likelihood framework for neural estimation 

and suggest the use of M-estimator based on a Cauchy distribution for the residuals. 

" Wang et al (1996), implement an M-estimator, using a Hampel style three-part error 

function. 

r Irl <tiler 

y (r)_ Cirer riser < Irl ý2ciler (3.69) 
l0 

2Cirer <ml 

where the constant c'fe' = (I-q)P`h largest residual at the iteration of the estimation 

algorithm. The error function therefore trims any residual greater than 2 c"". 

" Burgess (1996) applies a median absolute deviation error-function, thereby 

estimating the conditional median, rather than the conditional mean. 

The application of robust error functions provides some security against the presence of 

output space outliers in the empirical data set. The methodologies implemented produce 

favourable results on the artificial examples presented, although the authors provide no 

theoretical analysis of their breakdown properties or their efficiency in comparison with 

standard techniques. 

The most theoretical innovative work in the area of robust neural modelling is 

developed by Liu (1994). Liu's methodology is based on a mixture of Gaussians model 

for the error distribution. Liu develops a robust bounded influence estimator of the 

Gaussian mixture model. The solution is a weighted least squares estimator, 'where the 

weights are estimated to limit the influence of data points with large variance stochastic 

components. The estimator is similar to iterative re-weighted regression (Holland and 

Welsch (1977)), however the optimal weightings are estimated via an -EM approach. 
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The parameter estimation is set within a robust model selection framework, to estimate '. _ 
the optimal model complexity via a generalised AIC criterion. 

In relation to the effect of leverage points on the parameter estimation for neural 

models, no direct work has been done. There is a commonly held misconception that 

due to the flexibility of neural models, they are, in some way robust to leverage points. 

Liu comments that due to the sigmoidal nature of the transfer units, neural networks are 

robust to leverages. As we will demonstrate, leverages can have a detrimental impact on 

the estimation of neural models. In general the impact of leverage points is related to the 

flexibility of the regressor. In the limiting case of a neural network containing only one 

hidden unit, the effect of leverage points is identical to that on linear regression. 

For robust neural time series estimation the most significant contribution is due to 

Connor et al (1994). Their approach is based on a univariate state space model, where 

the parameters are estimated via a robust Kalman filter. The time series estimators 

presented in this thesis are an extension of this work to both multivariate and erratic 

time series (Bolland and Connor (1996a), (1996b)). The filtering approach is robust to 

outliers and leverages, as the severe outliers are filtered and the model's prediction is 

based on the cleaned input data. 

3.4 Summary 

In this chapter we have described how unusual observations are every day phenomena in 

most fields of statistical analysis. Unusual observations can seriously degrade and 

distort conventional estimation procedures. There are many possible causes of outliers 

in the empirical sample (gross contamination, distant outliers). For regression problems 

a distinction is drawn between input and output space outlyingness (which leads to the 

concept of outliers/leverage). We have provided encapsulated summaries of the major 

diagnostic techniques and robust estimation procedures for linear regression. In the 

following chapters analogous methodologies for neural networks will be presented. This 

chapter does not pretend to provide a complete review of all methodological issues, and 
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we acknowledge that several interesting and important topics have been neglected (e. g. 
diagnostics and masking, robust testing, MM-estimation, etc. ) 

The diagnostics for linear regression fall into three categories: leverage, residual, 
influence. For linear regression we have described the concept of leverage and its 

relationship with input space outlyingness. Leverage was shown to be directly related to 

the model variance, from which various residual diagnostics for output space outliers 

can be defined. The influence-based procedures provide a middle ground, highlighting 

both input space and output space outlyingness. With these tools available statisticians 

can make sound and consistent-inferences about the estimated model. 

Identification procedures are vital if the outliers are to be studied and understood. 
Simply applying a robust procedure may well insure against poor models being 

estimated, however they neglect the possibly valuable information regarding the 

location, type and cause of the ill-conditioned data. -Identification iprocedures can 
however be laborious when the data sets become large and high-dimensional. The main 

criticism aimed at identification procedures is that they often rely on"a model whose 

assumptions are known to have been violated in order to gain information on the cause 

of the violation. This paradox is highlighted in the case of outlier masking 

In the context of robustness we have seen how the influence function and the asymptotic 

variance of an estimator play crucial roles in the definition and construction of resistant 

procedures. For the case of linear regression we have -seen how the definitions of 

robustness can be used to tailor estimators which are robust to outlier (M-estimators) 

and leverage points (GM-estimators). 

Robust estimators are not without problems however. There is a price to pay for the 

insurance gained, namely loss of asymptotic efficiency. Robust procedures may also 

provide modellers with a false sense of security. Robust procedures can rarely guarantee 

security across many violations of the modelling assumptions and can often exhibit 

severe breakdown at low levels of contamination (e. g. least absolute deviations, whilst 

more robust than least squares, still has unbounded influence and can break down in the 

presence of just one outlier). 
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From the literature one clear fact emerges: any robust procedure (whether subjective, or 

with theoretical foundation) performs dramatically better than any non-robust procedure 

(such as least squares) in the presence of outliers. The outliers identified often contain 

vital clues and hints for further advances in theory formulation, and should be analysed 

and examined diligently. Applying both robust estimation and identification methods 

together in a cohesive structure provides most security and understanding of robust 

modelling. 

In the following chapters we develop diagnostics and robust procedures for neural 

networks which provide a framework for robust neural formulation, estimation, 

inference and critical review. 

In Chapter 4 we demonstrate the non-robustness of least squares neural models. We 

derive the influence function for neural models and discuss the small sample properties 

of neural estimation. 

Chapter 5 details our neural outlier/leverage diagnostics. The diagnostics are based 

around model perturbation techniques. A generalised definition of leverage is proposed, 

and its relationship with model complexity and input space outlyingness is discussed. 

We also examine deletion leverage for the case of neural networks and iterative learning 

algorithms. Finally in Chapter 5, we develop residual diagnostics analogous to those of 

linear regression. 

In Chapter 6 we develop robust procedures for regression estimation. The procedure 

extends previous work on robust neural estimation to outlier and leverage robustness. 

For regression problems we describe M-style and GM-style estimators. The novel GM 

neural estimators we present are based on the definition of leverage for flexible models 

(and are robust to outliers and leverages). 

In Chapter 8 develop a Kalman filter based estimation procedure, which filters ill- 

conditioned data as it occurs in the output space, therefore protecting against input space 

contamination. For the case of time series modelling, we describe how input space 
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outliers are particularly troublesome. The Kalman filter estimator can be viewed as a 

GM-estimator, where the weightings are determined'by the serial dependence of the 

observations. 
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4. Ill-conditioned Data and Robust 

Neural Inference 

4.1 Introduction 

So far we have discussed neural networks within a statistical framework and shown how 

neural networks are essentially non-parametric, non-linear regression estimators. In this 

chapter we demonstrate the problems that can occur within conventional neural network 

estimation when input space and output space outliers are present in the estimation set. 

The analysis examines both the asymptotic and empirical impact of the ill-conditioned 

data. We show -how the non-parametric nature . of neural estimators requires a new 

definition for leverage. Also we demonstrate how all aspects of neural modelling are 

susceptible to ill-conditioned data. 

The main difference between neural networks and the majority of other regression 

techniques is that they have flexible basis functions. For regression techniques which 

are linear in the parameters (linear regression, generalised additive models, kernel 

regression, radial basis function networks etc. ) there is a direct relationship between 

input/output space outlyingness and leverage/residuals. For neural networks, because 

the functional form is not fixed but it is constructed from adaptive basis functions, these 

relationships are "learnt" during estimation. 

4.2 The Generalised Influence function for Neural Networks 

The goal of neural parameter estimation is to find 6, such that the expected error 

E(R(O)) is a minimum. The conventional error function for. neural networks is the mean 

squared error. As we discussed earlier this can be viewed as a maximum likelihood cost 

function, where the conditional distribution is assumed to be Gaussian with constant 

variance. 
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-1og(P(Y, 1 x, » = 21og(21ra 2) + (Y, 
- g(x; ; 0))2 /2a Z (4.1) 

If the true conditional distribution p(y, Jx, ) does not conform to the implicit/explicit 

assumption then the estimation procedure is misspecified and any estimated model 

could be seriously distorted. As with linear regression, in order to examine the impact of 

ill-conditioned data on the model it is informative to examine the influence function of 

the estimator. The derivation we provide below shows how the influence function for 

any neural model can be calculated. 

For a general error cost function R(y, X, 0) we define the optimal parameter estimates as 

those for which the expectation of the derivative of the cost function with respect to the 

parameters is zero (E(V 0 R(y, X, 0)) = 0), or equivalently 

JVeR(y, X, O)dF(Z) =0 (4.2) 

Now, this equation must hold regardless of the distribution over which we integrate. 

Therefore, we can substitute the contamination distribution G(Z) = (1- c)F(Z) + CA... 

into the equation, where the contamination distribution represents the addition of a point 

mass Oz, at z' = (x', y') with weight c. Substituting the contamination distribution into 

Equation (4.2) 

(1-c) JVOR(y, X, O)dG(Z)+c JV0R(y', x', 0)Oz, dG(Z) =0 (4.3) 

EVBR(y', x', 0) 

where the integral over the point mass collapses to the derivative of the error function at 

the contamination point. Taking the derivative of Equation (4.3) with respect to the 

contamination, c, yeilds 

- 
Jv0R(y, X, O)dG(Z)+(1-c) j (Vi R(y, X, O)dG(Z))+ 

(4.4) 
a VOR(y', x', 0)+c 

a (D0R(y', x', 0))=0 

and evaluating at c equal to zero, then the G(Z) -+ F(Z), and all terms in c disappear 

-f VOR(y, X, O)dF(Z)+ J(D0D0R(y, X, O)dF(Z)) + VOR(y', x', 0) =0 (4.5) 
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The first term in Equation (4.5) is simply the expectation of the derivative of the error 
function, which is by definition zero. Rearranging, we can derive the influence function 

for the models parameter's 

a= (J(v0v0 R(y, X, O)dF(Z)))' V0R(y', x', 0) (4.6) 

Therefore, we see that the influence function is simply the inverse of the expectation of 

the Hessian, multiplied by the derivative of the error function evaluated at the 

contamination point z'. For the conventional quadratic error, the influence function is 

given by 

IF(O) = 
(J(vev0R(Y, X, O)dF(Z)))-'V J(Y', x', e)(Y(x') -y(Y', x', O)) (4.7) 

where V0V0R(y, x, O) is the full Hessian, which under expectation over the distribution 

is the linearised Hessian, or expected Information matrix for maximum likelihood error 

functions. 

The examination of the influence function for neural networks is very revealing in terms 

of their robustness characteristics. Equation (4.7) is made up from three components. 

The first term is simply a constant (the expected Hessian). The second term is the 

derivative of the fitted function V J(y', x', O) , and the third term is the residual, where 

both are evaluated at the contamination point. From Equation (4.7) it is clear that the 

influence function is unbounded in the residual. Any significantly large output space 

outlier, re., will have a severe impact on the estimated parameters, as 

IF(O) oc (y(x') -. v(y', x', e)) (4.8) 
For neural networks the impact of input space outliers is reflected via the derivative of 

the fitted function V J(y', x', O) and not simply, x, as in the case of linear regression. 

To understand this more thoroughly it is informative to examine V J(y', x', O) . For a 

neural network it is straightforward to calculated the derivative of the fitted function 

y(y', x', O) with respect to 0. The derivative is a1x in vector, whose components are 

given by 
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VJ(y, x, O)=1 1 
4(Ew1; xj + w10) Basis weights 

ý(Y-Wh ,+ Who) 
(01 4'(Ew11xj + w10) 

W lxlý' 
(EWIA 

+ W10) 

Basis Direction 1 (4.9) 

w1xP4'(Ew,; x, +w10) 

(Oh ý'(Ewh; x, + who) 

whxl ý#Wh, xl +who) 

J 
Basis Direction h 

whip 4'(Ewh; x; + who) 

where $ (x) is the functional form of the basis functions, and 4'(x) is its first derivative. 

So, the derivative of the fitted function is composed of two sets of derivatives. The first 

set of derivatives correspond to the output layer weights, or the basis function weighting 

values. The second set of derivatives correspond to the input layer weights, or h-basis 

function parameters. The impact of input space outliers is therefore a function of the 

location in input space, the models parameters and the form of the basis functions. For 

sigmoidal basis functions 4 (x) and 4' (x) are shown in Figure 4-1. 

Basis weight influence: dy / do = ý(Ew,, x, + w, o ) 

We can see that due to the shape of the basis function, Equation (4.9) is bounded 

for the output layer weights. 

Basis direction influence: 4/ dwjo = wj 4'(Ew , x, + woo ) 

Also, it is clear that the bias parameters for the basis functions also only have 

limited influence. However, the influence of the input layer weights (basis 

function direction) is more complex. 
dy l dwwk =w JXk ý'(Ew;, x, + woo ) 

If we examine this more carefully we see that if Ewj, x, + wjo is small then 

ý'(... ) is non-zero, therefore any large xk will have unbounded influence. The 

impact of input space outliers will be determined by their magnitude and also the 

model's parameters. 
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Geometrically we can see that Ew/, x, + w,,, = 11w111IxIl cosa =w1. x is the projection of 

the x-vector on the basis function direction. Only input vectors that arc almost 

perpendicular to the direction of the basis function can have unbounded influence. 
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Figure 4-1 The figure depicts the sigmoidal basis function and its derivative. Both 
functions are bounded for the inputs. 

Intuitively, the occurrence of a severe outlier perpendicular to w; would dramatically 

pull the projection direction towards the offending point. This result is a direct 

contradiction of Liu's statement that neural networks are robust to input space outliers 

(Liu (1994)). Note, that the qualitative robustness of the regressor is determined by the 

shape of the basis function. For linear basis functions the derivative is a constant; 

therefore, an outlier anywhere in input space could have unbounded influence, however 

for more localised basis function (i. e. radial basis functions) then the impact of leverage 

points will depend upon their position. 

In summary, a neural network's influence function is determined by the size of the 

residual and the derivative of the fitted model with respect to the parameters. The 

derivative of the fitted model is dependent on the input space position and the 

parameters of the model. For many of the parameters the derivative of the fitted function 
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is bounded and therefore the influence is bounded in x. However, for the input layer 

parameters an input space outlier x, can have unbounded influence, if it occurs 

perpendicular to any of the projection directions of the network's basis functions. 

The influence function derived above shows how the model parameters change when a 

new data point is added to the distribution. For neural networks the analysis of the 

model parameters has several limitations, and it can often be misleading and 

uninformative. 

" Understanding and interpreting the parameters of a neural network is very difficult. 

We can interpret the parameter changes in terms of the basis function 

direction/position and weighting. However, this provides little intuitive 

understanding for the overall fitted function, which is composed of many basis 

functions embedded within a multi-dimensional space. 

" The impact of the parameters on the fitted function will be non-linear. For output 

weights the influence is related to the functional form of the basis function, and for 

the input weights it is related to the derivative of the basis function. 

" Also the number of parameters in a neural network can be large and there is no 

natural ranking of m-dimensional vectors. 

" The most serious problem with examining the influence of the parameter vector for 

neural models is that there will often be correlations between the weights. The fitted 

function is the weighted summation of basis functions. If two sigmoids are highly 

negatively correlated then the parameters must be considered together to understand 

the total influence. 

For linear regression, as we have discussed, the influence function has to be summarised 

using a metric D(M, c) to provide more manageable diagnostics. The choice of metric 

determines the specific definition of outliers and leverages. For the case of neural 

networks the only metric that alleviates all of these problems is the metric that maps the 
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parameters back onto the fitted function. Therefore the most appropriated influence 

measure is 

IF(y) = VJ(y', x', O)'IF(O) 
= V0$(Y', x', 0)'(J(vev0R(y, X, O)dF(Z)))-' VOR(y, X, O) 

(4.10) 

This is the neural network equivalent to Hampel's self-influence for linear regression 

(Hampel (1974)). The metric gives a direct measure of how the regression surface 

would change in response to the addition of a new data point. 

4.3 Finite Sample Considerations 

From the examination of the influence function we can see that neural networks will be 

affected by both leverage points and outliers. The influence function is an asymptotic 

. result and only examines the impact of an infinitesimal perturbation of the distribution. 

In finite samples, the infinitesimal approximation will tend to under estimate the full 

impact of the finite contamination. 

The influence function is dependent on the model's parameters. In finite samples, the 

parameters are data set specific. That is, each data point in the sample affects the its own 

influence, through its affect on the size of the residual, the derivative of the network and 

the Hessian. This results in outliers having different characteristics in neural models 

than in other modelling methodologies. 

If we consider a neural network where the basis functions are fixed, then the functional 

form of the model can be expressed as linear regression based on transformed data 

y(y', X', 0) = w, Z, +... +oohZh +Co0 (4.1 i) 
where the transformation are defined by the fixed basis functions z, =ý (Ew1, x, + w0). 

Using the results from linear regression we can define the fitted function in terms of the 

hat or projection matrix, i. e. Y= Z'(Z'Z)' ZY, (1k = HY). Therefore, the leverage of 

a data point is simply related to the transformation of its input space position. For 

standard linear regression the leverage of a data point is equivalent to its Mahalanobis 

distance. By fixing the basis functions we define a new fixed distance metric (i. e. 

Mahalanobis on the transformed x-space). With fixed distance metrics, the effect of 
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adding a single data point has a closed-form, solution. And so it is possible to 

analytically investigate the finite sample influence of each data point. 

However, when the basis functions are also estimated from the data, the input space 

distance metric is "learnt" during estimation, and is dependent on the data points in the 

sample. Input/output space outliers will have a dramatic effect on the estimation of the 

distance metrics and so the asymptotic results will not fully reflect the impact of each of 

the data points. For neural networks, the full impact of the each data point can only truly 

be seen by examining the estimated function when the data point has been removed. 

4.4 Empirical Analysis: A Monte Carlo Experiment 

The impact of ill-conditioned data on the estimation of neural models will be 

determined by the interaction of several factors: the functional form of the data 

generating process, the contamination process and the specification of the estimator 

applied. The effect of input/output space outliers will depend on the 

complexity/flexibility of the neural estimator, and on the error function minimised. 

Whilst, the severity of the corruption will depend on the type, level and size of the 

outliers. 

The empirical analysis described below investigates the interaction of the model 

complexity, the type of corruption, and the level of corruption on the estimation of 

neural models. An illustrative one-dimensional example is employed. The data 

generating process and the contamination process are defined by, 

y, = 5(1/(1+e-(1+3a')) + 1/(1+e-(°. 2 ))+ei+ ; v, (4.12) 

where the noise c is i. i. d. N(0,0.2). The random occurrence of output space outliers is 

represented by 4v where v is i. i. d. N(0,1.0) and 4 is a Bernoulli random number. Input 

space outliers are represented by having x drawn from a mixture of distributions (p(x)- 

(1-4 )N(0,1) + l;, N(0,2)). In this example input space outliers are a simultaneous 

contamination of both x and y. The level of contamination is determined by 4, where p(4 

=1)=a. 
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Two model formulations are investigated. The first specification has two hidden 
. units 

and the second has five hidden units. The - empirical data is generated according to 

Equation (4.12), for varying levels of outlier and leverage contamination a, (0%, 1%, 

5%, 10%). For each contamination level 500 Monte Carlo samples were generated, each 

containing 40 data points. Neural network models are estimated on the Monte Carlo 

samples, by minimising MSE, using the application of a standard back-propagation 

algorithm (described in Chapter 2). The iterative algorithm is applied until convergence 
is reached. ' 

Degrees of freedom Outlier Contamination Leverage Contamination 

MSE two hidden unit network 0%, 1%, 5%, 10%, 20% 0%, 1%, 5%, 10%, 20% 

MSE five hidden unit network 0%, 1%, 5%, 10%, 20% 0%, 1%, 5%, 10%, 20% 

For each network, the true generalisation error can be calculated. By examining the 

distribution of the Monte Carlo models the generalisation error can be decomposed into 

the bias and variance components. The bias of the models is calculated by integrating 

the difference between the average, of the Monte Carlo models and the true function, 

over the input space distribution 

bias(y)= jcy(x)-g(x))2p(x)dx (4.13) 

where g(x) if the conditional mean of Equation (4.12) and the y(x) is the average of the 

Monte Carlo models at x. The variance of the models is calculated by integrating the 

variance of the Monte Carlo models over the input space distribution 

vaz(y) = JZ ( (x) - yk (x))ZP(x)dx k 
(4.14) 

where yt (x) is the km Monte Carlo model and y(x) is the average overall runs. In the 

simulation presented here the integration is calculated, via numerical approximations 

over the uncontaminated distribution. 

Where convergence is defined by ensuring all eigen-values of the Hessian are positive and none zero. 
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The (Unction has six parameters and can be represented by a network consisting of two 

or more hidden units without expected bias, however the variance of the predictor will 

he influenced by the noise variance, type and level of contamination, and the model 

complexity/degrees of freedom. 
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Figure 4-2 The data generating function is the simple non-linear function consisting of two 
sigmoidal functions. The function has six parameters and can be perfectly modeled by a 
network consisting of 2 or more hidden units. The fitted function of two neural models with 
varying degrees of complexity are shown: NN(h=5) has 5 hidden units; NN(h=2) has 2 
hidden units. 

The top panel of' Figure 4-3 shows the estimated curves of both model specifications, 

compared with the true conditional mean for zero percent contamination (a=0). The 

lower panel in Figure 4-3 shows the Monte Carlo estimates of the model's mean and 

variance, estimated frone the 500 randomly sampled data sets. 



The first model has precisely the model complexity required: namely two sigmoids, and 

the second model is overly parameterised with five sigmoids. The parsimonious model 

produces an accurate fit to the data with small variance. The variance at the edges of the 

data set is large. For the over parameterised model, again the estimated conditional 

mean is accurate, however the model has higher variance, with poor extrapolation 

properties. With only two sigmoids the model is constrained and cannot over-tit the 

empirical data. However, the more complex network has more degrees of freedom to 

over-fit the data. For zero percent contamination, the difference in the models 

generalisation error will only be due to the difference in their degrees of freedom. 
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Figure 4-3 The data generating function is the simple non-linear function consisting of two 

sigmoidal functions. The outlier and leverage contaminated model is given 
by, y= 5(11(l+e "`3r'') + I/(]+e ""', )))+c, +v, . 

Four outlying observations are marked with 

circles. The fitted function of two neural models with varying degrees of complexity are 
shown: NN(h=5) has five hidden units; NN(h=2) has two hidden units. 
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Figure 4-3 shows a similar set of results where the data now contains a 5% 

contamination of both input space and output space outliers. The neural model is fitted 

by adjusting the weight, position and direction of its basis functions. The basis functions 

are adjusted to minimise the empirical error. The outliers in the data set dominate the 

mean squared error cost-function. In contaminated samples the estimates produced by 

small models can be globally corrupted by the presence of outliers. Output space 

outliers induce bias around their location, pulling the estimator away from the true 

conditional mean. Input space outliers have a more dramatic effect, and dominate the 

fitted function in sparsely covered areas. Although the small network is on average 

unbiased its expected variance is dramatically increased. The more flexible model is 

corrupted in different ways. The large models tend to be more locally affected by the 

contaminating data points. Input space outliers tend only to corrupt the fitted around 

their locality. It should be noted that the neural network's extrapolation properties are 

poor, as with no data points to constrain the fit of the sigmoidal basis functions, the 

functional form can take on any shape. 

Outlier Contamination 

0% 1% 5% 10% 20% 

NN(2) Variance 0.00264 0.00311 0.00505 0.00803 0.01544 

Bias 0.00003 0.00004 0.00004 0.00006 0.00023 

NN(5) Variance 0.00520 0.00733 0.01323 0.02482 0.04339 

Bias 0.00014 0.00018 0.00033 0.00035 0.00052 

Outlier and Leverage Contamination 

0% 1% 5% 10% 20% 

NN(2) Variance 0.00264 0.00454 0.01110 0.01828 0.02533 

Bias 0.00003 0.00016 0.00212 0.00507 0.00570 

NN(5) Variance 0.00529 0.00964 0.03143 0.05297 0.07705 

Bias 0.00014 0.00039 0.00317 0.00998 0.01403 

Table 4"lEmpirically estimated asymptotic variances of the least squares estimators and 
their for varying level of output space and input space outlier contamination. 

Table 4-1 summarises the results of several Monte Carlo experiments, where the type 

and level of contamination was varied. The top section of the table relates to outlier 

contamination only, whereas the lower section relates to both outlier and leverage 

contamination. As we can see when no contamination is present the larger network has 
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almost twice the model variance as the parsimonious network. The variance of the 

models dramatically explodes as the level of outlier contamination increases. For 1% 

contamination, the variance is fifty percent greater, and for 20% outlier contamination 

the variance is almost a factor, of seven larger. When input space outliers are also 

. present then the situation is even worse. For 1% contamination, the variance is double, 

and for 20% outlier contamination the variance is larger by a factor of ten. The least 

squares estimator is clearly non-robust to any level of contamination of either the input 

or output space outliers. 

4.5 Summary 

In this chapter we have demonstrated the impact of input space and output space 

outliers on the estimation of neural parameters. We have examined the asymptotic 

properties of neural estimators, and have derived the influence function for a general 

neural model. The influence of output space outlier was shown to be unbounded, in 

much the same way as for linear regression. The influence of input space outlier was 

shown to be related to both their position and the directions of the neural basis functions 

(IF oc Vy(x;; O)). The dependence of the input space influence on the models parameters 

is in stark contrast to linear regression (IF oc x). The input space influence is related to 

the functional form of the neural bias functions, and is only unbounded for input layer 

parameters. In comparison to linear regression, neural network are relatively robust to 

input space outliers. 

Whilst the infinitesimal methods provide informative insights into the problems of ill- 

conditioned data, the analysis does not provide a full description of the impact of 

outlying data on the finite samples properties neural networks estimators. The influence 

of a data point can be related to its position in the data set via a non-linear distance 

metric. For neural networks the distance metric is learnt during the estimation procedure 

and so ill-conditioned data will distort this mapping. The impact of outliers will depend 

on the flexibility of the neural model. Highly parameterised models will tend to be 

locally affected, whereas parsimonious models will be globally affected. The estimated 

models were demonstrated to be seriously distorted by outliers, this affects any model- 

selection procedures, confidence intervals and performance metrics. 
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Ideally for neural network modelling, we would like to diagnose such data aberrations, 

and determine both their causes and their modelling implications. It is clear that, 

although asymptotic procedures will provide qualitative information on each data point, 

the full impact of individual data points will only be determined by deletion. In 

following chapter we develop several diagnostic procedures based on both infinitesimal 

perturbation methods and jack-knife deletion procedures. 

For neural networks the concept of robustness must be generalised in order to take into 

account the adaptive nature of the estimator. For parametric models the concept of 

robust is derived from limiting/bounding the influence of each data point on the model's 

parameters. For models with fixed distance metrics robustness can be directly related to 

the input space and output space positions. For non-parametric models such as neural 

networks the model is estimated by allocating the available degrees of freedom to the 

most "appropriate" data points. Where "appropriate" is determined by the global 

minimum of the empirical error function. Robustness for neural networks will generally 

be achieved by limiting the influence of any point on the available degrees of freedom 

of the model. In Chapter 6 we develop standard M-estimators for neural models (which 

safeguard against output space outliers) and GM-estimators (which down-weight high 

leverage points). 
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5. Outlier and Leverage Diagnostics 

for Neural Models 

5.1 Introduction 

In the field of neural networks very little attention has been paid to model diagnostics. 

Some research has been conducted on model misspecification (White (1989)) and 

model/variable selection (Zapranis et al (1997)). Diagnostics for heleroskedasticity, 

correlated noise, variable collinearity, residual structure, outliers and leverage points, 

are as yet undeveloped. In Chapter 3 diagnostic methodologies employed for linear 

regression models were reviewed. In this chapter analogous techniques for neural 

networks are derived. The diagnostics presented identify for both leverage points and 

outliers. The various diagnostic procedures are placed within a general framework of 

model perturbation. The application of perturbation techniques, such as infinitesimal 

influence and deletion influence, provide a wealth of information on the overall impact 

of each data point on the fitted function. The three main areas of diagnostics developed 

relate to: leverage, influence, and residuals. The methods are intimately related, with 

complementary features. In combination they allow us to identify different aspects of 

each data point's impact on the estimated model. 

The diagnostics derived provide tools for inferring the presence of ill-conditioned data 

within the empirical sample. They are generally applicable to the neural models 

described in Chapter 2 and allow us to diagnose ill-conditioned data in regularised and 

robustified models. 
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" Leverage Diagnostics: Analyse the impact of an infinitesimal perturbation of the 
distribution of y. The leverage metrics diagnose model misspecification caused by 

both input space outliers and over parameterisation (i. e. high model variance). 

" Influence Diagnostics: Analyse the impact of an infinitesimal perturbation of the 

entire distribution. The influence metrics diagnose model misspecification caused by 

both input space and output space outliers. 

" Residual Diagnostics: Analyse the standardised residuals of the estimated model. 
The standardised residuals allow inference to be drawn on the conditional 
distribution of the data and therefore diagnose output space outliers. 

The inferences drawn from the diagnostics allow the modeller to critically review the 

model formulation and estimation phases. The diagnostics highlight unusual data points 
in the sample, and will provide guidance as to the most suitable course of action (either 

data removal or robustification of the estimation procedures) 

In addition to identifying ill-conditioned data the diagnostics also provide valuable 
insights into neural modelling. We highlight the intimate relationship between leverage, 

model variance and the degrees of freedom of the model. The concept of leverage in 

neural models is given a geometric interpretation, relating to the equivalent kernels of 

each data point. We investigate the causes of leverage in flexible models, namely data 

sparseness and model complexity. The leverage diagnostics and equivalent kernels 

provide an informative tool for understanding the way in which neural models construct 

regression surfaces. Neural models are shown to have adaptive multivariate kernels 

which demonstrates their power and flexibility for non-parametric estimation. 

In the section 5.2 the general framework of perturbation analysis is introduced. Section 

5.3 details the development of the empirical influence function and empirical leverage 

for neural models. Three empirical versions of the influence and leverage measures are 

defined. Each measure highlights a different aspect of the data point's influence, from 

which a set of complementary diagnostics are produced. Section 5.4 details the 

construction of residual diagnostics, using the estimates of residual variance obtained 

from the perturbation methods. 
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-5.2 Perturbation Methodologies 

The general framework for diagnostics that is employed in this thesis revolves around 

the analysis of model behaviour in response to perturbations in the specification. The 

choice of perturbation scheme relates directly to the specific focus of interest. 

Perturbation methods can be applied -to estimate model/residual variance, parameter 

significance, generalisation error, and many other useful -diagnostics. For 

outlier/leverage diagnostics, we are interested in assessing the impact of each data point 
in the empirical sample on the estimation procedure. The impact of individual 

observations can be measured by -their influence on a fitted function, on individual 

. parameters in the model, or on any arbitrarily complex statistic derived from the model. 
Leverage points, by definition, will have large effects on the estimated model. Outliers 

-will also be influential, but they will be more readily identified by their large residuals. 
Thepperturbations we consider examine data points individually. If multiple outliers or 

clusters of outliers occur then examining data points individually may leave outlying 
data points undiagnosed. To identify multiple outliers the perturbation methodologies 

may be applied to multiple data simultaneously, or the diagnostics can be applied to 

robustly estimated models. 

5.2.1 Measurement of perturbation 

Given that 'the model formulation has been perturbed we must define a metric to 

measure how the-model has changed. The measurements of perturbation can be applied 

to a variety of statistics derived from the model. Commonly, for outlier/leverage 
diagnostics we are interested in either the changes in the model's parameters or changes 
in the regression surface. The parameters of the perturbed model are defined as 

e+=O+AO (5.1) 
The perturbed regression surface of-the model is therefore defined as, 

y(9+)=y(e)+Ay (s. 2) 

We could also examine the impact of the perturbation on other statistics, such as the 

-model's performance metrics (r-squared) or measures of generalisation (GPE). As we 

have already discussed in -Chapter 4, examining 0 for neural networks can be 

misleading, due the large dimensionality of the parameter vector, correlated parameter 

107 



and multi-modal distributions. For these reasons, it is desirable to base the neural 
diagnostics around the analysis of perturbations of the fitted regression surface. 

5.2.2 Data perturbations 

We can produce many ways to perturb the model specification in order to measure the 
influence of various subsets of the data. Here we focus on two perturbation methods. 
The first perturbation method, examines the change in the fitted model due to an 
infinitesimal change in the y-distribution. 

Perturbation: lim y(F(x, y+e)) - y(F(x, y)) (5.3) 
e-*O C 

As we shall describe, this measure can be viewed as the non-linear equivalent to 

leverage. 

The second perturbation examines the change in the fitted function caused by the 

contamination of the distribution by the addition of a point mass 0=, at z' = (x', y') with 

weight c. 

Y((1- c)F(x, y) + cA(x,, r, )) -Y(F(X, Y)) Perturbation: lim (5.4) 
8-º0 g 

which corresponds to the influence function of the neural network. As we shall show, 

the two metrics are very similar. The influence based methods examine the impact of 
both the residual and their input space position, whereas the leverage diagnostics focus 

on the position. 

For these perturbations to be of any diagnostic value, we must develop their empirical 

estimates. As in the case of linear regression three estimates can be derived. The first 

estimate corresponds to an approximation of the asymptotic derivative based on the full 

empirical sample, Z. The second is an estimate of the asymptotic derivative based on 

the jack-knifed empirical sample, Z�('). And the third is the empirical estimate of the 

derivative, which examines the difference in the model estimated on the full sample and 

jack-knifed sample, Z�- Z�('). 
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The measures defined only consider infinitesimal perturbations to the data. To examine 

the non-linear impact of perturbations, non-infinitesimal perturbations can be applied. 
As shown in appendix 2.1 a general perturbation scheme can be computed that examines 

second-order effects of contamination (St Laurent and : Cook (1992)). The general 

perturbation scheme also allows us to perturb multiple data points simultaneously. 
Applying the perturbation to groups of points enables the identification of clusters of 
influential data points. In addition to perturbing the data, perturbations can be applied to 

other -elements of the model specification. In . appendix 2.2 we show a perturbation 

scheme, that examines the infinitesimal effect of modifying the model's degrees of 
freedom on . the fitted data. For neural , networks this perturbation scheme diagnoses 

over-parameterisation on a point-by-point basis, which highlight over-fitted and high 

leverage data points. Many other perturbation schemes have been suggested in the 

literature from perturbation of the likelihood of the model (Cook (1986)), to stochastic 

perturbations schemes for identifying multiple outliers (Wu and Wan (1994)). 

5.3 Leverage and Influence for Neural Networks 

5.3.1 Empirical leverage 

For linear regression the leverage of a data point was derived by direct analogy with 

mechanical leverage.: The leverage of a data point was given by the ; columns of the hat 

matrix or projection matrix. The elements of hat matrix hf represents the partial 

derivatives of the fitted model y, with respect to data point yj. Following from this, a 

new definition of leverage can be produced for non-linear models. The partial derivative 

is defined as the infinitesimal limit of a contamination of the empirical sample at y, by a 

perturbation, c, 

ä y, 
=liim 

A(y+ 

E-. 

y, (y) 
(5.5) 

As is derived in Bolland et al (1996c) (see also appendix 1.1) the empirical estimate of 

the sensitivity of the fitted function to a change in the empirical y-distribution is given 

by 
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a yý _ (V0 (Y, X, e), )'(V0Ve)R�(Y, X, O)-'(V0v; )R�(Y, X, 6)j (5.6) 

where V J(y, X, ©); is a1xm vector of partial derivatives of the fitted function y at 

the f`h point with respect to the parameters; (DeVe)R�(y, X, O) is the mxm Hessian 

matrix of the network; and (De 0y, ) R� (y, X, 6)1 is the derivative of the error function for 

the nth observation with respect to both the parameters and the y-values. Defining the 

matrix of empirical derivatives as the sensitivity matrix S, where the elements of S are 

the partial derivatives of the fitted function with respect to each of the data points 

S11 """ Sin 

s= s# =äy, (5.7) 
. v, Sn1 ... Snn 

S= (V05(Y, X, O))'(VOV )R�(Y, X, O)-'(VOV; )R,, (Y, X, O) (5.8) 

This corresponds to the empirical estimate of the infinitesimal perturbation scheme 
described above, evaluated at the full empirical sample. The definition of the sensitivity 

matrix follows a form similar to the generalised influence matrix (Moody (1992), St 

Laurent and Cook (1992)). 

The sensitivity matrix is the equivalent of the hat matrix for linear regression. For neural 

networks the form of the sensitivity matrix can be non-symmetric with complex off- 

diagonal structure. For the simplified case of a linearised Hessian (expected Fisher 

information) with quadratic error, the sensitivity matrix SLSL is given by 

Sts, c= VJ'1VJ'VJl-' VJ (5.9) 

which can readily be shown to be both symmetric and idempotent. 

5.3.2 Empirical influence 

In Chapter 4 we derived the influence function for neural networks estimated at the 

asymptotic distribution. The empirical estimates of the influence can be easily obtained 

by substituting the empirical Hessian for the expected Hessian in Equation 9 in Chapter 

4. 

E1F(Y, )j =(V0 (Y, X, O), )'(VOV0)R�(Y, X, O)-'VOR�(Y, X, O)j (5.10) 
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where VO R� (y, X, O) j is the derivative of the error function for the Yh observation with 

respect to the parameters. In a similar manner to the leverage sensitivity matrix, we can 

define the empirical influence matrix to be 

EIF� ... EIF, 
� 

EIF = EIF, 1 = EIF(y, )j (5.11) 
EIF,,, """ EIF�� 

EIF = (V05(y, X, O))'(VeVe)R. (y, X, O)-' V0R�(y, X, 0) (5.12) 

Again, for neural, networks, the form of the empirical influence matrix can be non- 

symmetric with complex off diagonal structure. For the simplified case of a linearised 

Hessian (expected Fisher information) with quadratic error, the influence matrix EIFzsL 

is given by 

EIFLS, L= V0 ß(V05 'V0 )-' V05 r (5.13) 

where r is an nxn diagonal matrix and where component r,, is the residual at the i'h data 

point. 

The leverage and the influence measures are intimately related. The influence measure 

and the leverage measure only differ in that the influence metric is dependent on the 

derivative of the error function with respect to the parameters, whereas leverage is 

dependent on-the derivative of the error function with respect to the. parameters and the 

observations. That is for a general error function R. (y, X, 0) = p(y - y(y, X, 0)), then 

EIF a Vey iy (r) and Sa V0 aw (r)/ö r (5.14) 

where y (r) = Op(r)la r is the derivative of the error function with respect to the 

residuals. For standard quadratic error, the columns of EIF are equal to the columns of 

the sensitivity-matrix S, weighted by the size of the residuals. So, EIF examines both the 

residuals and the leverage. In comparison with linear regression the derivations given 

above are in direct analogy with those shown in Chapter 3. 

Leverage he = x, (X' X)-' x, (5.15) 

Influence EIF(y, )j = x, (X X)'' xr, (5.16) 
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The derivative of the fitted function Vey simply replaces the design matrix X. For 

linear regression, the leverage and influence of a data point is only dependent on data X. 

For neural networks, the sensitivity matrix is dependent on both y, O, and X. The 

dependence on the model's parameters is the crucial difference between the neural 

network diagnostics and those of linear regression. 

For neural networks the direct analogy of leverage and mechanical leverage is lost, as 

the regression surface is not globally rigid but locally flexible. The surface does not 

pivot about a single point, rather each data point exerts leverage around its locality. The 

flexibility of the regression surface is determined by the number of degrees of freedom 

in the network model. The leverage of a data point, therefore, is not simply related to its 

position, but also to the plasticity of the surface and density of points in its locality. 

For linear regression, the leverage of a data point was equivalent to its Mahalanobis 

distance from the centre of the data set. As we shall discuss, the concept of distance 

metrics can be generalised to neural networks. However, the distance metric is not fixed 

by the parametric form of the regressor (as is the case for models which are linear in 

their parameters), but rather it is formed during the iterative estimation process. 

The empirical influence function defined above corresponds to the estimate calculated at 

the empirical sample Z. The measurement of influence is dependent on the data point 

under investigation. If the i`h point is an outlier or a leverage point then the estimated 

model will be corrupted, and so the measurement of influence may be inaccurate. The 

jack-knife empirical influence is independent of the jth data point and so will be more 

accurate and more readily identify unusual data. The empirical jack-knife influence is 

defined from the delete sample Z�('), (jack-knifed data set) and is given by 

EIF(')(5, ), = (DeY(Y, X, O(')))i(DeDe)R,, (Y, X, O('))-' VOR�(y, X, O')), (5.17) 

where 0(') represents the estimated parameters of the model when the i data point has 

been deleted, and V0 R� (y, X, O (`)), is the (m)x(n-1) matrices derivative of the error 

function at the ith observation with respect to the parameters. 
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For the simplified case of a linearised Hessian (expected Fisher information) with 

quadratic error, the jack-knife influence function EIF()LSL, is given by 

EIF' (y, ), = V0 (0(''), '(oay(8`°)'oay(0(''))-'Vey(e`''), (v, -. v(O(')), )(5.18) 
The jack-knife empirical influence can be interpreted as the partial derivative of the 

jack-knife model evaluated at the delete point multiplied by the predicted residual at the 

ith data point. 

In addition to the empirical jack-knife influence, we can examine the empirical estimate 

of the derivative In comparison with the asymptotic estimation procedures 

above, the jack-knife estimate of the derivative is equivalent to setting the infinitesimal 

perturbation c equal to -1/(n-1), (i. e. a whole data point in the empirical sample). As 

n->oo the jack-knife estimate tends towards the infinitesimal approximation. The sample 

or jack-knife influence function is defined by 

SIP, =Y, (r, X, 0)-Yºý(Y, X, O °) (5.19) 

For linear regression there is an analytical solution to the sample influence curve; 

however, for neural networks as -the parameter estimation is non-linear, the sample 

influence must be calculated through iterative methods (see section 5.5.2). 

The three definitions of empirical influence are all intimately related, as shown in Figure 

5-1. The interconnections can be shown if we consider the ith residual to have weight wj 

in the empirical sample. As we show in appendix 1.2-the empirical influence (EIF, ) is 

the derivative of the model estimated as c-+O, given that the i`h observation has full 

weight wj=1 in the sample: 

EIFa(w, (5.20) 
wß .1 

The jack-knife empirical influence function (EIPO) is the functional derivative estimated 

as c-O, based on the empirical sample with the ih observation deleted, w, =0: 

EIF(') =a 
Y(W, ) 

(s. 21) 
ö Wi 

w,. o 
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And the sample influence function (SIF, ) is the average value of the derivative, over the 

entire range of w,: 

SIF = 
Ja An) 

w. 
üw, (5.22) 

a 

_. -(A 

ay(w, ) 

C 

Wi 

Figure 5-1: Depicts the qualitative difference between the different empirical influence 
functions. The empirical influence is the derivative of the statistic calculated when w=1, 
the jack-knife empirical influence function is the derivative evaluated at w=0, and the 
sample influence function is the average gradient over all w. 

5.3.3 Leverage and influence diagnostics 

In the previous section we derived four measures of model perturbation from which 

diagnostics for input and output space outliers can be produced. For diagnostics to be of 

value they must summarise the entire impact of the data point on the whole model. In 

Chapter 3 we described how for linear regression a distance metric D, (M, c) must be 

applied to interpret the influence function. In our analysis we have chosen to examine 

the change in the fitted regression surface. Each data points influence is given by a1xn 

vector of changes in the fitted function, therefore the impact of each point can be simply 

summarised by the magnitude of this vector. 

9 The total empirical leverage of a data point y, for a non-linear model is given by the 

summation of the squared partial derivative, at each point in the empirical sample: 

12 Total Empirical Leveraged =a 
y' 

_ (SiSi) (5.23) 

WaY, 
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where SS are columns of the sensitivity matrix (i. e. "leverage vectors). The definition 

of total empirical leverage is consistent with the definition of leverage for linear 

regression. For linear regression, the hat matrix is symmetric and idempotent so the 

length of the leverage vector is simply equal to the diagonal component. For the case 

of neural networks the sensitivity matrix will not be idempotent, so the diagonal 

components of the matrix are insufficient to summarise the entire leverage vector. 

" Similarly the total empirical influence of a given data point can be summarised by: 

Total Empirical Influences _ ý(EIF(y, )J)2 = (EIFEIFj) . (5.24) 

where`EIFj are columns of the empirical influence matrix. The empirical influence of 

a data point is simply the squared residual at the tth point multiplied by the total 

leverage of the data point. 

" From the jack-knife models the empirical influence . at the -deleted point can be 

approximated by: 

i 
JKInfuence1 =((VJ(y, X, O(i)))j(VOV0)R,, (y, X, 9(J))-lV0R�(y, X, O(J))j 

) 
(5.25) 

where the derivative of the jack-knife model is estimated at the deleted data point 

" Finally, the total empirical sample influence is defined as: 

Total Sample Infuencej _ ý(y, 
- yýýý)2 (5.26) 

which measures the change : in the fitted surface at each data point in the empirical 

sample caused by the removal of a single. data point. The deletion diagnostic is a 
direct analogy to Cook's distance for linear regression. 

The main difference between the leverage and influence metrics is that influence, metrics 

also reflect the size of the residuals in the estimation of impact. In general, the leverage 

metrics do not indicate whether the model has been corrupted. Whilst a data point may 

well have a large impact on the fitted function, only when such a point is associated, 

with a large stochastic component does the leverage become dangerous. 
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The value of the diagnostics rests in their heuristic interpretation. The infinitesimal 

methods are a direct generalisation of the hat matrix and influence function for linear 

regression. They provide an intuitive and simple description of the impact of each data 

point on the fitted model. The metrics allow the data points in the sample to be ranked 

according to their relative impact. The various diagnostics examine different 

perturbations on the empirical sample, and allow the modeller to infer corruption by 

both input space and output space outliers. 

For linear regression, if the input variables are independent observations from a 

multivariate Normal distribution, the distribution of h,, can be computed. As shown by 

Belsley et al (1980), (n p)(h;, -l/n)/(p-1)(l-h;; ), has an F distribution with p-1 and n -p 
degrees of freedom, which allows hypothesis tests to be applied to each data point. 
Generally, however, no assumptions can be made about the distribution of the input 

variables, and subjective identification procedures must be applied. Belsley et al suggest 

a rough cut-off point as being h; >2p/n. Velleman and Welsch (1981) make a similar 

suggestion using h,, >3p/n. 

For neural networks the distribution of s,, is unknown. Similarly the distributions of the 

other diagnostics are unknown and will depend upon the input space and output space 
distributions, as well as the functional form of the model. Without the distribution of the 

diagnostics no strict hypothesis tests can be applied to the data points. However, 

heuristic tests and ranking procedures can be suggested to highlight any observation 

with disproportionate influence on the fitted model. Following Belsley's suggestion we 
highlight and investigate any observation for which the leverage is twice the overall 

average, (SS, ) > 2tr(SS') / n. If the leverage of a data point tends to one then the fitted 

function tends to fit the data point exactly. Highly influential data points or observations 

may or may not corrupt the fitted function, however it is undesirable to allow any single 
data point to completely dominate the fitted function. If the influential observation is a 

product of some contamination process then the model can be dramatically distorted. 

The various diagnostics rely on different assumptions and have some limitations, which 

may result in underestimation of the true impact of each data point. The infinitesimal 
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perturbations are linear approximations to the change in the fitted function. In finite data 

sets the linear approximation is not valid and higher order terms will be required to 

understand fully the entire impact of the each data point. Although, still only a linear 

approximation of the impact of each data point, the infinitesimal estimates based on the 

jack-knife sample are independent of the data point under examination. Therefore, they 

should more accurately describe the overall effect of each of the data points. The 

empirical estimates of the derivative show directly the overall impact of each data point 

on the model. In deleting -the data point we remove the influence of its residual and 

input space position. The deletion diagnostic can therefore identify input space -and 

output space outliers. 

5.3.4 -Degrees of freedom and model variance 

The definitions of influence and leverage are intimately connected with the concept of 

degrees of freedom and model variance. As Hampel et al (1986) show, an estimate of 

model variance can be constructed from the expected squared -influence function, 

var(y(x)) =f (IF(y; z, 6))Zdz. For a general robust cost function p(r), we have the 

influence function as 

IF(y) = V05(y, x, e)E[VOVOR(Y, X, 0)]-' VJ(v, x, O)w(r') (5.27) 
where the first term is simply the expected Hessian of the network, given by 

E[vev0R ] ýaä (r) V 05'V0 
dF(z) (5.28) 

Therefore, the estimated model variance at given point is 

'E(IF(Y)2) = VJ'E[VOVOR]-'r ri(r)2V J'V jdF(z))E[VoVeR]-I VJ (5.29) 

where the central term is the expectation of the squared score function multiplied by 

derivative of the model. If the score function is the derivative of the log. likelihood of the 

residuals distribution then (5.29) represents the sandwich estimator of variance (see 

Tibshirani (1996)). For the standard least squares estimator, the squared score function 

is simply the squared residual. For independent errors with constant variance, the 

squared residual can be pulled through the expectation, and replaced by a2. Two 

empirical estimates can be produced, the first uses the empirical influence function and 
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the second uses the empirical leverage. For quadratic error the empirical estimate of the 

model variance based on the influence function is 

var(5, ) = 1: EIF(Yr)J)2 = J: (v0 ; Dev0R�-'veYJrj)2 (5.30) 
J-I J=1 

The empirical estimate of model variance based on the sensitivity matrix is, 

var(Y, ) =d-2Z(Sy)2 =d2Z(V jiVOO0Rn-1p0YJ)2 (5.31) 
J-1 j-1 

where the estimate of residual variance is given by, d' =E rý . For a more detailed 

derivation see Appendix 1.4. The estimates of model variance (5.30) and (5.31), are 

very similar. For the leverage based approximation the empirical residuals have been 

pulled through the expectation, whereas for the influence based method they are still 

within the summation. The influence based method will tend to under estimate the true 

model variance as large leverage will often be associated with small estimated residuals, 

and large residuals will often be associated with small leverage. In this thesis we use 

(5.31) as our estimate of model variance. 

For linear smoothers, the degrees of freedom are defined to be the trace of the hat matrix 

df = tr(I1). For the case of linear regression, the hat matrix is idempotent and symmetric 

and it can be easily verified that df = tr(H) = p+l. So, there is a one-to-one 

correspondence between the number of degrees of freedom and the number of 

parameters in the model. For non-linear models, the number of parameters in the model 

no longer directly relates to the degrees of freedom. The number of degrees of freedom 

for a general non-linear model is defined from the model variance 

dl1 =62 E[(v(X) - E(9(x)))2 (5.32) 

where the expectation is taken over the input space distribution. The infinitesimal 

estimate of the degrees of freedom derived from the sensitivity matrix is given by, 

df f= tr(SS') (5.33) 

Alternatively, the influence based estimate of model variance can be used, 

df1 = tr(EIF EIF)/ä 2 (5.34) 
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Similar definitions for non-parametric regression have been given (see Hastie and 

Tibshirani (1990)). In the context of neural networks, Moody (1992) derives an estimate 

of the degrees of freedom pe8 defined as the tr(S). 

The above definitions of model variance and degrees of freedom should be compared 

with model leverage Equation (5.24). Model variance and degrees of freedom relate to 

rows of the sensitivity and influence matrix, whilst'leverage and influence are columns. 

For symmetric sensitivity matrices, the empirical leverage is the point-wise estimate of 

model variance divided by the variance of the stochastic component. The asymptotic 

estimate of degrees of freedom for the model is simply the sum of the empirical 

leverages df f=1:, (SjS. ). As the model complexity increases so does its variance. 

For more flexible models, the leverage of each data point will be higher. Each data point 

can be interpreted as commanding. (SiS1) degrees of freedom in the model. On average, 

each data point will dominate df In degrees of freedom. High leverage points will 

dominate substantially more degrees of freedom than the average. , It is often more 

informative to think in terms of the effective number of. conditioning data points nff = 

I/ (SjSj) (Huber (1977)). For leverage ; points where ne8 -+1 the fitted function is 

conditioned by only one data point, which is clearly undesirable from a statistical view 

point. 

The analysis of leverage differs from the general measurement of model complexity, as 

the interest is focused on the specific allocation of degrees of freedom across the model. 

As Box and Draper (1975) comment, in an ideal experimental design the leverages of 

each of the data point should be small and approximately equal ((S1S, ') df f/ n). The 

robust modelling techniques developed in the following chapter down-weight data 

points with high leverage in an attempt to produce equi-leverage models. 

5.4 'Residual Diagnostics 

The metrics developed in the previous section focused on identification of influential 

observations. Residual diagnostics attempt to identify data points with unusually large 

stochastic components. To have faith in the estimated model we would like to ensure 
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that the stochastic component follows the assumed distribution and that the empirical 

sample does not contain any significant output space outliers. The study of the model's 

residuals therefore plays an important role in model diagnostics. 

Large residuals highlight problematic data points. A data point with a large residual has 

a large influence on the model through the error function (i. e. MSE). Large residuals are 

often associated with large stochastic components and therefore output space outliers. 

As in the case of linear regression, the least squares residuals for neural networks are not 
ideal for diagnostic purposes. The residuals are not independent and their variance 
depends on their position in input space. For residuals to be a useful diagnostic we must 

standardise them with an estimate of residual variance. 

Standardised Residual = SEýrý 
(5.35) 

The standardised residuals are capable of identifying significant outliers regardless of 

their position. The variance of the residuals is given by 

var(i,, (x)) = E[P,, (x)2 ]- E[ (x)]2 (5.36) 

where the second term in Equation (5.36) represents the squared bias of the estimator. 

The first term of the residual variance can be expressed in terms of the conditional mean 

of the observations, g, (x), and the stochastic element c,, 

E[r, (X)2] = E[(Y, (x) -Y, (x))2 ]= E[(g, (x) + c, -Y, (x))2 ] 
(5.37) 

= E[eý ]- 2E[e, Y, (x)] + E[(g, (x) -Y, (x))2 ] 

The first term of Equation (5.37) is just the variance of the stochastic element. The 

second term indicates the possible dependence of the estimated model on the stochastic 

elements at the jth point. And the third term represents the difference between the 

estimated model and the conditional mean, which we showed was equal to the model 

variance plus the bias squared. Substituting into Equation (5.36) the squared bias terms 

cancel and we are left with, 

var(i,, (x)) = a, - 2E[c, y, (x)]+ vary, (x)) (5.38) 

So for data points outside the empirical sample the regression estimator will be 

independent of the stochastic component s;, and Equation (5.38) is therefore represents 
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the variance of the predicted residual. If the data point is within the sample then the 

regression estimator will be dependent on the stochastic component e,, and so the 

variance of the estimated residual will be lower. 

As we have already discussed, the perturbation methods can be used to estimate the 

model variance. From the asymptotic perturbation scheme we obtain an internal 

estimate and from the jack-knife scheme we obtain an external estimate. 

5.4.1 Internal Studentization 

The internal Studentization denotes a standardisation which is dependent on the data 

point under analysis. The internally Studentized residual can be defined by 

standardising the estimated residual by the asymptotic estimate of residual variance. As 

shown in appendix 1.4 the asymptotic estimate of model variance is given by 

cov(y) =62 (SS') (5.39) 

And the corresponding asymptotic estimate of the, residual variance (see appendix 1.5) 

is given by 

cov(r) =6 2(I -S- S' + SS') (5.40) 

where I is an nxn identity matrix. For models with symmetric idempotent sensitivity 

matrices, the expression for residual variance simplifies to cov(i) =ä 2(1 - S) . As we 

can see, the residuals of the model will be correlated, and their variance will depend 

upon the sensitivity matrix. The internally Studentized residuals are therefore defined by 

r"; + = 
r' (5.41) 

ä 1-2s;; +(SS'),, 

where the estimated standard error of the noise 6 is calculated from the same data as 

the residuals (ä =Er, Z / (degrees of freedom of residuals) ). The infinitesimal estimate 

of the degrees of freedom of the residual is given by 

df, =tr(I-S-S'+SS') (5.42) 

where I is an nxn identity matrix representing the n degrees of freedom of the i. i. d. 

observation and S+ S' - SS' can be viewed as an alternative estimate of the model's 

degrees of freedom. 
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In the presence of a severe outlier at y;, the estimates of r, 9 and ä will be distorted, 

therefore rendering the diagnostic impotent. 

5.4.2 External Studentization 

The external Studentized residual is defined using jack-knifed residuals of the model to 

estimate the standard deviation of the noise ä. The jack-knife estimate of standard 

deviation, d() =Z (yJ (x) - yJ(') (x))2 / (df, - 1), is therefore independent of c;. The 
1-I f., 

external Studentized residual is given by 

1" = 
r` (5.43) 

ä ý'ý 1- 2s;; + (SS')! 

The estimate of the standard deviation will not be distorted by the presence of an outlier 

at the i`h point. However, r, and S, are dependent on c, and can still lead to a distorted 

diagnostic. 

5.4.3 Studentized predicted residual 

The Studentized predicted residual is completely independent of the ii" data point. So the 

estimate of the residual variance is only dependent on the model variance and the 

variance of the stochastic component. To standardise the predicted residual an estimate 

of model variability must be applied: 

(r) U) 
(5.44) 

IYj Yº 

where the estimated standard error is again given, estimated from the jack-knife data, 

and var(y, ')) is the estimated model variance at the deleted point. An estimate of model 

var(y; '°) can be derived from the asymptotic sensitivity matrix of the jack-knifed model. 

The variance of the estimator for a general point, x', is given by, 

var($(x')) =a21: 
(veY(x')(DeVe)R,, 

-1(Y, 
X, O)-'V05(y, X, O)j )2 (5.45) 
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therefore for the jack-knifed model y(9(')), the estimate of variance at the missing data 

point is given by 

var(5 °)=62 (Voj 0(x)r(VOVe)R�-i(y, X, O('))-lVe5(y, X, O °)f)2 (5.46) 
iI. i:; 

which for quadratic error and linearised Hessian is given by 

ß (v1'') =a2veS(x), (V0Ve)Rn-1(y, X, 0('')-' V05' '(x), (5.47) 
There is no analytical relationship between the jack-knife model and the original model. 
The estimation of the predicted residuals therefore requires the application of one of the 

iterative methods described in section 5.5.2. -Both the external and the predicted residual 
incur large computational overheads in comparison with the internal versions. 

For non-linear models the exact distributions of the residual are unknown. However 

heuristic tests on the residuals can be made by comparing them to a Student's t- 

distribution with the appropriate number of degrees of freedom (df, ). 

Although no strict tests can be applied the residual diagnostics will be. of great practical 

value, allowing unusual data points to be identified and investigated. 

5.5, Calculation of Model Diagnostics 

The diagnostics derived require the computation of various supplementary statistics and 
jack-knife models. For many modelling methodologies (e. g. linear regression or 

. generalised additive models) the diagnostics can be calculated directly (via closed form 

solutions) from the original model. However, for neural networks the issue of estimating 

the perturbed model is complicated, by the non-linear stochastic nature of parameter 

estimation. The methods outlined below include full re-estimation and analytical 

approximations of various degrees of accuracy. 
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5.5.1 Estimation of infinitesimal diagnostics 

For diagnostics based on asymptotic results we require estimates of the first-order 

derivatives, V0R�(y, X, O), and the inverse Hessian (V0V )R�(y, X, O)-'. The Hessian 

of the neural model for quadratic error can be expressed as, 

a Rn a Yk a Yk aZ yk 
ae; ae; (5.48) ýDeDeRnýIi 

- ae; ae, -1 
k aO, ae; +ý(yk -Sk) 

VOVOR� = V0 V0Y+[il][*] (5.49) 

wherer is the residual vector and W is an nxmxm three dimensional matrix, where 

each face of the matrix W, =mxm matrix of the second derivative of the fitted function 

at the i`h data with respect to the parameters, and [ ][ ] defines the three-dimensional 

array multiplication (Bates and Watts (1980)). For the expected Hessian the second term 

in Equation (5.49) will be zero and so we only require the first-order partial derivative 

of the output with respect to the parameters, which even the simplest parameter 

estimation techniques provide (i. e. back propagation). The asymptotic methods do 

require a re-formulation and re-implementation for different error functions. In some 

cases the derivation remains simple; however, with complex error functions or the 

addition of complex regularisation terms (e. g. Tikhonov regularisers), the analytical 

solution may become difficult to compute. 

The asymptotic diagnostics require the network to have a non-singular Hessian (i. e. 

regular information matrix). As shown by Fukumizu and Watanabe (1996), this is only 

the case for an irreducible multi-layer perceptron. That is a network where there are no 

redundant hidden units, and where the parameters have converged to a local minimum. 
It is often the case that neural network models have an indefinite Hessian. To overcome 

this problem the Hessian can be transformed. Battiti (1992), applies a simple procedure 

of adding XI to V0 V0 R� until (Da V0 R� + %I)-' exists. A more rigorous approach to 

calculating the inverse of indefinite Hessians can be found by Cholesky factorisation. 

The factorisation is designed to minimise the loss of information. However, when the 

negative eigen-values of the Hessian are of comparable size to the positive eigen-values 

then the results of the factorisation will be spurious. 
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5.5.2 Estimation of jack-knife diagnostics 

For the jack-knife methods, we require the calculation of the optimal parameters for the 

reduced data sets V0 R�_, (y, X, 0''°) = 0. Whilst the infinitesimal derivative of the 

network can be -calculated analytically, the jack-knife perturbation model requires the 

application of an iterative learning algorithm. The non-linearity of the error surface 

makes it impossible to derive closed-form estimates of the position of the jack-knife 

minima. The perturbed model parameters can be calculated in several ways: complete 

parameter re-estimation from new random starting parameters; iterative re-estimation 

from the unperturbed model's parameters; or single step estimation from the 

unperturbed model's parameters. 

Complete Re-estimation: As described in Chapter 2, the full estimation process starts 

with a random initial parameter vector, 00, to which the iterative learning algorithm is 

applied, (0T+, =0, +AJ The perturbed model's estimated parameters, P), correspond 

to a minimum of the empirical error, for the reduced data set VOR�') =0. The trajectory 

of the learning algorithm, 0o't is stochastic. Full re-estimation may end 

up in a different local minimum than the original model (i. e. a different model). The 

measured perturbation will not only relate to the impact of the data point under 

investigation, but will also include the variance caused by the stochastic estimation 

procedure : (e. g. stochastic initial parameter conditions, etc. ) This is clearly undesirable 

as the accuracy of the diagnostic will be impaired. To counter this effect a non-linear 

jack-knife has been proposed. 

Non-linear Jack-knife: The non-linear jack-knife was proposed -by Moody and Utans 

(1995), in the context of model selection. For the non-linear jack-knife the estimation 

procedure for the perturbed model starts at the original model's parameters (and. not at 

some random point 00('ß). The non-linear jack-knife model is the final point on the 

trajectory where V0R�') =0. In this way we are guaranteed to start in 

the same local minima, and so estimate the perturbation effect on the same "model". 

One-Step Jack-knife: An approximate jack-knife model can be estimated analytically by 

making some simplifying assumptions about the error surface (Cook and Weisberg 
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(1986), Liu (1993)). Assuming the error is locally quadratic about the jack-knife 

parameters, then taking a second-order Taylor expansion we have 

R(')(Y, X, O('» = Rn')(Y, X, O)+(0(') -0)'V0R, ')(Y X, 0) 
cn (5.50) 

+(0 B) (V0V )Rn (Y, X, 0)(0 0)+O(... ) 

where the Hessian (De V e) R, (, ') (y, X, 9) and the model's derivative V0 Rn') (y, X, 6) are 

evaluated at the full models parameters 0, but on the reduced data set. Rearranging 

Equation(5.50), the one-step estimator is given by 

0(') = 0+((DeV )R, °(Y, X, 6))-'V Rn, )(Y, X, 0)+O(... ) (5.51) 

If the model is approximately linear in the parameters then the change in the fitted 

function at the 1" data point can be given by 

y(y, x, O+de), = y(y, X, ©), +VJ(y, x, e), dO+o(... ) (5.52) 
Therefore the one-step estimator of the change in the fitted function will be given by 

Y(Y, X, O"'), -Y(Y, X, O), = oeY(Y, X, O) ((V9V )Rn')(Y, X, O))-'VORnr)(Y, X, O) (5.53) 

For the case of quadratic error function and linearised approximation to the Hessian and 

applying standard matrix formulas (Gauss (1821)) to replace the row deleted matrices, 

(5.53) can be written, (see appendix 1.3) 

Y(Y'X'0(11), -Y(Y, X, e), = 
V0$(e), (y0 (e)'oay(e))-'oav(e), r, (5.54) 
1- VeS(e), (VeS(O) Ve (e)) V05(e), 

Equation (5.54) can be compared to the empirical influence function. The one-step 

estimator of the jack-knife model is the empirical influence divided by 1 minus the 

empirical leverage of the data point. For linear regression the one-step estimator is 

exact, however for neural networks it will only be an approximation. 

If the linearised Hessian (expected Fisher information) is used to update the models 

parameters, then this is equivalent to the Fisher Scoring method. If the full Hessian is 

applied then the method is equivalent to Newton-Raphson method (Ratkowsky and 

Dolby (1975)). Improvements in the accuracy of the one-step estimators can be 

produced without significant computational overhead (see Jorgensen (1993)). However, 

if the error function deviates significantly from the assumed quadratic bowl, then the 
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one-step method will only be a rough approximation. It can be argued that the points of 

most interest are those which distort the error surface most, and therefore the one-step 

estimate of their perturbation will-be inaccurate. 

Applying full re-estimation to the jack-knife model is inappropriate for neural networks. 
The choice of whether to iteratively update till convergence (the non-linear jack-knife) 

or to simply apply a single step method will depend upon the overall computational 

expense. 

The calculation of the residual diagnostics can become computationally intensive for 

large models with large data sets. The influence matrix requires the calculation of the 

second-order derivative of the error function with respect to the parameters. The 

-computation of the Hessian scales with order O(m2). This can be problematic with large 

models and large data sets, but a"number of methods can be applied to speed up the 

calculations (see for example Le Cun et al (1993)). 

In the case of the jack-knife methods the computational load can be high as we require a 

new set. of parameters to be estimated for each observation. Also the iterative nature of 

model estimation may require many steps to converge to a new solution. By far the most 

computationally expensive is the influence estimate based on the jack-knifed models as 

these require the inverse Hessian to be calculated for each of the n-models. 'However, 

with the advent of faster computers there is . no real reason why the full power of the 

diagnostics cannot be calculated even on standard desktop computers. 

5.6 Causes of Leverage in Flexible Models 

As we have seen in the previous sections the asymptotic diagnostics are based around 

the sensitivity matrix S. In this section we investigate this matrix to understand the 

causes of leverage in a neural model. The sensitivity matrix was derived using a first 

order Taylor expansion of our estimator 

y(y + dy) = Hy + Sdy + O(... ) (5.55) 

where H is the projection matrix of the neural networks and S is the sensitivity matrix. 
For neural networks the projection matrix is simply H= Z'(Z'Z)-'Z, where Z represents 

the basis function transformations of input variables. If the basis functions were fixed 
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the second term in Equation (5.55) would be H. The projection matrix and the 

sensitivity matrices are intimately related. For quadratic error and linearised Hessian 

then the sensitivity matrix is V J'(V09'V0 y)-' V0 y. The partial derivative of the 

network and the basis function transformation are intimately related: 

ay as, as, as, ay ay 
aC00 °... ' 

h 
'a(ýOI , aCVOp ý..., 

C)h1 . aCOhP 

Z(y'X'e) - 
(aw0 

,..., awh) (5.57 

so the projection matrix only includes the influence of the output layer weights on the 

fitted model, whereas the sensitivity matrix also incorporates the effect of the basis 

function changes. As we show in the following sections the sensitivity is related to the 

model complexity, model variance and data sparsity. 

It is often useful to view a regression surface as being constructed from a weighted 

average of the observed y-values (y, = Ekg y. ). The weights associated with each y-value 

(kj-+ k�, j) represent the data point's kernel. For projection-based regressors the kernels 

of each data point are simply the columns of the hat matrix H (i. e. the leverage vectors). 

The leverage metrics therefore attempt to summarise the entire kernel of a data point 

into single number. Examining the equivalent kernels of an estimator provides insights 

into the construction of the regression surface and allows us to compare strengths and 

weaknesses of different regressors. For non-projection regressors such as neural 

networks we can view columns of the sensitivity matrix as the model's "equivalent 

kernels". The equivalent kernels provide a useful tool for understanding the general 

concept of leverage in non-linear models. 

As we have described, the infinitesimal sensitivity matrix measures the leverage at the 

empirical sample (defined by a1xn vector). The equivalent kernels are produced by 

plotting the columns of S against the position of each data point in input space. The size 

and shape of the equivalent kernels is learnt during the estimation process and is 

dependent on both the specific model specification (complexity, error function etc. ) and 

position of the data point within the empirical sample. 
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An illustration of the effect of model flexibility on leverage is shown below. Using the 

simple function given in Chapter 4, provides an informative demonstration of the issues 

of locality and model flexibility. 

y=5(1/(1+e-('`3 )+1/(1+e-(02-0 ))+c (5.58) 

where x is sampled uniformly in the range [-0.4,2.0J and the noise s is i. i. d. and 

N(0,0.1). Two networks are estimated; the first is overly complex with of five hidden 

units; the second consists of only two hidden units. 
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Figure 5-2: The data is generated by y= 5(sig(1+3x) + sig(0.2-x))+f:, x are uniformly 
sampled from the range [-0.4,2.0], and the noise is i. i. d., N(0,0.1). The fitted function of two 
neural models with varying degrees of complexity are shown: NN(5) has 5 hidden units and 
dff = 11.64; NN(2) has 2 hidden units and dfj = 6.99. The subplot shows the equivalent 
kernels of the data points for the two models (NN(5), NN(2)). The equivalent kernels for 
the larger network are extremely peaked, with s;; =1 for most of the data points. The 

smaller network produces broader kernels, with only the edge points having very high 
leverage. 

Figure 5-2 shows the fitted function of the two networks and the true generating process 

(the white line). The large network clearly over-fits the data, almost exactly 

interpolating between each point in the sample. The estimated number of degrees of 
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freedom for the five hidden-unit network is dfr11.64 (number of parameters = 12). 

Whilst the in-sample error tends to zero, the generalisation capabilities will be biased. 

The smaller network is of the correct complexity for the given data set. The estimated 

number of degrees of freedom for the two hidden-unit network is df, = 6.99 (number of 

parameters = 7). The fitted function only slightly deviated from the true generating 
function. 

The subplot of Figure 5-2 shows the equivalent kernels of data points for the two neural 

models. The kernels are bell shaped, resembling Bessel functions. For the larger 

network the equivalent kernels are dominated by the diagonal element s;;. The fit is 

entirely local with each point commanding its own degree of freedom in the model. The 

smaller network produces broader kernels, where each data points influence is spread 

over a range of the fitted function. The edge data point's have more peaked kernels due 

to the sparsity of data in their locality. 

For neural networks the flexibility of the equivalent kernels demonstrates the strength 

and power of the regressor. In comparison with most non-parametric regression 

estimators, neural networks are capable of modelling interaction effects between 

variables. The neural networks do not have a single global smoothness parameter, and 

adjust the level of smoothing according to the data (i. e. the span of the kernel). Also, the 

degrees of freedom in the model are directed to the most appropriates regions. 

The following example is specifically chosen to give a clear demonstration of the 

adaptive nature of the neural model's equivalent kernels. The data generating function is 

given by the deterministic function 

y= exp(-(zi _X2)2/(Cy /(1-x2 ))2) (5.59) 

The function can be thought of as Gaussian across dimension x, where the Gaussian's 

mean varies as a quadratic in x2 and its standard deviation varies inversely to (1 - x2) The 

function therefore exhibits a large degree of interaction between the two variables. The 

functional form of the relationship is shown in the right hand side of Figure 5-3. An 

estimation set was constructed from 441 data points uniformly sampled across the range 

130 



The function was estimated by a network consisting of 15 hidden units (as 

the function is deterministic the MSE-+O). The equivalent kernels for live example data 

points of the fitted neural network are shown on the left hand side of Figure 5-3. Each 

data point has a kernel across the two-dimensional input space, depicted by a contour 

map. 

1 08 
9 
2 

Y 

Figure 5-3 : Adaptive equivalent kernels of neural models. The graph on the right-hand 
side shows the functional form of the relationship for the artificial problem. The grid on the 
right-hand side depicts five equivalent kernels of data points taken from different areas of 
input space (indicated by the arrows). As we can clearly see the equivalent kernels of the 
five points are significantly different. Point (a) is from the broad section of the curve. Its 
kernel is wide and directed along the ridge of the function (right-left). Point (e) is from the 
very narrow part of the ridge. The kernel is highly peaked and directed along the ridge 
(left-right). Both the shape and size of the kernels related to the position of the data point. 

The size and shape of the kernels for the network adapt, depending upon the location of 

the data set. The whole covariance structure of each of the kernels is adaptive. A 

progression of points from along the top of the Gaussian ridge are shown. Point A is 

taken from the top of the Gaussian Ridge, at its broadest region. The kernel is a flat, 

broad ellipses with its major axis pointing right to left. As the Gaussian ridge becomes 

narrower the kernels become more peaked. The kernels align with the direction of the 

curve of the ridge. The final point (E) is extremely peaked and showing that the data 

point only influences the fitted function on top of the ridge. For other non-parametric 

appropriate in the minimum empirical error sense. 
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regre, suýrs the fitting of such a complex function would be beyond their capacity. Only 

certain teclIniklucs such as MARS or gull covariance radial basis networks, are capable 

uI n)uddeIling such tiunctiuns. 

I lie kernels slic n above represent the sensitivity of the estimated model when the 

iterative learning algorithm has converged. For neural models the kernels are learnt 

during the estimation process. The lüllowing example demonstrates how the kernels 

develop (luring the estimation process. At the start of the iterative estimation process the 

model's parameters are set to small random values. With small bias weights the 

signºoids are superimposed on top of one another and the network is basically a linear 

plane. I he initial kernels of the data points are therefore similar to linear regression. 

Figure 5-4 shows the kernels of two data points at the start of estimation for the two- 

(linlensional example shown above. The left-hand kernel is an edge point of the data set 

1.0, -I. 0), and the right-hand kernel is a more central point (0.0,0.7). 
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Figur i 1: The kernvIs of two data points are plotted at the start of estimation (iteration 
()) 'I'hr random initial paranuvt(r, of the model form a simple linear plane. The left-hand 
ko rno-l e. ; in vdt, ' point of the data set (-1.0, -1.0), and the right-hand kernel is a more 

toot ral point (11.1). 11.7). The kernels are linear planes across the entire data set. 

I he kernels are linear planes in input space and are global, across the entire data set. 

I lie height of the plane at the data point under consideration is simply related to its 

Mahalanohis distance in input space of the point from the centre of the data. In the 

initial stages of learning the major features of the relationship are modelled. The basis 

(unction's position and direction will be adjusted in the direction of steepest descent of 

the empirical error function. The sigmoids start to separate across the input space, and 

the Iunetional Innil of' the model becomes a flexible curve. The degrees of freedom are 

slowly spread out over lhr data set. 
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Figure 5-5: The kernels of two data points are plotted after a simple back-propagation 

estimation algorithm has been applied (iteration 5). The basis functions have begun to 
separate, as the model learns the major features of the data. The kernels are non-linear 
planes across the entire data set. 
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Figure 5-6: The kernels of two data points are plotted after a simple back-propagation 
estimation algorithm has been applied (iteration 50). The kernels are now becoming 
localized around the data point and have less influence across the entire space. 
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Figure 5-7: The kernels of two data points are plotted after the back-propagation 

estimation algorithm has converged. The kernels are entirely localized around the data 

point. The edge point is now dominating the fit within its locality. 
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As the iterations increase, the basis functions become more unique as their directions 

and positions are adjusted to minimise the empirical error. On convergence all the 

degrees of freedom of the model have been allocated. The regression surface now fits 

the empirically observed features of the data. The kernel's shape depends on the point's 

position in the input space. The data points influence the fitted function at points in their 

locality with similar y-values. 

For linear regression the kernels are linear and span the entire input space. The impact 

of each point is completely global across the model, the magnitude being only 

dependent on the distance from the centre of the data set. For locally fitting model, i. e. 

kernel regression the fitted function is defined by the shape and width of each data 

point's kernel. The kernels generally have the same shape and span for all data points in 

the empirical sample. The data points only have a local impact on the fitted model. The 

size of the locality is determined by the width/span of the kernel. Leverage in neural 

models is related to data sparsity, where sparsity is measured relative to the span of the 

equivalent kernels of the regressor. High leverage will always be associated with the 

edge data points of the data. In general the density of points p(x) within a given region 

will be related to the variance of the model. In dense regions all data points have low 

leverage. At the edges of the data set or in sparse regions, fewer points condition the fit 

and the variance will tend to be high. Williams et al (1995), has shown that for simple 

bin smoothers the variance of the fitted regressor is inversely proportional to the number 

of data points within its locality. 

The data points which contribute a large amount to the empirical error function will 

dominate the allocation of the available degrees of freedom. During the iterative 

estimation process, outliers and leverages will tend to dominate this allocation. The 

measurement of leverage defined by SBZ is related to the area under the equivalent kernel 

of the data point. Large kernels represent data point with more degrees of freedom. Data 

points with large residuals or data points in sparsely covered regions of inputs, will have 

large kernels, either highly peaked or broad. 
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5.7 A Simple Illustration of the Diagnostics 

5.7.1 Experimental set-up 

The diagnostics described in this chapter are demonstrated on the outlier contaminated 

example from Chapter 4. Figure 5-8 shows the two neural models (h-2,11=5) estimated 

on the input and output space contaminated data. For each model, the residual, influence 

and leverage diagnostics were calculated. As the corrupted data points are known, the 

value and accuracy of the diagnostics can be demonstrated. In Chapter 7 the diagnostic 

procedures are demonstrated on real-world financial data. 

To calculate the infinitesimal diagnostics requires the estimation of the inverse I lessian 

for each of the networks. Ensuring convergence of the learning algorithm guarantees the 

Hessian is non-singular. The jack-knife diagnostics require the estimation of n-models. 

In this example the non-linear jack-knife methodology was applied to calculate the 

models. 

The data contains a 5% contamination of both input space and output space outliers. In 

Figure 5-8 observations 5,21,35 are examples of output space outliers, and observation 

41 corresponds to both input and output contamination. As we will describe, applying 

the diagnostics simultaneously accurately identifies contamination in both the 

parsimonious and over parameterised models. 
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Figure 5-8: The data generating function is the simple non-linear function consisting of two 
sigmoidal functions. Four outlying observations are marked with circles. The fitted 
function of two neural models with varying degrees of complexity are shown: NN(h=5) has 
five hidden units; NN(h=2) has two hidden units. 
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5.7.2 Model estimation 

The models were estimated using the APS' neural simulator, developed as part thesis. 
The analysis of the estimated models are shown in Table 5-1 and Table 5-2. 

Neural Model: Y+e = f(X Single Layer (h=2) Tanh Basis Functions 
Error Function MSE 
Parameter Estimation Hessian Based Method 
Data Usage In Sample (42) Validation (0) Out of Sample (0) 

MSE Mean r MAD MAPE Correl R-Squ 
+0.2269 +0.0000 +0.2246 +0.0455 +0.7947 +0.6315 

Total Sum Squares 
Residual Sum Squares 
Degrees of Freedom tr(SS') 

25.60357 
9.528552 

7.000000 

F Test ((TSS-RSS)/df, )/(RSS/dfr) 

Cp (MSE + 2tr(SS')var(r)/n) 

7.953175 (P Value 0.000012) 

9.528552 

Table 5-1 The table depicts the tabular print out from the APS software for the two hidden 
unit networks. The standard network performance metrics are given (MSE, Correl, etc. ) In 
addition an F-test on the model is produced and a an estimate of Mallows Cp is given. 

In addition to the usual performance metrics, the software also provides estimates of the 

models degrees of freedom (dff = tr(SS') ). As no regularisation is used, and parameter 

estimation has converged, the degrees of freedom equal the number of model parameters 
(dfý(h=2) = 7, dfXh=5) = 16). The degrees of freedom are used to calculate an F-test on 

the significance of the model, and to estimate the generalisation error using a non-linear 

equivalent of Mallow's Cp (Mallows (1973)). 

Neural Model: Y+e = f(X) Single Layer (h=5) Tanh Basis Functions 
Error Function MSE 
Parameter Estimation Hessian Based Method 
Data Usage In Sample (42) Validation (0) Out of Sample (0) 

MSE Mean r MAD MAPE Correl R-Squ 
+0.1438 -0.0000 +0.2258 +0.0376 +0.8754 +0.7664 

Total Sum Squares 25.60357 
Residual Sum Squares 6.040872 
Degrees of Freedom tr(SS') 16.00000 

F Test ((TSS-RSS)/dff )/(RSS/dfr) 4.857586 (P Value 0.000271) 

Cp (MSE + 2tr(SS')var(r)/n) 6.040872 

Table 5-2: The table depicts the tabular print out from the APS software for the five hidden 
unit networks. 

' APS (advance prediction system) is a windows based data analysis package developed as part of this 
thesis for the empirical analysis of the model diagnostics and robust estimators. 
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Both models appear to perform very well in the in sample period and explain a 

statistically significant amount of the variance (r-2 =, 63% , rZ = 78%). However, the 

performance metrics do not indicate the severe corruption of the models by the outlying 

data points. 

5.7.3 Identifying ill-conditioned data. 

The APS software provides graphical and tabular descriptions of the outlier and 

leverage diagnostics. Figure 5-9 and Figure 5-10 show plots of the two and five hidden 

unit networks outlier and leverage diagnostics. for each model three metrics are 

depicted: 

A. Total Empirical Leverage: the values correspond to Equation (5.23) for each 

data point plotted against its location in input space. The dashed line indicates 

a suggested critical value of 2tr(SS') / n. 

B. Total Empirical Influence: the values correspond to Equation (5.24) for each 

data point plotted against its location in input space. Again the dashed line 

indicates a suggested critical value of 2tr(EIFEIF') / n. 

C. Internally Studentized Residual: the values correspond to'Equation (5.41) for 

each data point plotted against its location in input spacg. The critical value 

for the internal Studentized residual is given by the 95% confidence interval 

of a Student t-distribution with df, degrees of freedom (df, (h=2) = 34, dJ(h=5) 

= 25), which is approximately 2 for theses models. 

The Total Empirical Leverage can-be interpreted as the distribution of the degrees of 

freedom across the observations. The edge points of the data set have high leverage. For 

both networks, observation 41 completely determines the fitted function in it's locality 

((S JSJ)h=2 = 0.983 and (SJSý )h 5=0.999). Similarly, for observation 1 the leverage is 

high ((S jS f )h=2 = 0.292 and (SjSj h. 5 = 0.731), but observation 1 does ; not correspond 

to a data corruption, rather it is simply in a sparse region of input space. For the 

parsimonious model, the leverage appears to be quadratically related to the data points 

distance from the centre of the data set. For the over-parameterised network the leverage 
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of a data point is no longer simply related to its position. Observation 21 and its 

neighbours are also identified as highly influential data points. In this case, the five 

hidden unit network has over-fitted the outlier, hence the residual is small, but its 

corrupting influence is still identifiable by its large leverage. 

The Total Empirical Influence metric reflects both the size of the residual and 

magnitude of the leverage. For the small network, the metric diagnoses all of the output 

space outliers. The total empirical influence of the output space outliers is significantly 
different from the rest of the data by several orders of magnitude (observation 21 has a 

TEI = 0.248, compared to the average of 0.03). For the larger network, the total 

empirical influence identifies observations 5 and 35. However, for observation 21, as 

the leverage tends to 1 the residual tends zero and so the influence metric misses the 

corrupting effect. Similarly, for the input space outlier, as the residual is almost zero the 

empirical influence becomes ineffectual. 

The Internal Studentised Residuals identify data points with large stochastic 

components. The value of the standardised residuals is compared with a Student t- 

distribution with degrees of freedom df,. In the case of the two hidden unit network all 

three output space outliers are identified. For the case of the five hidden unit observation 

21 is not identified, as the model has been severely distorted, and almost entirely fits the 

outlier (P = -0.080). Whilst the internal residual inflates the size of the outliers residual 

(P = -1517 ), it still does not appear as significant. 
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Figure 5-9: The diagnostics are given for the two hidden unit network: total empirical 
leverage: total empirical influence; internally Studentized residuals. 
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Figure 5-10: The diagnostics are given for the five hidden unit network: total empirical 
leverage; total empirical influence; internally Studentized residuals. 
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Table 5-3 and Table 5-4 provide a detailed break-down of the full array of diagnostic 
derived in this chapter. The rows of the table show the diagnostics for each of the 

observations'. The first three columns show the values of the observation and the 

models predictions and ordinary residuals. The next three columns represent the 

standardised residuals (internal, external, and predicted). The remaining columns show 
the leverage and influence diagnostics (total empirical leverage, total empirical 
influence, total sample influence, and jack-knife influence. ) The shaded regions indicate 

observations which have been highlighted by the various diagnostics. 

The total sample influence measures the deletion effect of each data point, which 
identifies observations which significantly change the fitted function. The jack-knife 
influence measures the predicted residual weighted by the model's prediction variance 

at the deleted point. Therefore, observations with large predicted residuals in regions of 
high model variability will be highlighted. In comparison to the total empirical 
influence for the small network, the sample and jack -knife influence metrics also 
identify the input space outliers (observation 41) and the edge point of the data set 
(observation 1). For the over parameterised network the sample and jack -knife 
influence metrics also highlight observation 21 and its adjacent observations. The 

surrounding observations are also highlighted as the model is highly variable in this 

region. 

The external and predicted residuals identify all three output space outliers for the 

parsimonious model. For the larger network, only the predicted residual identifies 

observation 21. By removing the entire influence of the data point on the fitted model, 

the large stochastic component becomes obvious. Observation 32 is also highlighted by 

the residual diagnostics, which is a valid observation. However, even in uncontaminated 
data we would expect 5% of the observations to be outside the critical value. 

2 The APS software only prints diagnostics for those observations for which the metrics are above the 

critical values. 
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r Y 

Prediction 

NN(h=2) 

Residual 

r 

Internal 

Residual 

r+ 

I: \tcrnnl 

Residual 

Y" 

Predicted; 

Residual 

p)') 

I drin er 

1/: %., 

I mpiri a 

I 

Influence 

I'F. /, 

Simple 

Influence 

T. SI, 

i; ick-Lni1C 

Influence 

JKP" 

1 -1.366 4.342 4.177 0.166 0.492 0.482 0.771 0.292 0.008 0.113 0.047 
2 -0.943 4.486 4.800 -0.314 -0.721 -0.708 -0.732 0.125 0.012 0.025 0.004 
3 -0.823 4.779 4.985 -0.206 -0.461 -0.451 -0.457 0.099 0.004 0.006 0.001 
4 -0.708 4.963 5.161 -0.198 -0.437 -0.427 -0.429 0.081 ((. 003 0.004 0.000 
5 -0.531 6.492 5.433 1.059 2.308 2.410 2.410 0.063 0.071 0.080 0.006 
6 -0.486 5.236 5.501 -0.265 -0.576 -0.565 -0.565 0.060 ((. 004 (1.005 0.000 
7 -0.482 5.386 5.507 -0.122 -0.265 -0.259 -0.259 0.059 (1.0(11 (1.001 0.000 
8 -0.381 5.834 5.659 0.175 ! 0.380 0.372 0.373 : 0.054 0.002 0.1)02 0.000 
9 -0.355 5.614 5.698 -0.084 -0.183 -0.178 -0.179 0.05 , 0.000 0.000 0.000 
10 -0.353 5.382 5.701 -0.318 -0.691 -0.678 -0.681 0.053 0.005 0.007 0.000 
Il -0.346 5.494 5.711 -0.217 -0.471 -0.461 -0.463 0.053 0.002 0.003 0.000 
12 -0.300 5.697 5.777 -0.080 -0.174 -0.170 -0.171 0.051 0.000 0.000 0.000 
13 -0.196 5.806 5.926 -0.120 -0.261 -0.255 -0.257 0.048 0.001 0.001 0.000 
14 -0.170 5.833 5.962 -0.129 -0.279 -0.273 -0.275 0.048 0.001 0.001 0.000 
15 -0.137 5.969 6.006 -0.037 -0.081 -0.079 -0.080 0.048 0.000 0.000 0.000 
16 -0.099 6.697 6.057 0.640 1.389 1.388 1.399 0.047 0.019 0.028 0.001 
17 0.079 6.789 6.278 0.511 1.108 1.098 1.107 0.046 0.012 0.018 0.001 
18 0.081 6.309 6.281 0.029 0.062 0.061 0.061 0.046 0.000 0.000 0.000 
19 0.136 6.584 6.342 0.241 0.523 0.512 0.517 (1.046 0.003 0,004 (1.000 
20 0.180 6.932 6.389 0.543 1.178 1.169 1.177 0.046 0.014 0.019 0.001 
21 0.407 5.025 6.588 -1.562 -3.383 -3.871 -3.878 11.049 0.120 0.142 0.008 
22 0.455 6.683 6.620 0.063 0.136 0.133 0.133 0.050 0.000 0.000 0.000 
23 0.483 6.491 6.636 -0.145 -0.315 -0.308 -0.308 0.051 0.001 0.1)01 0.000 
24 0.518 7.031 6.656 0.375 0.813 0.800 0.800 0.052 0.007 0.008 0.000 

25 0.614 6.684 6.696 -0.012 -0.026 -0.025 -0.025 0.054 0.000 0.000 0.000 
26 0.655 6.579 6.708 -0.129 -0.279 -0.273 -0.273 0.056 0.001 0.001 0.000 
27 0.753 6.681 6.723 -0.042 -0.091 -0.089 -0.089 0.059 0.000 0.000 0.000 
28 0.783 6.381 6.724 -0.343 -0.746 -0.733 -0.734 0.060 0.007 0.008 0.001 
29 0.821 6.598 6.722 -0.124 -0.269 -0.263 -0.264 0.061 0.001 0.001 0.000 
30 0.918 6.687 6.703 -0.016 -0.035 -0.034 -0.034 0.065 0.000 0.000 0.000 
31 0.933 6.820 6.698 0.121 0.265 0.259 0.261 0.066 0.0(11 0.001 0.000 
32 0.946 6.027 6.694 -0.667 -1.459 -1.462 -1.469 0.066 0.029 0.040 0.003 
33 1.040 6.725 6.651 0.073 0.161 0.157 ((. 159 0.071 0.000 0.001 0.000 
34 1.050 6.484 6.645 -0.161 -0.354 -0.346 -((. 349 0.071 0.002 0.003 0.00O 

35 1.113 8.423 6.605 1.818 4.005 4.974 5.017 0.075 0.248 0.331 0.024 
36 1.193 6.470 6.543 -0.072 -0.160 -0.156 -0.158 0.081 0.000 (1.01)1 ((. 00)) 
37 1.521 5.705 6.176 -0.471 -1.069 -1.058 -1.061 0.137 0.030 0.041 0.008 
38 1.552 6.121 6.135 -0.014 

; ý 
-0.031 -0.031 -0.031 

;! 0.1.17 0.0(10 0.000 0.000 
39 1.858 5.743 5.717 ((. 026 0.067 0.065 0.066 0.287 ((. 110() (1. (1(1(1 0.000 

40 2.067 5.476 5.481 -0.004 -0.012 -0.012 -0.011 (1.413 0.000 0.000 0.000 

41 3.000 6.500 6.491 0.009 0.200 0.195 0.264 0.983 0.000 0.846 0.265 

(G. u) (1. u) (Z. u) (U. LI ) (U. us) (u. U81) (U. 11I8) 
Table 5-3: The table shows the results for the two hidden unit network. The first five 

columns show the observation number, x-value, v-value, model prediction, and the 
residual. The remaining columns show the various neural diagnostics: internal Studentized 

residuals, external Studentized residuals, Studentized predicted residuals, total empirical 
leverage, total empirical influence, jack-knife influence, sample influence. The four 

contaminated data points are highlighted in the first five columns. The shading in the 
remaining columns shows, represents the data points highlighted by the various 
diagnostics (values greater than the critical values shown in brackets Q). 
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CY NN(h=5; 

1 -1.366 4.342 4.295 

2 -0.943 4.486 4.709 

3 -0.823 4.779 4.870 
4 -1,708 -1.963 5.040 

6 -0.186 5.2., 0 5.425 

7 -0.482 5.386 5.433 

8 -0.381 5.834 5.629 

9 -0.355 5.614 5.682 

10 -0.353 5.382 5.686 

II -0.346 5.494 5.701 

12 -0.300 5.697 5.794 

13 -0.196 5.806 6.017 

14 -0.170 5.833 6.073 

IS -0.137 5.969 6.144 

16 -0.099 6.697 6.228 

17 0.079 6.789 6.600 

18 0.081 6.309 6.604 

19 0.136 6.584 6.673 

20 0.180 6.932 6.665 

22 0.455 6.683 6.382 

23 0.483 6.491 6.845 

24 0.518 7.031 6.950 

25 0.614 6.684 6.537 

26 0.655 6.579 6.469 

27 0.753 6.681 6.511 

28 0.783 6.381 6.549 

29 0.921 6.598 6.598 

30 0.918 6.687 6.728 

31 0.933 6.820 6.748 

32 0.946 6.027 6.764 

33 1.040 6.725 6.867 

34 1.050 6.484 6.877 

37 I. 52I 5.705 5.94 

38 1.552 6.121 5.846 
39 I. X5% 5.743 5.602 

41) 2.067 5.476 5.657 

Residual 

Y 

Internal 

Residual 

Y+ 

l:. eternal 

Residual 

Yý 

Predicted 

Residual 

Y(ýI 

0.048 0.264 0.258 0.309 

-0.223 -0.665 -0.652 -0.653 

-0.091 -0.263 -0.257 -0.256 

-0.078 -0.223 -0.218 -0.217 
1.151 3.262 3.682 3.677 

-0.189 
: 

-0.533 -0.522 -0.523 

-0.047 -0.133 -0.130 -0.130 
0.205 0.573 0.562 0.563 

-0.069 -0.191 -0.187 -0.187 

-0.304 -0.848 -0.835 -0.837 
-0.207 -0.577 -0.566 -0.566 

-0.097 -0.270 -0.264 -0.264 
-0.211 -0.589 -0.578 -0.575 

-0.240 -0.673 -0.660 -0.657 

-0.176 -0.496 -0.486 -0.482 
0.469 1.338 1.331 1.346 

0.189 0.570 0.558 0.558 

-0.295 -0.890 -0.877 -0.876 

-0.089 
' 

-0.271 -0.265 -0.264 
0.267 1.154 1.141 0.891 

-0.080 -1.517 -1.521 -4.333 
0.300 1.582 1.588 1.533 

-0.354 -1.273 -1.267 -1.269 
0.080 0.371 0.366 1.541 

0.147 0.488 0.478 0.546 

0.110 0.341 0.333 0.333 

0.170 0.511 0.500 0.564 

-0.167 -0.496 -0.486 -0.540 
0.000 0.001 0.001 0.001 

-0.041 -0.115 -0.113 -0.115 
0.072 0.204 0.200 0.202 

-0.736 -2.097 -2.162 -2.169 
-0.143 -0.416 -0.407 -0.409 

-0.393 -1.151 -1.142 -1.150 
1.499 4.555 4.357 4.550 

-0.470 -1.738 -1.756 -1.820 

-0.2,13 -0.991 -0.979 -1.033 
0.275 0.992 0.980 1.068 

0.141 0.524 0.513 0.551 

-0.181 -0.716 -0.704 -0.781 
0.000 0.012 0.012 0.001 

L. cvcragc I: mpiricu 

Influence Influence 

Influence 

T1iL, 7-1i1, TSI, JKt 

0,731 0.002 0.048 0.80280 

0.194 0.010 0.015 0.00455 

0.146 0.001 0.002 0.000-1-1 

0.125 0.001 0.001 0.00017 

0.105 0.139 0.181 0.02437 

0.099 0.004 0.005 0.00055 

0.099 0.000 0.000 0.00003 

0.085 0.004 0.005 0.00045 

0.081 0.000 0.000 0.00004 

0.081 0.007 0.009 0.00081 

0.080 0.003 0.004 0.00038 

0.076 0.001 0.001 0.00007 

0.076 0.003 0.004 0.00040 

0.080 0.005 0.005 0.00062 

0.087 0.003 0.003 0.00044 

0.100 0.022 0.043 0.00463 

0.189 0.007 0.012 0.00329 

0.190 0.017 0.031 0.01040 

0.220 0.002 0.003 0.00108 

0.423 0.030 0.167 2.22279 

0.972 0.006 3.827 1.70860 

0.734 0.066 0.638 1.07132 

0.424 0.053 0.18> 0.36885 

0.646 0.004 0.616 0.05782 

0.289 0.006 0.032 0.00893 

0.226 0.003 0.005 0.00205 

0.183 0.005 0.027 0.00389 

0.163 0.005 0.021 0.00181 

0.137 0.000 0.000 0.00000 

0.100 0.000 0.000 0-00003 

0.100 0.001 0.001 0.00010 

0.101 0.055 0.079 0.01396 

0.141 0.003 0.004 0.00092 

0.149 0.023 0.036 0.00815 

0.209 0.469 3.726 0.02726 

0.326 0.072 0.349 0.29750 

0.566 0.033 0.190 0.36879 

0.430 0.033 0.129 0.09620 

0.474 0.009 0.047 0.06776 

0.539 0.018 0.123 0.25931 

0.999 0.000 0.000 1.65896 

(2.0) (2.0) (2.0) (0.54) (0.06) (0.51) 

Table 5-4: The table shows the results for the five hidden unit network. The first five 

columns show the observation number, x-value, v-value, model prediction, and the 

residual. The remaining columns show the various neural diagnostics: internal Studentized 

residuals, external Studentized residuals, Studentized predicted residuals, total empirical 
leverage, total empirical influence, jack-knife influence, sample influence. The four 

contaminated data points are highlighted in the first five columns. The shading in the 

remaining columns shows, represents the data points highlighted by the various 
diagnostics (values greater than the critical values shown in brackets Q). 
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The simple example demonstrates how, when applied simultaneously, the diagnostics 

proposed (standardised residual, influence and leverage metrics), help diagnose all types 

of unusual data points in the data set (output/input space outliers), as well as general 

over-parameterisation. 

5.8 Summary 

The goals of this chapter were to provide an array of diagnostics Ihr neural models, that 

identify ill-conditioned data in the empirical sample. The diagnostics developed identify 

both input space and output space outliers. 

Description l Ise 

Leverage diagnostics: 

Influential 
(S; S; ) 

Observations 

Over-Parameterisation 

Influence diagnostics: 

(EIF, EIF, ) Input space Outliers 

Output space Outliers 

(V0Y(Y"X, 6(/))), (V, V )R (Y X O(") 'V0 R (Y X Bui) 
J 

Residual diagnostics: 

ý. ý. yr Output space Outliers 

Although the theoretical distributions of the diagnostics are unknown, the heuristic 

interpretation of the metrics will be of great practical value. The most effiective 

diagnostic procedure for ill-conditioned data will be derived from a combination of the 

perturbation methods described above. 

For many modelling methodologies the estimated function has a transparent relationship 

with the data, and understanding the fitted model is straightforward. For complex non- 
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parametric models, and especially neural networks, the construction of a fitted model is 

somewhat of a mystery, and neural networks have often been term "black boxes". The 

final model is the product of the model specification and the trajectory of the iterative 

non-linear learning process. Detailed analysis of the distribution of leverage across the 

data points sheds light on both the dynamics of learning and the composition of the final 

model. 

The general criticism of outlier diagnostics are that they rely upon a model that is 

acknowledged to be misspecified. That is, the diagnostics and tests for ill-conditioned 

data points are derived from models which are possibly corrupted. The application of 

hypothesis tests can therefore give spurious results. 

Also, diagnostics can be ineffectual in the presence of multiple outliers. The effect of 

severe outliers can mask the presence of other ill-conditioned data. Clusters of outliers 

are specifically difficult to identify. The corruption due to outliers and leverage points 

can be spread over several data points which can cause "good" data points to be 

highlighted as outliers. 

These problems can be alleviated if the diagnostics are applied to robustly estimated 

models. The diagnostics we have developed are generally applicable to a wide range of 

neural model specifications, including the robust and regularised models. 

The diagnostics described form a complementary set of tools, from which inferences 

can be drawn on the appropriateness of the model formulation and estimation phases. If 

ill-conditioned data is identified and the estimated model has been corrupted then 

through critical review of the modelling assumptions a more appropriate (i. e. robust) 

model formulation can be devised. In the next chapter robust neural model 

specifications are introduced for regression estimators, and in Chapter 8 robust time 

series estimators are introduced. The procedures developed are robust to both input 

space and output space outliers. 
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6. Robust Neural Regression Estimation 

In the previous chapter several diagnostic tools were presented that identify outliers and 
leverage points in the empirical sample. Ideally, one would like to be able to investigate 

each spurious data point and determine the physical cause of its presence (recording 

error, contamination etc. ). If the data point can be shown to be a complete aberration 

then it should be removed from the modelling process. Often it is difficult to identify the 

cause of the unusual data point, especially when the data generating process is not well 

understood. Also, the task can be laborious when the ý data sets are large and high- 

dimensional. Simply removing the identified data points may be detrimental to the 

efficiency and accuracy of the estimation procedure; -however, leaving them in the 

model may result in poor estimation. 

In this chapter we address the problem, of robust estimation for neural networks. The 

results presented follow from the theoretical foundation of robustness developed by 

Huber and Hampel. The estimators developed generalise the methodologies described in 

Chapter 3 to the setting of neural modelling. The topics of the robust estimation and 

non-parametric estimation have often been viewed as being closely related, although the 

nature of the link is not well understood. Non-parametric estimation can be viewed as 
insurance against misspecification of the 'functional form of the regressor. Robust 

- estimation can be viewed as insurance against misspecification of the error function. 

Non-parametric estimation trades off bias against variance in order to remove 

parametric assumptions. Similarly, robust estimation to the presence of outliers trades 

off higher asymptotic variance against the level of insurance. 

A robust estimator would ideally afford protection against the -presence of outliers and 

leverage points in the data. The robust estimators should perform well in 

uncontaminated data sets and their performance should degrade gracefully with the level 

of contamination. 
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The main approaches to robustness are derived from the definitions of Huber (minimax 

asymptotic variance) and Hampel (gross error sensitivity, breakdown sensitivity, 

variance sensitivity). The definitions of robustness lead to the construction of different 

robust estimators. The novel methodologies that we present here take the form of 
Huber's M-estimators. The methodologies presented are robust to ill-conditioned data in 

the input and output space and the level of robustness they provide can be tuned to the 
level of contamination. 

This chapter introduces several robust regression models. The first set of regression 

estimators take the form of M-estimators which offer robustness to large residuals. Both 

Huber and Hampel estimators are developed. The second set of regression estimators are 

generalisations of Schweppe and Mallows type GM-estimators, which down-weight 

high leverage observations. In the context of flexible models, leverage down-weighting 

can be viewed as regularisation penalising over-fitting to observations and producing 

equi-leverage design. 

The robust methods for regression estimation are demonstrated on artificial data sets. In 

addition to a simple illustration, Monte Carlo experiments are conducted to demonstrate 

the robustness properties of the estimators to both outliers and leverages contamination. 

6.1 Neural Regression Estimation 

The goal of robust estimation is to limit the effect of gross outliers on the estimated 

model and enable the model to represent the majority of the data. The robustness of an 

estimator can be defined by its asymptotic properties. The robustness characteristics are 
described with respect to the asymptotic influence of individual data points, the break- 

down fraction of contamination and the asymptotic variance of the estimator. As shown 
in Chapter 3 estimators can be produced which are optimal with respect to a given 

robustness criterion and an assumed contamination process. The price paid for the 

robust insurance is a drop in the asymptotic efficiency of the estimator. At the true 

(uncontaminated) distribution the maximum likelihood estimator will have lower 

asymptotic variance than the robust estimators. However, for even slight aberrations in 

the assumed distribution the maximum likelihood estimator will be significantly 
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distorted, whereas the robust estimator will be largely unaffected. Recall, the influence 

function for least squares neural network is given by 

IF(Y) = V05 (Y', x', O)'E[VVR(Y, X, O)] lV j(y, x, O) r (6.1) 

and itsasymptotic variance is given by the expected squared influence function 

var(9) = VJ'E[VOVOR]_'(f r2VjVj'. dF(Z))E[vovoR]_IVJ (6.2) 

which is similar in form to the sandwich estimator of variance (see Appendix 1.4). 

When the residuals follow a Gaussian distribution the model is the maximum likelihood 

estimator. However, when the data is contaminated the estimator will perform poorly. In 

this chapter we consider the following contamination process 

y(x, ) = g(x,; o)+c, (6.3) 

where g represents the expectation of the conditional distribution p(ylx). The distribution 

of both x and c are contaminated. The input space distribution,. p(x) is drawn from a 

mixture of distributions (p(x)- (1-4 )N(0, a=2) + N(0, ßx2)), and c the stochastic 

component is drawn from a mixture of distributions, (p(c)- (1-4 )N(0, as) + 4N(0, a�Z)). 

For flexible models it is useful to examine robustness through a physical analogy. The 

neural model can be thought of as a flexible surface, with each data point exerting a 

force on it. The force of each point is related to-the distance from the surface via the 

error function. 

v 

For least squares the force is proportional to the squared distance. The estimated surface 

represents the equilibrium of the forces, that is the lowest energy state of the system 

(minimum error). The flexibility of the surface is limited by the complexity of the model 
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(number of degrees of freedom). Optimally, the degrees of freedom of the surface would 
be allocated to "model the majority of the data". Output space outliers will dominate the 

equilibrium within "their locality". Whereas input space outliers exert the only force on 
the surface in their locality and will dominate degrees of freedom which should be used 
to model the majority of the data. In this context a robust model will limit the forces of 
individual points and not allow any point to have a disproportionate amount of the 
degrees of freedom. The M-estimators we present limit the maximum force of any point, 

and the GM-estimators down-weight data points which have large influence. 

6.2 M-Estimators for Neural Networks 

M-estimators are generalised maximum likelihood estimators. For M-estimators the link 

between the true distribution of the noise and their score function is broken 

(p(r) * ln(fT) and yV (r) * fT'/fT). Instead of minimising the derivative of the log- 

likelihood, we chose a score function which is qualitatively robust. The error functions 

are defined by 

Rn = p(r, ) 

i=1 
(6.4) 

where the p function is chosen to down-weight large residuals as described in Chapter 3. 

The influence function for neural M-estimator is given by 

IF(Y) = Ve$(Y', x', 6)'E[VVR(Y, X, O)]-' oey(y, x, O)1V (r) (6.5) 

where the expect Hessian of the network is 

E[VOVOR]-' = J(w'(r)V05'V0v'+W(r)2VoVey). dF(Z) (6.6) 

The asymptotic variance is given by the expected squared influence function 

var(Y) = VOP'E[V0V0R]-1 (ry (r)2V0$VJ'. dF(Z))E[V0V0R]-'VJ (6.7) 

The impact of large residuals is determined by the functional form of Y. By bounding 

the score function, yi, we make the neural model bias robust to output space outliers. For 

fixed basis functions the derivative of the fitted function (De y(y, x, 9)) is also bounded 

(see Chapter 4). Therefore, the overall influence function of the neural networks is 
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bounded robust to input and output space. However, when the basis functions are 

estimated from the data, input space outliers can still have unbounded influence. 

6.2.1 Huber and Hampel estimators 

The choice of score function will depend on the robustness qualities desired. Any of the 

possibilities mentioned in Chapter 3 can be applied. In this thesis we shall only examine 

the properties of the Huber and Hampel functions which are defined as 

Ir forr <c 
Huber: w (r) =c for r>c 

(6.8) 

r05 Irk 5a 

asign(r) a5 Irk 5b 

Hampel: yi (r) = 
arc-Irllsign(r) a5 Irl 5c 

(6.9) 
ILC-bJ 

0 c5Irl 

The Huber distribution is similar to a normal distribution within c and an exponential 

distribution outside c. Three part re-descending M-estimator embodies outlier rejection, 

as any residuals outside the interval [-c, c) have no influence on the estimated model. For 

simple location estimators the optimality of these estimators can be shown in terms of 

their minimax variance and there break-down efficiency. Ideally, we would like to show 

the optimal score functions for the case of neural networks. For neural networks such 

derivations become intractable, however the two estimators are qualitatively robust as 

there influence function will be bounded in r. 

The main distinction between different M-estimators is whether or not they trim 

extreme points. For Huber's function all residuals influence the estimated regressor, 

whereas for redescending estimator (Hampel and Tukey etc. ) the influence of very 

extreme outliers tends to zero. 

The M-estimators rely upon the choice of tuning parameter (e. g. Huber's c, or Hampel's 

a, b, c). The choice of tuning parameter relates the relative robustness offered by the 

estimator and should be linked to the assumed level of contamination. In general, the 

more robustness obtained the lower the efficiency of the estimator. Re-descending 
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functions are obviously advantageous if outliers are purely contamination and contain 

no relevant information on the estimation process. However, when valid data points are 

trimmed then information is lost, and the estimators break less accurate. 

The down-weighting function, p, is dependent on the scale of the residuals, therefore the 

M-estimators are more commonly defined by 

n 
Rn =P (r! l6 ) 

r=ý 
(6.10) 

where ä is estimate of the residual standard deviation. The estimate of standard 

deviation must be robust to the presence of outliers. The most common suggestion for a 

robust estimate of residual scale is given by the median absolute deviation (MAD), 

ä =1.483 MAD(r)=1.483 med{lr, -med(rf)j} . 

6.2.2 Parameter estimation 

For neural networks the estimation of robust models does not incur any extra 

computational overhead as the estimation of parameters is already iterative. The optimal 

parameters for a given empirical sample are given by 

6= arg min Rn (A) =Zp (r, /6); AeO where 0c 93 ' (6.11) 
0 J. 1 

The robust cost function can be applied in conjunction with the various complexity 

penalisation methodologies previously described. The model's parameters can be 

iteratively estimated by any of the methods presented in Chapter 2. For robust back- 

propagation the parameter update function is given by 

0 ,+_01-, j VR' (O' ) (6.12) 
where 0' is the parameter estimate at iteration t. The robust cost functions are dependent 

on the scale of the residuals which is also iteratively updated. The cost function R' for 

M-estimators is given by 

OR' (9') _ ýVJ (r, ̀ /6 ') ai 

,., ao 
(6.13) 
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where r' are the estimated residuals at iteration t, and d', is the robust estimate of 

residual standard deviation at iteration t. 

At the start of the estimation process the neural model, initialised with small random 

parameters, represents a random linear plane, and the model's residuals will be large. 

The largest residuals may not correspond to outliers but unmapped non-linearities. For 

the Huber function all residuals will influence; the error function, whereas the Hampel 

function will trim the largest residuals. Once the residuals leave the summation'they 

might never re-enter and so remain unfitted. Estimation using the Hampel function is 

therefore susceptible to converging to local minima, where good data points remain 

unfitted. To overcome this problem trimming can be applied once an initial fit has been 

attained or alternatively more sophisticated estimation procedures can be applied which 

are more resilient to the local minima, (Vankeerberghen, et al (1995)). 

The estimators defined above are robust to the presence of outliers, but they still remain 

susceptible to the presence of leverage points within -the empirical sample. In the 

following section we demonstrate how GM-estimators can be applied within neural 

estimation to provide both outlier and leverage robustness. 

6.3 GM-Estimators for Neural Networks 

For GM-estimation in addition to bounding the residual influence, a weighting function 

is applied to limit the impact of input space outliers. The error function for GM- 

estimator is given by 

n 

Rn = ýti(r�xj) (6.14) 

and depends on the observations residual and input space location. The influence 

function for the neural network estimator is given by 

IF(y) =V J(y', x', 6)'E[VVR(y, X, O)]-' VJ(y, x, O) rl(r, x) (6.15) 

where 1(r, x) , is the derivative of the r (r, x) with respect to the residuals. The expect 

Hessian of the network is 
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E[DeVOR] = 
Jýýl'(rýX)DeYDeY' +ýl(rýX)2Oevey). dF(Z) (6.16) 

The asymptotic variance is given by the expected squared influence function 

var(y)=VJ'E[VOVOR]-'( 
jTl(r, 

X)2V95V0. v'. dF(Z))E[V0V0R]-I V0 (6.17) 

By allowing the score function to depend on x, GM-estimators can be made robust to 

unusual input space observations. The choice of ri (r, x) will depend upon the desired 

robustness characteristics. In general il (r, x) will be bounded in both r and x. For M- 

estimators the score function is related to the assumed contaminated distribution of the 

residuals. Generally, no assumptions can be made about the distribution of the input 

space p(x), and so il (r, x) is usually related to the empirical sample. 

For linear regression models, the occurrence of one corrupting leverage point can 

dramatically distort fitted function. As shown in Chapter 3, GM-estimators for linear 

regression are defined by 

(r, /(ä v(x, )))w(x, )x, =0 (6.18) 

where w(x) and v(x) are general weighting functions which are dependent upon the 

position of the data point in input space, and yf can be any of the M-estimators 

previously detailed. The weighting function v(x) is within the score function yf and is a 

weighting on the standard deviation of residuals, whereas w(x) is outside w and down- 

weights the size of r. For linear regression the down-weighting of leverage points can be 

achieved using the hat matrix (H). The main suggestions for the weighting functions 

are, 

Schweppe weighting: w(x, ) = v(x, ) = (1-h11)'n, which corresponds to an M-estimator on 

the standardised residual, (Handschin et al (1975)). 

Mallows weighting: w(x) = (1-h; j)'n and v(x, ) = 1, which down-weights points 

regardless of the magnitude of their residuals, (Mallows (1975)). 

Welsch weighting: w1 (x) = v(x) = (1- h�)/h�'12 which is motivated from a 

standardised deletion leverage measure (DFITS Welsch (1980)). 
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For linear models, there is a direct relationship between the position of the data and the 

leverage. The weighting scheme therefore relates to the input space position of each data 

point. For non-robust models, as h;; -- I the estimated model fits the observed data 

exactly, y, -> y,. Down-weighting each data point by its leverage will prevent severe 

leverage points from corrupting the entire model. 

As we already shown, the functional form of neural networks does afford some 

protection against input space outliers as, asymptotically, the influence function is only 

unbounded for data points perpendicular to the basis function directions. However, in 

finite samples leverage points can be a severe problem. Clearly, it is undesirable to 

allow any point to completely dominate the fitted function at its location (y, --* y, ). So, 

by analogy with linear regression we can penalise the data points with large leverage. 

The GM-estimator for neural models will therefore down-weight data points which 

correspond to high variance as well as unusual observations in input space. 

6.3.1 Mallows and Schweppe estimators 

GM-estimators for neural models can be motivated from similar arguments expressed 

for linear regression. The formulation of GM-estimators is more complex as v and w are 

no longer simple functions of x, but are dependent on the estimated model. 

Schweppe weighting: w(x;, O) = v(x,, O) = (1-2s,, + (SS'),, )" , 

6=argmin Rn(6)=I: (1-2s;, +(SS')1; )p(r, /ä(1-2s�+(SS')�)'/2) (6.19) 

This is equivalent to M-estimation on the internal Studentized residuals. Whilst the 

Schweppe estimator will more severely down-weight influential observations with large 

residuals, it is does not directly address the problem of high leverage. Even after 

filtering, data points far from the centre of the data will still have a high influence on the 

model. 

Mallows weighting: w(x;; A)= (1- (SS');; )'h'2 , v(x�6) =I 
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6= arg min R� (0) _E (1- (SS' );; ) p (r /ä) (6.20) 
01 

where w(x, O) =I- (the leverage of the rye data point). The weights of each point are 
proportional to one minus the number of degrees of freedom of the fitted value in the 

model. 

Welsch weighting: for neural models the Welsch's GM-estimator is problematic to 

calculate as iterative methods must be employed to estimate the deletion leverage in 

neural models. 

6.3.2 Parameter estimation 

The main difference between the GM-estimators for neural models and linear regression 
is the dependence of the weightings (w(. ), v(. )) on the fitted function. The optimal 

parameters of a network for a given empirical sample are given by 

arg min 0=0 {R� (w(x, O), v(x, O), O): O E®} where 0c 91' (6.21) 

Dependence of the weightings on 0 complicates the estimation of the model's 

parameters. To minimise R� with respect to the parameters requires the calculation of the 

derivative of the influence matrix with respect to the parameters 

a so _a 
(p0Y(Y, X, 0))'(VOV )R; '(V0v; )R,, (y, x, 0))j (6.22) 

a ©k a ek 
The calculation of the derivative involves second-order terms and is computationally 

expensive to compute. Alternatively, an iterative estimation methodology can be 

employed. For a given set of weights (w(. )� v(. )) the parameters of the model, 0, are 
iteratively updated minimising the error function R�(w(. )� v(. ),; 0 ). At regular intervals 

during the estimation process the weighting are re-estimated (w(. ), +,, v(. ), +, ), and 
learning continued. As the process is repeated, the weighting functions adapt to the 

given empirical data and model flexibility. The weights tend to rapidly converge, 

producing a more even distribution of the degrees of freedom across the sample. 

Although no theoretical proofs for convergence are given, the empirical results indicate 

that the estimation procedure is very stable. 
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For linear regression, the estimation is of the parameters is also performed iteratively. 

The iterative weighting methodology we employ is similar to a commonly applied 

procedure from linear regression (Wilcox(1996)). The iterative scheme is initialised 

using a least squares estimates of the parameters 

Specify Initial Model 

" ................... .............................. 
Influence Matrix F S(wirvae) 

Down-Weight Residuals: 
Calculate robust estimate of residual variance 

=med(Ir, - med(r, )I) 
Calculate weighting functions 

Schweppe w, +,, v, +, 
Mallows w, +, 

Estimate Model Parameter 
Arg minR�(w, +,, v ,, 

O, 
+, ) 

Check Convergence 

.................................................. 

Robust GM-Estimator 

Figure 6-1: Shows the iterative algorithm for estimation of the GM-estimators. For a given 
set of weights (w(. )t, v(. )t) the parameters of the models are estimated minimizing the error 
function Ro(w(. )t, v(. )t; O c). A new set of weights are calculated (w(. )t+1, v(. )t+i) and the 
process repeated until convergence is reached. 

For a given network complexity, the iterative algorithm down-weights high leverage 

data points, which re-distributes the degrees of freedom across the empirical data set. 

The GM-estimator can be viewed in the context of regularisation. The aim of 

regularisation is to constrain/bias the estimation procedure away from overly complex 

solutions. Regularisation is generally achieved by adding a complexity penalisation term 

to the error function 

M 

R� =E(Y, -Y, )2+X S2 (6.23) 
, _1 
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The complexity penalisation term can take many forms (e. g. weight decay flocEw; 2 or 

Tikhonov regulariser f2 oc E(ö 'y/a x') 2 ). Weight decay down-weights large 

parameters effectively removing degrees of freedom from the model. The Tikhonov 

regulariser does not directly remove degrees of freedom, rather it biases the solution 

away from models with high curvature. 

Regularisation, in general, attempts to remove degrees of freedom and reduce the global 

level of model variance. GM-estimators influence the distribution of degrees of freedom 

within the model and attempt to equalise model variance locally. 

The error function for the Mallows type GM-estimator with mean squared error function 

w can be written as 

n 

Rn = 
((y, 

-Yr)2 -(SS'), º(Y, -Y, )2) (6.24) 

where the second term is a point-wise regulariser. The error function does not penalise 

the total number of degrees of freedom, rather it simply down-weights residuals that 

dominate disproportionate degrees of freedom. The estimator therefore attempts to 

evenly spread the available degrees of freedom, biasing the model away from over- 

fitting individual data points. In effect the estimator attempts to prevent single data 

points producing high curvature in the estimate surface. 

6.4 Efficiency and Asymptotic Variance 

The robust estimators defined above provide robustness via bounding the influence 

function of the neural model, with respect to output space outliers (M-estimator), and 

input space outliers (GM-estimators). The obvious question is which estimators are 

"most" robust and at what "price" is the robustness gained. In this thesis we define the 

price paid for robustness by the "absolute efficiency" of the estimator and the robustness 

obtained by the "relative efficiency", described below. 

By standard results, the parameters of the maximum likelihood estimator are 

asymptotically normal, with mean 0 and variance equal to the inverse Fisher 
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information, J(F')'', where F' is the uncontaminated distribution and the Fisher 

information is given by 

J(F*) = 
Jý (1n(fe. (z))). dF* (Z) (6.25) 

The maximum likelihood estimator is asymptotically efficient. Any robust estimator 

will have greater variance at the true distribution. As Hampel et al (1986 p86), show the 

variance of a general estimator is given by the square of its influence function 

(IF(z, O, F* ))Z , which using the Cauchy-Schwartz inequality, derives the Cramer-Rao 

inequality 

V(O, F) = 
j(IF(z, 0, F'))2. dF'(Z)>_ 

J(F. ) 
(6.26) 

The variance of any estimator will be greater than or equal to the maximum likelihood 

estimator, where the equality only holds if and only if the influence function is 

proportional to the derivative of log-likelihood. The absolute efficiency of a robust 

estimator is given by the ratio of the asymptotic variance of the maximum likelihood 

estimator to its asymptotic variance, evaluated over the uncontaminated distribution 

Absolute Efficiency = J(n-'l V(O, F) (6.27) 

The variance of the robust estimator will be greater than the maximum likelihood 

estimator for the uncontaminated distribution as they do not fully utilise all the valid 

observations in producing the parameter estimate. The robust estimators will still be 

unbiased but by trimming/down-weighting good data points in the sample the estimator 
becomes less accurate. The loss in efficiency is the price paid of the robustness. For a 
fair comparison only models with the same absolute efficiency should be compared. 

In contaminated distributions the situation is reversed. If the data being down-weighted 

is due contamination of the distribution, then the robust model accuracy will be greater 

than the maximum likelihood estimator. Clearly, the accuracy of the robust estimator 

and the maximum likelihood estimator will depend on the type of contamination 

(outliers/leverage), the level of contamination (% outliers), and the severity of 

contamination (variance of contamination process). To analyse the properties of the 

robust models we examine their relative efficiency to different contamination processes. 

The relative efficiency of a robust estimator is given by the ratio of the asymptotic 
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variance of' the least squares estimator to its asymptotic variance, evaluated over the 

contaminated distribution, F, 

Re/a/ire Eljirienry = V(O(,,.,, F)/V(0/ý�n 
, 
F) (6.28) 

The least squares estimator provides a benchmark for comparing the qualities of the 

other estimators. For contaminated data sets the least squares estimator will have high 

variance, whereas robust estimator should be low. Ideally the relative efficiency of the 

estimators should he high for different types, levels and severity of contamination. 

For simple estimators (i. e. location estimators) the absolute efficiency can be derived 

analytically. For complex non-linear multi-parameter estimators analytical methods 

become intractable and empirical methods must be employed. An estimator's level of 

efficiency (absolute and relative) is determined by the score function, the weighting 

functions, the value of the tuning parameters, and the estimator for residual variance 

(%I/ (I., /((s t'(x, )))ww'(x, ) ). 

tit 

%; /(ý` v) 

II luhcr Score Function 

Wy) 

V_\-* 

huuhc 

IHampe) Score Function 

Figure 6-'l : The efficiency of the robust estimators is dependent upon the scaled residual 

v), the weighting function 1t', the shape of the score function and the tuning 

parameters. 

For small values of' the tuning parameter, the estimators will down-weight/trim many 

points from the sample and will be inefficient in uncontaminated data, but highly robust. 

As the tuning parameters tend to infinity then the score function behaves as the 

maximum likelihood estimator and the absolute efficiency will tend to 1, and the robust 

properties are lost. 
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The model variance is related to the flexibility of the model and the number of data 

points conditioning the fitted function. Simplistically, the model variance is related to 

the number of data points (n) and the number of model parameters (m). For robust 

estimators we are effectively decreasing n by trimming and down-weighting data points, 

therefore increasing the model variance. As we have described in Chapter 5, "for a non- 
linear model the degrees of freedom are given by the asymptotic model variance. 

Therefore, comparing estimators with the same absolute efficiency is equivalent to 

requiring the models have the same effective degrees of freedom. 

In the -following section we investigate both the absolute efficiency and relative 

efficiency of the robust estimators. Conventional neural estimation techniques are 

shown to be severely corrupted by the presence of outliers and leverages in the data set. 

Standard M-estimators are robust to output space outliers, however, suffer when 

leverages occur. The robust GM-estimators provide robustness to both types of ill- 

conditioned data. 

6.5 Empirical Analysis 

In this section we investigate, the empirical properties of the various estimators. The 

empirical investigation is split into two sections. The first section describes an 
illustrative example and details the qualitative features of the various estimators. The 

second section provides a more thorough Monte Carlo analysis of the estimators 

properties and shows the comparative robustness of the proposed estimators. The neural 

model were estimated using the APS neural simulator. 

6.5.1 Experimental -set-up 

The following example is a simple illustration of the robust methodologies. The 

example investigates the case of outlier and leverage contamination and the impact of 

model complexity on robust estimation. The first set of simulations demonstrate the 

robustness properties of the estimators for outlier contamination. The second set of 

simulations examines the properties for both outlier and leverage contamination. The 

following estimators were investigated: 
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" Non-robust MSE cost function. 

" Standard I Zuber function (yr, (r/a), c=1.25). 

" Standard llampel re-descending function (W,. b, C(r/a), a=1.55, b=2.35, c=4.65). 

" Mallows type GM-estimator using a Huber function (w(0)y, (r/a), c=1.80). 

" Schweppe type GM-estimator using a Huber function (w(0)yr, (r/v(0)a), c=2.00). 

The GM-estimators can use any of the score functions y described previously. In this 

thesis we only investigate the use of Huber functions. The choice of tuning parameters 

arc set to provide the same level of efficiency (see section 6.4.5). 

The data generating function is again the simple non-linear function shown in the 

prcvious chaptcrs 

y, = 5(1/(1+e"(l+3 )+ 1/(1+e'(0.2'`'ß))+E, + , v, (6.29) 

where x is sampled from a Normal distribution N(0,1), and the noise c is i. i. d. drawn 

from N(0,0.2). The random occurrence outliers is represented by 4v where v is. i. i. d. 

N(0,1.0) and 4 is a Bernoulli random number with probabilityp(4 = 1) = 0.05. The input 

space outliers are represented by having x drawn from a mixture of distributions (p(x)- 

(1-4 )N(0,1) + 4N(0,2)). To demonstrate the effect of model complexity two sets of 

models arc estimated from the data. The first set of models contained two hidden units 

and the second set contained five hidden units. 

6.5.2 A simple illustration of the robust estimators 

The first data set has no corrupting leverage points, and only contains output space 

outliers. The estimated functions for the smaller networks are shown in Figure 6-3. The 

networks have just sufficient degrees of freedom to approximate the generating process 

(m=6). The MSE estimator is most seriously distorted by the presence of outliers. Each 

of the robust estimators down-weight the impact of the large outliers. As the Huber 

function does not completely remove the influence of outlying points, the model is still 

corrupted by the outliers. The Huber function and the generalised Huber estimators 

behave in very similar ways. The llampcl function effectively removes extreme outliers 

from the model and is the least corrupted of all the estimators. 
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For the over-parameterised models (Figure 6-4), the outliers locally distort all the 

models, except for the Hampel based estimator. With the extra degrees of freedom the 

model is capable of over-fitting the empirical sample. 

8.5 
,- -r `o -- 

O Y+e 
8 True Function 

NN(2) 
7'5 

------ NN(2) Huber 

- NN(2) Hampe) 
O 7 

NN(2) Mallau 
O0 

6.5 NN(2) Schweppe 
OO 

-` öp ,-O 

ÖoOQ 

5.5 O 
0 

5 (0; 

45 0 

A 

-1.5 -1 -0.5 0 0.5 1 1.5 2 25 3 

Figure 6-3: Five models are shown each consisting of two hidden units. The additive output 
space outliers are indicated by circles, (0). The white line indicates the true fitted function. 
The MSE estimator is most seriously distorted by the presence of the outliers. The Huber 
function and the generalised estimators based on it behave in very similar ways. As the 
Huber function does not trim the influence of outlying points the model is still corrupted by 

the outliers. The Hampel function is the least corrupted of all the estimators. 
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Figure 6-4: Five models are shown each consisting of five hidden units. The models now 
have more degrees of freedom than the data generating function. As can be seen the 

models tends to be more severely corrupted, being locally distorted about the outliers. 
Again the Huber based estimators behave similarly, and Hamnpel function produces the 

superior estimate. 
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.I he true error of the Models is given 'Fahle 6-1 (below). The generalisation error for the 

over-haranmeterised models is larger than the small models due to over-fitting. 

MSI Iluber Hampel Mallows Schweppe 

(1.00) (1.4,2.2,4.2) (1.80) (2.00) 

NN(2) 1.507 0.383 0.084 0.131 0.111 

NN(5) 4.696 0.677 0.399 0.488 0.466 

Table 6-1: Shows the Irin, error for the various models (that is the difference between the 

a(. lual function and vstünated model). The error measures the discrepancy between the 

tram data g('neratiii function and the estimated model. 

the Mtil? estimator pcrlürms very poorly Ior both models specifications, and all the of 

the robust estimators provide a significant improvement. The Mallows and Schweppe 

estimators perlorm slightly better than the standard I tuber function. 

'I he additive outliers in the previous example occur in the centre of the data and are 

output space outliers. Input space outliers are added to the model. Corrupting leverage 

points correspond to the simultaneous corruption of both input space and output space 

observations. The data set shown below is an example of a corrupting leverage point 

which is liar fronen any other data, and its Y-value is significantly distorted. Figure 6-5 and 

Figure 6-6 show the models fitted with two and five hidden units respectively, and their 

generalisation errors are given in Table 6-2. 
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Figur 6-il: A single input space outlier is now present in the data set (3,6.5). Five models 

are shown each consisting of two hidden units. The input space outlier severely distorts the 

osticnatc'v based nn MSE, IIober and H: npel error functions across a broad region of the 

func"liun, whilst Ihi' Schweppe and Mallows type estimators tend to ignore its influence. 
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The input space outlier dominates a significant proportion of the available degrees of 

freedom. For the small networks, this results in significant distortion across a broad 

region of the estimated function. The more global the fit of the model the greater the 

impact of leverage points. As would be expected, the Schweppc and Mallows estimators 

are not as significantly affected by the presence of the leverage point. 
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Figure 6-6 : Five models are shown each consisting of five hidden units. Again, the input 

space outlier severely distorts the estimates based on MSE, Huber and Hampel error 
functions. As the models are more flexible the impact of the input space outlier is localised. 
The Schweppe estimator where as the Mallow type estimators down-weights purely on 
leverage and so again ignores the outlier 

Figure 6-6 shows the effect of over-parameteri sat i on, with the models locally over- 

fitting the large residuals. The Schweppe and Mallows estimator are no longer identical. 

The Schweppe estimator is a Huber M-estimator on the Studentized residuals. Large 

Studentized residuals will still have some impact on the fitted function and given 

sufficient degrees of freedom the model will tend to over-fit them. The Mallows 

estimator down-weights according to leverage. Therefore, even with the increased 

degrees of freedom, the Mallows estimator still removes the influence of the leverage 

point. 

MSE Huber Hampel Mallows Schweppe 

(1.00) (1.4,2.1,4.0) (1.80) (2.00) 

NN(2) 2.692 0.845 0.359 0.219 0.433 

NN(5) 6.061 2.125 1.867 0.579 1.876 

Table 6-2 : Shows the empirical estimate of generalisation error for the various models. 
The error measures the discrepancy between the true data generating function and the 

estimated model. 
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Table 6-2 shows the generalisation errors for the estimated models. Again, the increase 

in model complexity tends to increase the overall error (model variance). The Mallows 

estimator clearly produces the best estimate of the function when the data set is 

corrupted by leverage points and outliers. By down-weighting leverage the estimator 

attempts to prevent high curvature in the fitted function at the edge of the data set. 

It is clear that extrapolation in neural models can be highly dangerous, as the fitted 

function is only constrained by the observed data. At the edges of the data the set and 
beyond the fitted functional form of the neural estimators will often be spurious. Whilst 

the leverage robust estimators prevent degrees of freedom (and hence curvature) from 

being entirely dominated by edge points, the problems of extrapolation remain. 
Estimates of model variance/prediction variance do offer some insight into the problem, 
however asymptotic estimates and re-sampling estimates will generally underestimated 

the problem. In high-dimensional data sets the problem of extrapolation becomes more 

severe, and very difficult to identify. 

6.5.3 Monte Carlo analysis 

The simple example in the previous section helped demonstrate the general 

characteristics of the various estimators. Whilst, some authors (Walczak (1995), Liano 

(1996), Wang (1996) etc. ) have applied robust error functions to neural networks their 

analysis has been has been limited to single data sets with arbitrarily chosen tuning 

parameters. However, to fully understand their robustness qualities Monte Carlo 

analysis must be conducted. To be able to make comparisons between the different 

estimators we must ensure that a level playing field is selected. The robustness 

properties of the estimators is determined by the functional form of the score function 

(w) and the weighting functions (w, v). The characteristics of these functions are 

determined by the tuning parameters (Huber c, Hampel a, b, c, etc. ) Varying the tuning 

parameters alters the robustness properties and efficiency of the estimators. For a level 

playing field only estimators with the same absolute efficiency (price of robustness) 

should be compared. 

164 



The Monte Carlo results presented analyses the properties of the estimators controlling 
for several factors; 

" Type and level of contamination: For each estimator we investigate and quantify how 

gracefully the performance degrades to level of contamination. Also, we examine 
how different types of ill-conditioned data influence the parameter estimation (i. e. 

outliers/leverages). 

" Model flexibility: In neural modelling the robustness properties of an estimator are 

related to the flexibility of the model. Highly flexible models will be locally distorted 

whereas constrained specifications will be globally effected. Examining model 

flexibility is crucial to our understanding of neural network robustness. 

From a practical point of view, it would also seem appropriate to investigate how the 

robust estimators fit within the conventional neural modelling methodologies of model. 

selection and model testing. However, such investigations are beyond the scope of our 

analysis. 

6.5.4 Absolute efficiency 

To investigate the absolute efficiency of the estimators, a series of Monte Carlo 

experiments were conducted to estimate their asymptotic variance for a range of tuning 

parameter values. The absolute efficiency compares the maximum likelihood estimators 

variance with that of the four robust estimators: Huber, Hampel, Mallows and 

Schweppe. The Mallows and Schweppe estimators used the'Huber style. score function. 

For the Huber score function there is only one-tuning parameter (c), which was varied 

from 0.25 --* 4.0. As the score functions are applied to standardised residuals (r/a), for 

tuning parameters beyond 4.0, (standard deviations) the estimators converge to the least 

squares estimator. For the Hampel score function there are three parameters (a, b, c). 

The ratio of the parameters were fixed (1.0: 1.5: 3.0) and again the varied from a=0.25 

-- 4. The ratio of the Hampel parameter was chosen from commonly quoted values in 

the literature (Hampel et al (1986)). The Monte Carlo experiments were conducted on 

the function given in Equation (6.29). For Equation (6.29) the maximum likelihood 

estimator for which the Cramer-Rao inequality holds, is a two sigmoidal model, which 

minimises a Gaussian likelihood function. 
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For each estinºdtur and each tuning parameter value, 500 Monte Carlo samples were 

constructed. I lie live types of' estimator were applied to the same sets of randomly 

generated data. Io avoid problems of' local minima, the parameters cal'the network were 

set to reasonable initial estimates of' the true function, From which the final parameter 

cstini; ites were iteratively calculated. The asymptotic estimates of' model variance were 

calculated by integrating the Monte ('a"-lo model variance over the known input 

(Iistrihution (N(U, I )). 

ý, u(t) = 
Jyý 

(J'(x)-. º'k(-x))'/ý(. x)civ (6.30) 
e 

where i,, (. i) is the k" Monte ('ant) model and is the average over all runs. The 

integration is Calculated using numerical methods. Simply calculating the model 

variance at the data points in the empirical sample under estimates the overall 

variability. BY integrating over the input distribution ensures that the extrapolation 

properties of' the estimators is captured. The results of the Monte Carlo runs are depicted 

in Figure 6-7, which shows the absolute efficiency of' the estimators over the of' timing 

paranu"tcr. 
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As the tuning parameters of the robust cost functions becomes large no residuals are 

trimmed and the estimator's the efficiency tends to 1. The Huber function simply limits 

the maximum value of the residuals its efficiency is relatively high. -In contrast, the 
Hampel function completely removes large residuals and has poor efficiency for small 

values of the tuning parameter. Although the Mallows and Schweppe estimator employ 

the Huber score function the additional down-weighting terms result in more valid data 

being ignored for the same value of the tuning parameter, and hence lower efficiency. In 

addition to estimating the model variance the Monte Carlo experiments also gave 

estimates of the model bias, which, as expected, where effectively zero for all estimator. 

To compare the robustness qualities of the estimators we chose tuning parameter values 
for which the estimators have the same efficiency. Choosing a 95% efficiency level we 
determine the following tuning parameters. 

Huber Hampel Mallows Schweppe 

(1.25) (1.55,2.35,4.65) (1.8) (2.0) 

Due to the stochastic nature of the iterative estimation procedures and the limitation of 

the small scale Monte Carlo analysis, the results will have some stochastic elements. 
Also, it should be noted that the empirically estimated parameters maybe to a certain 

extent problem dependent, especially for the Mallows and Schweppe estimators. This is 

because " the model variance is dependent on the functional form - of the regression 

surface, the number of data points as well as the weighting function (v, w) which are 
dependent upon the empirical input space distribution. 

Two sets of experiments were conducted to investigate the relative efficiency of the 

various estimators. The first set of experiments examine the impact of output space 

outliers and the second set of experiments examine both input space and output space 

contamination. The variance of the estimated model will depend on the severity of the 

contamination, the complexity of the model, and the type of score function. The five 

estimators described in this chapter were investigated (MSE, ' Huber, Hampel, Mallows, 

Schweppe). For each estimator, two hidden and five hidden unit networks were 
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estimated. The properties of' he estimators were examined under varying level of 

contamination (I %, 5%, 10% and 20%). The generating function was taken to be (6.29). 

6.5.5 ()oilier contaminated data 

For the first set of' experiments no input space contamination was present. For each 

contamination level 500 Monte Carlo data sets were randomly generated. Each of the 

five estimators were applied to the same data sets. To limit the impact of stochastic 

nature of' parameter estimation, the parameters of the models were initialised to 

reasonable estimates of'true function, and iterative learning applied. 

I1he Monte Carlo results for the outlier contamination of the two hidden unit models are 

shown in Figure 6-8, Figure 6-9, and "Fahle 6-3. Figure 6-8 shows the estimated model 

variance of the estimators plotted against the level of output space outlier 

contamination. Figure 6-9 shows the relative efficiency of the four robust estimators to 

the MSl: estinmator. ! '(()�ýý., /')/! "(Orr, n,,,, "/') 

Comparison of Robust Estimators to Outlier Contamination 
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Fit; iuv. G-H: Model variance of' the two hidden unit estimators for varying levels of 
Output sp1I("e outlier contannination. The presence of outliers dramatically increases the 
VI rI Itil l of the Altil? ý, timator whilst the robust models are only slightly effected. 
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Comparison of Robust Estimators to Outlier Contamination 
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Figure 6-9 : Relative efficiency of the of the two hidden unit estimators for varying 
levels of output space outlier contamination. The relative efficiency begins at 95°ä for 

zero contamination and steadily grows. 

Model Variance 

level Input Space Outlier Contamination 

0% 1% 5% 10% 20°0 

MSE Variance 0.00264 0.00311 0.00505 0.00803 0.01544 

Huber 1.25 0.00280 0.00287 0.00324 0.00372 0.00507 

Ilampel1.55 0.00279 0.00287 0.00320 0.00352 0.00466 

Mallows 1.8 0.00277 0.00281 0.00313 0.00351 0.00463 

Schweppe 2.0 0.00275 0.00280 0.00315 0.00375 0.00502 

Relative Efficiency 0% 1% 5% 10% 20% 

Huber 1.25 0.9443 1.0863 1.5581 2.1565 3.0455 

1-lampel1.55 0.9485 1.0864 1.5795 2.2830 3.3114 

Mallows 1.8 0.9528 1.1090 1.6138 2.2884 3.3329 

Schweppe 2.0 0.9588 1.1118 1.6046 2.1422 3.0753 

Table 6-3: Empirically estimated asymptotic variances of the two hidden unit estimators 
and their relative efficiency for varying levels of output space outher contamination. 

Table 6-3 shows the empirically estimated asymptotic variances of the live estimators 

and their relative efficiency. As we can see the variance of the MSl- estimators 

dramatically increases with the level of contamination. With 20% contamination the 

MSE estimator's variance is approximately six times greater than that of the 
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uncontaminated model. In comparison the variance of the robust estimators remain 

relatively stable. For the I limber estimator, the model variance at 20% contamination is 

less than twice that of the uncontaminated model. Even for even very small the 

contamination levels (less than 1%), the robust estimators out perform the MSE 

estimator. Clearly, the price paid for robustness is quickly rewarded. 

'I'hc relativity elliciency (Figure 6-9) shows the comparative advantage of the robust 

estimators. At zero contamination the robust estimators were chosen to have 95% 

relative efficiency. The relative efficiency of the estimators increase (approximately 

linearly) with the level of' contamination. All the robust estimators perform well and 

oIIer similar levels of' robustness (relative efficiency). The Mallows estimator slightly 

outperforms the other estimators. The Mallows is 10% more efficient than the MSE 

estimator with P /o contamination, and a staggering 330% more efficient at 20% 

conta 111 flit ion. 

The Monte Carlo results fier the outlier contamination of the five hidden unit models are 

shown in Figurc 6-10 and "fahle 6-4. 

Comparison of Robust Estimators to Outlier Contamination 
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Figui c 6-10: Model variance of the five hidden unit estimators for varying levels of 
output space outlier contamination. The presence of outliers dramatically increases the 

variance of the MSI-, estimator whilst the robust models are only slightly effected. 
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Input Space Outlier Contamination Level 

Model Variance 0% 1% 5% 10% 20% 

MSE Variance 0.00520 0.00733 0.01324 0.02482 0.04340 

Huber 1.25 0.00513 0.00515 0.00691 0.00955 0.01823 

Hampel 1.55 0.00532 0.00536 0.00610 0.00680 0.01227 

Mallows 1.8 0.00489 0.00502 0.00555 0.00734 0.01223 

Schweppe 2.0 0.00486 0.00536 0.00586 0.00806 0.01284 

Relative Efficiency 0% 1% 5% 10% 20% 

Huber 1.25 1.0151 1.4227 1.9149 2.5998 2.3810 

Hampel 1.55 0.9772 1.3677 2.1715 3.6524 3.5370 

Mallows 1.8 1.0649 1.4605 2.3848 3.3827 3.5496 

Schweppe 2.0 1.0697 1.3666: 2.2597 3.0786 3.3797 

Table 6-4: Empirically estimated asymptotic variances of the two hidden unit estimators 
and their relative efficiency for varyin g levels of output space outlier contamination. 

Figure 6-10 shows the estimated model variance of the estimators tplotted against the 

level of output space outlier contamination. The five hidden unit models tend to be more 
locally effected, however the distortion of the fitted function will often be more severe. 

The first-thing to note from the results is that the over-parameterisation has caused an 

increase in the variances of all the models. The five hidden unit least squares estimator 

with zero contamination has a variance of 0.0052, compared to 0.0026 for the 

parsimonious model. The additional degrees of freedom have effectively doubled the 

model variance. The over-parameterised models are fall misspecified; therefore, their 

absolute efficiency, V(00ah 2, F)/V(eh-5, n, is low (see Table 6-5). 

MSE Huber 1.25 Hampel 1.55 Mallows 1.8 Schweppe 2.0 

(h=5) (h=5) (h=5) (h=5) (h=5) 

Absolute Efficiency 0.506 0.495 0.514 0.539 0.542 

Table 6-5: Absolute efficiency of over-parameterised models (V(OoLSh-2, F)IV(Oh=6, F). The 

tuning parameters of the robust estimators are set to 95% efficiency for the correct 
parameterisation. 

It should be noted that even for zero contamination, the robust models are no longer 

inefficient compared to the over-parameterised MSE estimator. In fact the Mallows and 

Schweppe estimators are significantly better than the over-parameterised MSE model. 

In this case, for misspecified models, there appears to be no price to pay for robustness! 
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Again, however, we see the MSE estimator variance rapidly increase with the level of 

output space contamination; from 0.0052 with zero percent contamination, compared to 

0.0434 with 20% contamination, an eight fold increase. Whereas, the Huber estimators 

variance only increases from 0.0051 to 0.0018, a three fold increase. So variance of the 

MSE estimator is always greater than that of the robust models. 

The relative efficiency of the estimators again clearly shows the need for robustness. 

The relative efficiency of the robust estimators is even more marked for the over- 

parameterised model. As the models have excess degrees of freedom, the least squares 

estimator severely over-fits the outliers, completely distorting the fitted model locally. 

Comparing the qualities of the four robust estimators, we observe that the both Mallows 

and Schweppe estimators have superior relative efficiency for low levels of 

contamination. When outliers are over-fitted they have high leverage, so the Mallows 

and Schweppe models add extra protection than the standard Huber function for over- 

parameterised models. The Hampel function offer most protection at high levels of 

contamination, as the estimator completely removes the large outliers. 

To summarise, the outlier contamination results clearly show the need for robustness. 

Both over-parameterised and parsimonious models are seriously corrupted. The 

performance of the robust estimators is relatively similar. However, the main result is 

that any robust procedure will significantly out perform standard least squares 

estimators when even small levels of corruption occur. 

6.5.6 Outlier and leverage contaminated data 

For the second set of experiments input space outliers were present. For each 

contamination level 500 Monte Carlo data sets were randomly generated. Each of the 

five estimators were applied to the same data sets. Again to limit the impact of 

stochastic nature of parameter estimation, the parameters of the models were initialised 

to reasonable estimates of true function, and iterative learning applied. 

The Monte Carlo results for the outlier and leverage contamination of the two hidden 

unit models are shown in Figure 6-11, Figure 6-12, and Table 6-6. Figure 6-11 shows 
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I 
the estimated model variance of the estimators plotted against the level of input and 

output space outlier contamination. Again the variance of the MSE estimator increases 

rapidly with the level of contamination. For 5% input and output space contamination, 

the variance of the MSE estimator is almost double variance for output space outlier 

contamination alone. The inclusion of leverage points increases the model variance of 

all of the estimators. However, the robust procedures still performance well even with 

high levels of contamination. 

Comparison of Robust Estimators to Outlier and Leverage 

Contamination 
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Figure 6-11 Model variance of the two hidden unit estimators for varying levels of 
output space outlier and input space outlier contamination. The presence of outliers 
dramatically increases the variance of the MSE estimator whilst the robust models are 
only slightly effected. 
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Figure 6-12: Model relative efficiency of the two hidden unit estimators for varying 
levels of output space outlier and input space outlier contamination. The GM- 

estimators show superior performance to both the Huber and Hampel estimators. 
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Model Variance 

Input and Output Space Contamination Level 

0% 1% 5% 10% 20% 
MSE Variance 0.00264 0.00454 0.01110 0.01828 0.02533 

Huber 1.25 0.00280 0.00308 0.00454 0.00740 0.01208 

Ilampel 1.55 0.00279 0.00441 0.00568 0.01350 0.02655 

Mallows 1.8 0.00277 0.00290 0.00397 0.00652 0.01310 

Schweppe 2.0 0.00275 0.00289 0.00406 0.00673 0.01384 

Relative Efficiency 0% 1% 5% 10% 20% 
Huber 1.25 0.9410 1.4755 2.4427 2.4702 2.0976 

Ilampel 1.55 0.9450 1.0309 1.9548 1.3538 0.9540 

Mallows 1.8 0.9528 1.5678 2.7976 2.8037 1.9332 
Schweppe 2.0 0.9588 1.5724 2.7321 2.7155 1.8308 

Table 6-6: Empirically estimated asymptotic variances of the two hidden unit estimators 
and their relative efficiency for varying levels of input and output space outlier 
contamination. 

The first feature to note from the results is that the relative efficiency of the Mallows 

and Schweppe estimators is superior to both the Huber and Hampel estimators. For 

output space outlier contamination alone the performance of the M-estimators and the 

GM-estimators was almost identical. But in the presence of input space outliers the 

performance is significantly different. Down-weighting leverage points clearly provides 

more robustness to the input space contamination. 

In comparison to the results for outlier contamination, the relative efficiency peaks at 

around 10%. Beyond this point, whilst still superior to MSE, the performance of all the 

robust models begins to degrade. 

The results for the }iampel estimator are surprising poor. On closer inspection of the 

Monte Carlo models, it became clear that the Hampel estimator had often converged to 

a local minimum in the error surface. The addition of large input space outliers appears 

to pull the parsimonious estimator far from the true function, resulting in valid 

observations being completely deleted. Even though efforts were taken to limit the 

stochastic elements of the iterative parameter estimation, the trimming nature of the 

Ilampel estimator induces instabilities. Whilst, individual Hampel based models gave 

comparable robustness to the other estimators, the occurrence of local minima 

deteriorated the average performance. 
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The results for the five hidden unit networks are presented in Figure 6-13 and Table 6-7. 

Figure 6-13 shows the estimated model variance of the estimators plotted against the 

level of input and output space. 

Comparison of Robust Estimators to Outlier and Leverage 
Contamination 

0.0800 
MSE 5 

0.0700 
------ Huber 1.25 

--- Hampel 1.55 
0.0600 

Mallows 

0 0500 --- Schweppe 
. 

0.0400 

i/ 

ö 0.0300 

0.0200 

0.0100 

0.0000 !-- 
0 0.02 0.04 0.06 0.08 0.1 0.12 0.14 0.16 0.18 0.2 

Percentage Contamination 

Figure 6-13: Model variance of the 5 hidden unit estimators for varying levels of output 
space outlier and input space outlier contamination. The presence of outlier, 
dramatically increases the variance of the MSE estimator whilst the robust models are 
only slightly effected. 

Model Variance 

Input and Output Space Contamination l. cvel 

00/0 1% 5°%o 10% 20° 0 

MSE Variance 0.00528 0.0096 0.03143 0.05297 0.0770 

Huber 1.25 0.00505 0.00582 0.00802 0.01373 0.02569 

Hampel1.55 0.00532 0.00631 0.00796 0.01373 0.02839 

Mallows 1.8 0.00483 0.00515 0.00671 0.01162 0.02580 

Schweppe 2.0 0.00507 0.00535 0.00749 0.01300 0.03284 

Relative Efficiency 0% 1% 5% 10% 20% 

Huber 1.25 1.0468 1.6556 3.9148 3.8581 2.9985 

Hampel 1.55 0.9932 1.5275 3.9479 3.8572 2.7134 

Mallows 1.8 1.0927 1.8699 4.6804 4.5560 2.9859 

Schweppe 2.0 1.0414 1.8006 4.1932 4.0739 2.3458 

Table 6-7 : Empirically estimated asymptotic variances of the five hidden unit estimators 
and their relative efficiency for varying levels of input and output space outlier 
contamination. 
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The results for the five hidden unit networks are very similar to those described for the 

smaller models. Again, the Mallows and Schweppe estimators have superior relative 

efficiency. Clearly, for over-parameterised models and input space and output space 

contamination the application of MSE estimators is extremely dangerous. Figure 6-13 

shows a similar pattern to the results for two hidden unit network, with the relative 

efficiency peaking around 10% contamination. The robust estimators begin to break- 

down and become corrupted. 

The instability of the Hampel estimator was again observed, with several models 

converging to local minima. However, the additional degrees of freedom appear to limit 

this effect. 

To summarise, the presence of input space and output space contamination severely 

distorts the MSE estimators. M-estimators offer significant relative robustness, 

however, the GM-estimators produce superior results by down-weighting high leverage 

observations. The application of any robust procedure significantly outperforms 

standard least square methods. 

6.6 Summary 

In this chapter we have developed and investigated several robust estimators. The 

estimators proposed provide insurance against the ill effects of corrupted data. We 

provide both theoretical and empirical justifications for the estimators proposed. The 

development of the robust estimators completes the cycle of robust specification, 

estimation, inference and critical review. The methods provide the statistician with an 

array of tools which can be applied to alleviate the problems identified by the 

diagnostics developed in Chapter 5. 

The least squares estimators was shown to be severely corrupted to the presence of 

outliers in the empirical sample. Least squares neural estimators have unbounded 

influence functions to both types of outliers. The occurrence of a single gross corruption 

can completely distort the estimated model. Output space outliers are characterised by 

their large residuals. In the case of flexible models output space outliers tend to distort 
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the fitted function within their locality. Input space outliers are characterised-by their 

unusual position in input space and their disproportionate influence on the function. 

Although in the asymptotic limit the functional form of neural networks provides some 

qualitative robustness to input space outliers, in finite samples, leverage points can 

seriously deteriorate the estimated model. In the case of flexible models, input space 

outliers tend to dominate the available degrees of-freedom. For parsimonious models, 
leverage points tend to distort large sections -of the model. For over parameterised 

models, leverage points are locally over-fitted. 

To achieve qualitative robustness, the estimators must have bounded influence, to both 

types of outliers. The regression M-estimators achieve robustness to output space 

outliers by employing bounded score functions, such as the Huber or Hampel functions. 

Similarly, the regression GM-estimators achieve robustness to output space outliers via 

the score function, however they also include a weighting function that penalises high 

leverage points, bounding the influence of input space outliers. 

The cost of robust insurance can be measured in terms of the absolute asymptotic 

efficiency, which is the ratio of the asymptotic variance of the maximum likelihood 

estimator and the robust estimator. In general the greater the degree of insurance offered 

the lower the absolute efficiency. For the case of simple location estimators, is it 

relatively simple to calculate the absolute efficiency analytically. However, for multi- 

parameter neural estimators analytical solutions become intractable and must be 

estimated empirically. In designing robust estimators the goal is to develop estimators 

that are qualitatively robust and have the good absolute efficiency. 

In this chapter we have compared and analysed the robustness qualities of the estimators 

developed. Ideally the tuning parameters of the robust estimators"should'be related to 

the level of contamination. As the level of contamination is often unknown the tuning 

parameters must be set to provide a given level of insurance for a given price. To ensure 

a fair comparison of the different estimators, the tuning parameters of the score 

functions were set to provide the same absolute efficiency. 
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Huber estimators proved to be the most efficient, as the estimator simply down-weights 

data points in the sample. In comparison Hampel estimator removes data from the 

sample and has poor efficiency for small values of the tuning parameters. Although the 

Schweppe and Mallows estimators are based on the Huber score function the addition of 

the leverage weighting functions result in lower overall efficiency. 

The Monte Carlo analysis of output space contamination demonstrated the non- 

robustness of the least squares estimator. The application of robust estimators gave 

significantly improved performance. The four types of robust estimators examined 

produced similar results for the same absolute efficiency. The Mallows and Schweppe 

estimators appeared slightly better at low contamination levels and Hampel better at 

high contamination levels. 

When input space outlier were present the performance of the least squares estimator 

significantly deteriorated. For linear regression leverage points can completely corrupt 

the entire fitted function. But due to the flexibility of neural networks the effect of 

leverage point is less severe. The Monte Carlo results show that the GM estimator have 

superior robustness to the conventional M-estimators. 

The main finding from the empirical results is that the application of least squares 

models is extremely dangerous if ill-conditioned data are present, and the application of 

any robust estimator produces a significant performance improvement. 
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7. Factor Models and Equity Investment 

This chapter describes the application of neural networks to-financial factor modelling. 
Neural networks allow the strict parametric assumptions of conventional methodologies 

to be relaxed and the functional relationships to be non-parametrically estimated from 

the data. 

The neural diagnostics and robust estimation procedures developed in the previous 

chapters are complementary. This chapter demonstrates the implementation of robust 

neural formulation, estimation, inference and critical review. The empirical examples 

show how the inference drawn from the outlier and leverage diagnostics led to critical 

review of the model specification and robust parameter estimation. 

. 
In the first section, financial factor models are introduced. The conventional model 

specification is generalised to allow non-linear and interaction effects. Section two and 

three describes the empirical analysis of the British stock index, and sections four and 

five describe the results of the neural diagnostics and robust estimation procedures. 

7.1 Factor Models 

Equity investment management has, over the past four. decades, grown from an art into a 

science, where investment decisions are more systematic, objective, comprehensive, 

global, controllable and quantitative. There have been many advances in the financial 

theory, such as modern portfolio theory (Markovitz (1952)), Capital Asset Pricing 

Theory, CAPM, Sharpe (1963), the Arbitrage Pricing Theory, APT, Ross (1976), and 

the Black-Scholes derivative pricing models, Black and Scholes (1973). The main 

advances in financial theory have focused on ways of controlling the risks associated 

with an investment. The management of risk involves understanding/modelling the 

sensitivities and volatilities of the returns of an investment strategy. 

3 
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Managing the risks of a stock portfolio requires estimates of the expected returns, the 

variance of returns and the correlation between all stock returns in the available 

universe. Common sense suggests that the dynamics of a stock returns can be related to 

pervasive factors, such as fluctuations in interest rates, exchanges rates, consumer 

prices, commodity prices or in the business cycle. To control the returns of a portfolio it 

is necessary to be able to measure the exposures of each stock to changes in these 

factors. 

Factor models attempt to decompose the returns of an investment strategy into 

independent sources of risk. This allows the investment specific risk to be isolated from 

the systematic risk which is inherent in the overall market. Factor models are simple 

intuitive tools applicable to many problems in investment management. Determining the 

sensitivity of the investment to the risk factors allows the investment manager to 

diversify and hedge unwanted exposures, and to control and measure exposures to 

desired risk factors. Additionally, the measurement of factors, provides a simple and 

cheap method for portfolio replication and index tracking, and allows speculative 

investment strategies through factor betting. For review see Bentz (1998). 

The financial theories, CAPM and APT, identify single or multiple risk factors in the 

market. These theories rely on estimates of the sensitivity of the asset's returns to 

changes in the risk factors. That is, they require estimates of ä E(R, (t))/ö Fj , where 

E(R, (t)) is the expected return on stock i at time t, and F, is the, ''' factor. The standard 

models assume that the risk factors effect the returns in a linear, additive fashion. 

Equation (7.1) expresses the return R, (t) on stock i at time t as a linear function of p 

factors, F,. 

P 

Ra(t) =a, +I: PuFj(t)+E, (t) (7.1) 

For the multi-factor model, a, represents the expected value of the unique return on 

security i (or the risk adjusted, abnormal performance), ßy represent the joint 

sensitivities of the return of security i to factor j; F, " (t) represent the value of the factor i 

at time t; and c, (t) represents the random component at time t of the stocks return (the 

stock specific risk). For the standard factor model the stochastic element of the stocks 
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return is assumed to have mean zero, and a standard deviation of a, � and be independent 

of all the factors. 

If the effect of the risk factors is linear and the stock's a, and ß;; 's were known, then the 

investment manager would be able to construct optimal, portfolios with pre-specified 

risk and return characteristics. To implement financial factor models, the set of risk 
factors must be identified and the factor sensitivities (J3, ) must be estimated. There have 

been two approaches to determine pervasive factors. The first approach is purely 

empirical. Using principal component analysis or factor analysis, statistical factors are 

extracted from the historical time series of stock return that account for a large 

proportion of the variance. The second approach uses explicitly defined factors such as 

industry classifications or economic variables. Once the factors have been specified, the 

estimation of the standard factor model then corresponds to a linear regression problem. 

The factor model expressed in Equation (7.1) is widely used by practitioners. With 

multi-million pound investment decisions being based on the estimated models, it is 

crucial that the factor models include all relevant information and that estimated 

sensitivities (parameters) are accurate. The formulation of the factor model as a linear 

regression problem has many pitfalls and weaknesses. 

" Firstly, construction of the parametric model assumes that the risk factors effect the 

returns in a linear and additive fashion. 

" Secondly, the factors are assumed to be independent, with no conditional 

sensitivities, or interaction effects. 

" Thirdly, the parameters of the factors model are assumed to remain constant over 

time (through the range of the estimation and evaluation periods). 

" Fourthly, factor analysis assumes that the model is well specified and all relevant 

factors are included. 

" And lastly, the stochastic component is commonly assumed to be normal with 

constant variance, and the data is assumed to be free of input space and output space 

outlier contamination. 
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II' the factor sensitivities are non-linear or if the factors are subject interaction effects 

then the standard linear regression is misspecified, and the estimated sensitivities will 

be spurious and may lead to serious errors in the investment decision. Certain factors 

may only be influential under specific circumstances, or the returns may only react once 

the factors reach a critical level. Figure 7-1 shows the application of global linear 

sensitivities compared to local non-linear sensitivities. The figure depicts a situation 

where the expected returns are insensitive to small changes in the factor. However, in 

the cvcnt of' large shocks the returns react strongly. 
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rý iat( (I to factor P. Global and local sensitivities differ substantially here. Estimating 

sensilivitiov using a linear model will produce inaccurate/spurious estimates of the true 

sensitivit1P... 

In addit1011 to the possihle non-linear effects, the sensitivities can also vary through 

time. The sensitivities of a company's returns may change due to technology changes, 

changes in linancing, internationalisation, or changes in production. For example, a 

company which increases borrowing to fund expansion, will as a result become more 

sensitive to interest rate changes. If sensitivities of the returns to the factors change over 

time, then using parameter calculated frone Equation (7.1) will be dangerous. Even if the 

sensitivities arc stable and linear, applying standard least squares estimators to Equation 

(7.1 ) will result in misspecilied models if the empirical sample is contaminated with 

outliers and leverage points. 
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In recent years the limitations of the standard factor model specification, have been the 

focus of much research. Efforts have been taken to address the effect of time varying 

sensitivities. Bentz and Connor (1996) apply time varying linear regression within a 

state space framework. Also, researchers have attempted to remove the strict parametric 

assumptions (linearity, no interactions) from the model formulation by applying non- 

parametric techniques to estimate the expected returns (Brown and Weinstein (1983), 

Brown (1993), McElroy and Burmeister (1988)). 

The specification of a generalised factor model is given in (7.2). The returns R, (t) at time 

t are related to the risk factors F(t) by a general function j(. ) 

R, (t) = f(F, (t),..., Fp (t)) +Ei (t) (7.2) 

r where the sensitivity can be conditional with interaction. For a general factor model, the 

change in the expected returns of the investment can be related to changes in the factors 

by applying a Taylor expansion 

ö E(R, (t)) ö E(R, (t)) 2 A. E (R, (t))= 
8Fj 

AF1 + 
c7 F2 

(ýj) +a öFý3(t))(OFJ)3+0(. 
) (7.3) 

If the function is linear then only the first order term, which corresponds to the ß in 

Equation (7.1), is necessary. However, if the function is non-linear, then the first 

approximation will be invalid. 

The application of neural networks to factor modelling enables the sensitivities of the 

model to be estimated non-parametrically from the data. Although, the application of 

non-parametric methods reduces the possible sources ofmisspecification, the estimated 

factor model could still be misspecified if the relationships are non-stationary or if the 

data may contain outliers and leverage points. The analysis presented in this chapter 

assumes the relationships are constant over time and focuses the attention on identifying 

and rectifying model corruption cause by usual observations. 
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7.2 Empirical Analysis of the FTSE 100 index 

7.2.1 Experimental setup 

The empirical results shown in this section relate to the factor sensitivities of the British 

stock index. The FTSE 100 index is a weighted average of the top one hundred stocks 

quoted on the London Stock Exchange. The index is often used as a proxy for the 

overall performance of British companies. For investors attempting to diversify risk 

across the international financial markets, understanding the dynamics of the returns of 

the stock indices is vital for accurate and effective investment and risk management. 

Many factors can be suggested to represent the risk factors effecting the performance of 

the index's returns. Four potential factor are the US stock market, the strength of the 

British pound, oil prices and the short term interest rates. The factor model is therefore 

specified as follows 

EFTSE(t) =f (E S& P(t), LGBP(t), AOIL(t), E STR(t)) +c (t) (7.4) 

where ,. 
): is some unknown deterministic function, 

. FTSE(t) : represents the percentage return in the FTSE 100 index at time, 

AS& P(t) : represents the percentage returns in the S&P 500 index, 

OGBP(t) : is the percentage change in the Trade Weighted Currency, 

DOIL(t) : is the percentage change in Brent oil, and the forth factor, 

L STR(t) : is the first differences in the three month Euro-Sterling. 

Although, the observation take the form of time series the factor models examine the 

contemporaneous relationships, where the time dependence is ignored. 

In this empirical analysis, two factor model specifications for the dynamics of FTSE 

returns are investigated. The first model is linear and is estimated using linear 

regression, and the second is non-linear and is estimated using a neural network. 
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7.2.2 Data and factors 

Data was obtained for the five variables from January 1982 through to February 1997. 

The data set covers several interesting periods in the financial markets, particularly: the 

October 1987 stock market crash; the Gulf war August 1990 through to spring 1991; 

and the exist of British pound from the ERM system in September 1992. Whilst these 

incidents may well induce some level of non-stationarities in the relationships, they also 

represent unusual observations in the empirical samples. 

The frequency of the observations is monthly, which corresponds to a sample size of 

197 data points. Figure 7-2 through Figure 7-6 show the time series plots of' the five 

variables, and Table 7-1 gives their summary statistics. Figure 7-2, shows the level of 

the FTSE stock index and the monthly percentage changes. The FTSE stock index has 

steadily grown throughout the entire period of the data, with an average monthly return 

of 1.127%. The October 1987 observation, shows a significant negative return 

(-26.74%) which corresponds to the stock market crash. Figure 7-3 shows the 

percentage return in the S&P 500 index, which also shows a significant drawdown 

during October 1987. 
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Figure 7-2: Depicts the FTSE 100 index and its monthly percentage (A/- 7: SYi(t) ) 
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Figure 7-3: Depicts the monthly percentage returns in the S&P 500 index (p, S& 1'(t) ) 
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Figure 7-6 Delmis the first difference is the short term interest rate (p, STR(t) ). 

Mean S. 1). Max Min Skewness Kurtosis 

S&'" P 500 1.034 3.913 15.904 -22.779 -0.732 7.074 

Exchange Rate -0.100 2.020 6.585 -9.247 -0.439 2.985 

Oil Price 0.254 10.403 55.682 -31.579 1.500 8.886 

Intrust Rate -0.048 0.609 3.250 -1.500 1.363 6.099 

I 'I SI" 1011 1.127 4.686 12.119 -26.744 -0.898 5.514 

Table 7-I : tinmmaty statistics of the transformed Financial data 

The data series exhibit some interesting properties. Firstly, the minimum and maximum 

values of the series are large, being up to five standard deviations away from the mean. 
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Secondly, the variables exhibit skewness, and finally, all the data series have unusually 
high values of kurtosis, which may indicate the presence of heavy tailed distributions. 

7.3 Model Formulation and Estimation 

7.3.1 Model specification 

Two model specifications were investigated. The first represents the standard linear 

factor model, 

OF"TSE(t) =a+ ß10S& P(t) + ß2 EGBP(t) + ß30OIL(t) + ß4 iSTR(t) +c (t) (7.5) 

where c are assumed to be i. i. d. normally distributed with constant variance N(O, a2). 
The parameter (a, ß,,..., ß4) are estimated by using standard least squares techniques. 

The second specification represents a general factor model, where the functional 

relationships are estimated non-parametrically using a neural model, 

AFlSE(t)= f(dS&P(t), OGBP(t), DOIL(t), ESTR(t); 0)+c (t) (7.6) 

where f(x; 0) represents a single layered feed-forward neural network with m-hidden 

units, and again c are assumed to be i. i. d. normally distributed with constant variance 
N(O, a&), and the parameter (0) are estimated by using standard least squares techniques. 

In practical applications of non-parametric modelling, several issues must be addressed. 
These include controlling model complexity, variable selection, . and testing model 

adequacy. As described in chapter 2, statistical inference should be couched within a 
framework of specification, estimation, inference and critical review. The majority of 

research into the inference phase for neural networks has focused on determining 

whether the model architecture is appropriate for the specific problem. Neural model 

selection strategies can be based either on an estimate of the . model's generalisation 

error or identification of redundant parameters. The critical review generally suggests 

adjusting the level of model complexity in order to produce superior generalisation 

performance. 
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As described in Chapter 2, the level of complexity can be adjusted by either altering the 

architecture, or by adding a regularisation term to the error function. In this example, the 

model complexity is adjusted by varying the number of hidden units. To determine the 

generalisation performance of the different network architectures asymptotic, estimates 

of expected error are calculated. The basic principle involves taking a Taylor expansion 

of the expected error function about the optimal parameters evaluated at the empirical 

estimate (Moody (1992a)). The non-linear equivalent to Mallows C, is estimated by 

Cp = MSE + 2c ff peB (7.7) 
n 

where prf. is the effective number of degrees of freedom of the non-linear model, 

estimated from the trace of the sensitivity matrix (tr(SS)), and 6B is estimated from 

the model's adjusted residual sum of squares (r ,= RSS / (n - tr(2S - SS')) ). As the 

network size increases the empirical error will decrease, but the second term grows as 

the number of degrees of freedom of the model increases. 

The data was split into two sets. The estimation set consists of 160 observations from 

which the model parameters were estimated, and the second set is the evaluation set, 

which consists of 37 observations. In order to reduce the effects of non-stationarity the 

evaluation data set was randomly selected from the entire range of the data. 

7.3.2 Model estimation 

The APS software was used to estimate the parameters of both the linear regression and 

neural models. The APS software also allows the user to optimise the model complexity 

of the neural model. 

Table 7-2 shows the results for the linear regression model, for both the estimation and 

the evaluation data sets. For linear regression many model diagnostics are available to 

determine the validity of the model specification. The estimated parameters show the 

estimates of FTSE index's global sensitivities and excess returns. The constant for the 

regression is 0.1625 which shows the average percentage returns on the FTSE index 

where greater than those of the S&P index. The sensitivity to the S&P is given by 0.82. 

So, for every one percentage change in the S&P, the FTSE is expected to change by 
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0.82% on average. This factor has the most significant impact (t = 11.4), and can be 

viewed as a barometer of the global equities markets. The second most-important factor 

is the short term interest rates, which for every point change in the short term rate, 

results on average in a 1.72% drop in the index. The interest rate affects the cost of 

capital and has a negative effect on the profitability of the stocks. The remaining two 

factor do not appear significant (t < 2) in a linear sense. Whilst this suggests that there 

are no linear relationships, is does not rule out the possibility of non-linear or non- 

stationary influences. 

Overall the model explains 49.4% of the variance of the stock index in the estimation 

set and 31.6% of the variance in the evaluation period. The MSE in sample is 11.9 and 

9.64 in the evaluation set. 

Linear Model: TOTMKUK = 0.162589 + 0.820457*TOTMKUS - 0.0111178*OILBREN - 
0.235997'BOESTER -1.72693'ECUKP3M 

Linear Regression 

-Error Function MSE 

Parameter Estimation Hessian Based Method 

Data Usage In Sample (160) Validation (37) Out of Sample (0) 

MSE Mean r MAD MAPE Correl R-Squ 

In Sample +11.9486 +0.0000 +3.2482 +8.2219 +0.7027 +0.4937 
Validation +9.64196 +0.1300 +3.0230 +2.4578 +0.6356 +0.3157 

Total Sum Squares 3495.284595 

Residual Sum Squares 1911.774834 

Degrees of Freedom tr(SS) 5.000000 

F Test ((TSS-RSS)/dff )/(RSS/dfr) 25.67708 (P Value 0.000000) 

Cp (MSE + 2tr(SS')var(r)/n) 12.69539 

Variable Significance 

Parameter Estimate SE t- Statistic P-Value 

CONSTANT 0.162589 0.287495 0.565538 0.5725 

AS& P(t) 0.820457 0.0721365 11.3737 0.0000 

AOIL(t) -0.0111178 0.0275752 -0.403182 0.6874 

AGBP(t) -0.235997 0.136247 -1.73213 0.0852 

ASTR(t) -1.72693 0.490444 -3.52115 

0.0006 

Table 7-2 : The table depicts the tabular print out from the APS software for the linear 
regression model. The standard network performance metrics are given (MSE, Correl, etc. ) 
In addition, an F-test on the model is produced and an estimate of Mallows Cp is given. 
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7.3.3 Model selection 

For the neural model, the appropriate model complexity must be chosen. Figure 7-7 

shows the estimates of expected MSF, and the in-sample empirical MSE, for varying 

numbers of' hidden units. The in-sample MSF is seen to decrease monotonically with the 

degrees of freedom of the model, whereas the Cj, reaches a minimum for four hidden 

units. Note the single hidden unit network is almost equivalent to the linear regression 

model. The addition of Further hidden units improves the estimates of expected MSE. 

Beyond tour hidden however, the additional degrees of freedom become unjustified, and 

the model begins the over-fit the empirical sample. 
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Figlui 7-7 : The figure shows the estimates of generalisation error (C,, ) of the neural 

iuosl(els fur varying nwnbers of hidden units. As can be seen, the generalisation error 

reaches a minimum when the network has four hidden units. The addition of further 

hidden units adds extra degrees of freedom, but do not significantly reduce the empirical 

error. 

"fahle 7-3 shows the performance metrics for the four hidden unit network. The four 

hidden unit network lower value of Mallows Cp than the linear regression model, which 

justilies the additional degrees of freedom. The model outperforms the linear regression 

model in the estimation period and has comparable performance in the evaluation 

periods. The neural model explains 61.7% of the in-sample variance, and 25.7% of the 

out-of-sample variability. 
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Neural Model: TOTMKUK = f(TOTMKUS, BOESTER, OILBREN, ECUKP3M) 
Single Layer (h=4) Tanh Basis Functions 
Error Function MSE 
Parameter Estimation Hessian Based Method 
Data Usage In Sample (160) Validation (37) Out of Sample (0) 

MSE Mean r MAD MAPE Corref R-Squ 
In Sample +9.0375 -0.0001 +2.9711 +4.5977 +0.7855 "+0.6171 
Validation +11.1670 0.2230 +2.2365 +1.7644 +0.5301 +0.2574 

Total Sum Squares 3495.284595 
Residual Sum Squares 1445.992591 
Degrees of Freedom tr(SS') 25.000000 

F Test ((TSS-RSS)/dff )/(RSS/dfr) 9.693796 (P Value 0.000000) 
Cp (MSE + 2tr(SS)var(r)/n) 12.47435 

Variable Significance Abs Gradient 
AS& P(t) +2394.863 

LOIL(t) +1787.295 

AGBP(t) +669.915 

ASTR(t) +4628.482 

Table 7-3: The table depicts the tabular print out from the APS software for the four 
hidden unit network. The standard network performance metrics are given (MSE, Correl, 
etc. ) In addition, an F-test on the model is produced and an estimate of Mallows Cp is 
given. 

Whilst the neural model does not provide estimates of the significance of the 

independent variables, the sensitivity of the network regression surface can be plotted. 
Figure 7-8 shows the network's response for each independent variable whilst holding 

the other variables fixed at their average values. The figures show, that the effects of the 

S&P and short term interest rate are largely linear, with some conditional sensitivity 

around the origin. However, for both the oil and exchange rate factors, the response is 

clearly non-linear. 
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Figure 7-8 : Depicts the sensitivity of the 4 hidden unit neural network for the four 
independent variables. The networks response is plotted for each independent variable 
whilst holdin g the other variables fixed at their average values The sensitivity to both the 
S&I' and short term interest rate is largely linear. However, the sensitivity to both change 
in oil and t-xc hange rates is clearly non-linear 
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The results show that the neural model slightly outperforms the linear regression model 

and produces significantly different estimates of factor sensitivities. Whilst the problems 

of over-fitting have been addressed by controlling the models degrees of freedom, it is 

as yet, unclear whether the estimated models have been corrupted by the presence of 

unusual data points in the empirical sample. For linear regression most statistical 

packages provide outlier diagnostics, but for neural networks such identification 

procedures are not available. Applying the untested models is an act of blind faith in the 

least squares specification. It is therefore crucial to apply the diagnostic procedures, 
developed in Chapter 5, for the investment manager to have faith in the estimated 

sensitivities. 

7.4 Outlier and Leverage Diagnostics 

The APS software was used to generate the full range of diagnostics derived in Chapter 

5: Total, Empirical Leverage, Total Empirical Influence, Sample Influence, Jack-knife 

Influence, Internal Studentized Residuals, External Studentized Residuals, and 

'Studentized Predicted Residuals. The diagnostics requires tthe estimation of the 

networks inverse Hessian and the calculation of n jack-knife models. In addition to their 

value for i identifying unusual data points, the diagnostics also provide useful 

information on the construction of the fitted function and the distribution of degrees of 

freedom in the model. 

The diagnostics were applied to a model estimated from the full 
, 
data set to identify 

outliers in both estimation and evaluation data sets. 

Figure 7-9 shows the total empirical leverage of each observation plotted against the 

date. The total empirical -leverage, TEL;, measures the sensitivity of the regression 

surface to infinitesimal changes in the it y-value. If TEL, tends to one, then the fitted 

function is entirely determined by the value of the jth observation. 

Ideally, the distribution of leverage would be uniform across the data points. -Clearly, 

from Figure 7-9 the distribution of leverage is far from uniform. The suggested critical 

value is 2tr(SS')In = 0.2. The critical value indicates the level at which an observation 
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dominates twice the average degrees of freedom per data point. Clearly, several 

observations have leverage greater than this value. 

Total Empirical Leverage 
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Figure 7-9: 'T'otalempirical leverage of each of the data points in the sample, ordered by 
date 

. 
The critical value is given by 2tr(SS'). Several observations are highlighted. Several 

data points have very high values of leverage indicating local over-fitting. 

Bible 7-4 details the data points highlighted by the metric. The observation with the 

largest leverage corresponds to the stock market crash of October 1987. Not only do the 

returns of the l 'I'SI I take on their largest magnitude, but the observation also has the 

extreme values liar several input variables. The fitted function in that region of input 

space is completely dominated by the crash. The leverage associated with February 

I986, is also extremely high. This observation corresponds to a significant rise in both 

the S&P and I"l'SF index. The leverage metric also identifies the start of the Gulf events 

(August 1990). In this period the price of oil rose sharply. On closer inspection of the 

identilied observations, it becomes clear that several highlighted observations 

correspond to extreme values in input space. At the edges of the data set, the neural 

model tends to over-lit the data. Whilst, over-fitting the extreme observations is 

undesirable, only ii they correspond to outlier contamination will they be dangerous to 

the estimation process. 

Figure 7-10 shows three plots of the various influence metrics: the top chart depicts the 

total empirical influence for each data point; the middle chart shows the sample 

influence; and the lower chart shows the jack-knife influence. The influence metrics 

incorporate both the leverage of an observation and the size of the residual. The 

influence metrics therefore tend to identify corrupting data points. The total empirical 

influence represents the infinitesimal change in the fitted function to a contamination of 

the sample at the i" data point. The sample influence measures the change in the fitted 
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function caused by the deletion of each data point from the sample. And the jack-knife 

influence measures the infinitesimal change in the fitted function of' the jack knilcd 

model, due to the addition of the deleted data point. The jack-knife influence is 

approximately equal to the predicted residual multiplied by the prediction variance. 

Total Empirical Influence 
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Figure 7-10 : Depicts the influence metrics calculated for the MSE neural model. The top 
chart represents the total empirical influence. The middle chart represents the sample 
influence for each of the observation, and the lower chart shows the jack-knife influence. 
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The influence metrics differ with respect to the weighting they give to leverage points. 
For the case of linear regression, EIF oc SIF/(1-h;; ) oc EIP')/(1-h; )2. For neural networks 

this relationship only holds approximately. The total empirical influence, may well 
leave significant leverage points unidentified, as the metric tends to zero if the residual 

tends to zero. The sample and jack-knife influence metrics are independent of the 

observation under investigation, and will highlight observations even if they have been 

completely over-fitted. 

The three diagnostics produce very different distributions. The sample influence and 

jack-knife influence metrics, have very small values for the majority of the data, with 

some very extreme values. The metrics can be used to rank the influence of each 

observation. The suggested critical values for the diagnostics are given by twice the 

overall average. 

Table 7-4 details the observations identified by the leverage and influence metrics. The 

Mahalanobis distance of each data point is also shown. The Mahalanobis distance 

corresponds to the leverage of each data point for a linear model. 

The total empirical influence does not identify the stock market crash of October 1987, 

as the residual is small. As was discussed in Chapter 5, the empirical influence tends to 

be corrupted by the presence of the severe corruption. In comparison the sample and 

jack-knife influence metrics show the true impact of the crash, as removing the data 

point changes the fitted function considerably. The total empirical influence identifies 

the exit of the British pound from the ERM (September 1992) as being highly 

influential. August 1986 is also highlighted by all three metrics. This observation 

corresponds to a significant increase in the price of oil and a drop in the value of the 

stock indices. 
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i. 
. 

Date Total Empirical 

Leverage ý 
Total Empirical 

Influence ý 
Sample 

Influence 

Jack-knife 
ý- Influence 

Mahalanobis 
ý Distance 

10-Sep-82 0.379101 1.32981 0.084667 
5-Nov-82 0.248984 
22-Apr-83 0.259889 I I I I 0.0638812 
27-Jan-84 I 1.722208 
23-Mar-84 I 1.361102 
15-Jun-84 0.478063 I 2.432794 I 8.024461 I 1.411189 
13-Jul-84 0.629335 I I I 2.014138 I 0.1472197 

10-Aug-84 0.332644 I I I I 0.0530718 
25-Jan-85 I 3.527254 I 10.960043 ( I 0.0994688 
22-Mar-85 0.218573 I I I 0.0483952 
12-Jul-85 I 5.07059 I 10.47604 

29-Nov-85 0.366445 
27-Dec-85 0.582452 I 3.712623 I 7.571843 I 7.989616 
21-Feb-86 0.986089 I ( I 14.307174 I 0.0554989 
21-Mar-86 I 2.660356 
8-Aug-86 0.657866 I 9.133655 ( 20.317878 I 6.575304 I 0.1293754 
3-Oct-86 0.760725 I I 33.137068 I 31.30384 I 0.0587942 

15-May-87 I 2.5974 
7-Aug-87 I 2.111801 I 4.304847 
30-Oct-87 0.981459 I I 146.28662 I 18.097143 I 0.1847328 
2-Sep-88 I 1.264188 I I I 0.0421583 

25-Nov-88 I 1.759513 
23-Dec-88 I 1.635317 I 4.582957 
20-Jan-89 I 1.956291 
17-Mar-89 0.207174 
7-Jul-89 0.222575 I I" 

4-Aug-89 0.382755 
27-Oct-89 I 1.981836 
16-Mar-90 I 1.312533 
8-Jun-90 I 2.320599 I 4.23902 
3-Aug-90 0.507116 I 2.328885 I 8.570113 I 4.520505 ( 0.1382772 

31-Aug-90 0.308075 
28-Sep-90 0.478535 I I 4.585452 I 2.307014 I 0.1588917 
15-Feb-91 0.336354 I I I I 0.0500885 
15-Mar-91 I 1.57805 ( 4.81746 

12-Apr-91 0.23626 
3-Jul-92 I 1.546011 

25-Sep-92 I 5.27462 10.069369 ( I 0.1569326 
15-Jan-93 0.330355 

27-Aug-93 0.249976 I 3.425442 I I 2.24565 

17-Dec-93 I 1.477354 
3-Jun-94 I 1.205974 
7-Apr-95 I 1.287948 I 4.822182 
15-Dec-95 0.321272 I 1.242885 
8-Mar-96 0.359296 I I ( 1.803572 

(0.20) (1.17) (3.38) (1.37) (0.02) 
Table 7-4: The table details the observations highlighted by the various influence and 
leverage metrics. The critical values are shown in brackets. 
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Figure 7-11 and Table 7-5 show the residual diagnostics calculated across the entire data 

series. The residual diagnostics focus on identifying observation with large stochastic 

components. The internal Studentized residual represents the estimated residual divided 

by the residual standard deviation at each data point. The external Studentized residual 
is very similar. However here the estimate of the residual standard deviation is 

independent of the i`h observation, and is calculated from the jack-knife model. The 

Studentized predicted residual is entirely independent of the 1th data point. Although, the 

true distribution of the residual is unknown, the standardised residuals can be compared 

to a Student t-distribution, with df, = 135 degrees of freedom. In this case, the 95% 

confidence interval is 2.0, and should be approximately normal. 

The three residual diagnostics generally identify the same outlying observations. From 

the sample of 197 data points, 16 observations are highlighted for further investigation. 

Again, the August 1986 events and the August 1992 ERM exit are highlighted as 

unusual observations. In addition, July 1992 has an unusually large residual. In this 

month the S&P grew 3% whilst the FTSE fell by 5% during the currency crisis. 

The internal and external residual diagnostics fail to identify the stock market crash. 

Although the Studentized residual inflates the estimate of the stochastic component of 

the crash, from P= -0.16037 to P= -1.2223, the residual does not appear significant. 

Only the Studentized predicted residual reflects the large stochastic component of the 

observation. 
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Figure 7-11: Depicts the residual diagnostics: the top chart shows the internal Studentized 
residuals; the middle chart shows the external Studentized residual; and the lower chart 
depicts the Studentized predicted residuals. The diagnostics produced very similar plots. 
However, only the Studentised predicted residual identifies the stock market crash of 
October 1987. 
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Date Internally Studentized 

Residuals ý 
Externally Studentized 

Residuals ý 
Studentized Predicted 

Residuals 

27-Jan-84 2.635416 2.669415 2.686137 
25-Jan-85 2.378527 I 2.404245 I 2.486861 
12-Jul-85 -2.517618 I -2.547113 I -2.612019 

21-Mar-86 2.236428 I 2.257658 I 2.108223 
8-Aug-86 -2.151723 I -2.162957 
15-May-87 2.538091 I 2.571963 I 2.446321 
7-Aug-87 -2.029482 ( 

-2.047215 
I -2.088175 

30-Oct-87 I I -2.435701 
23-Dec-88 -2.057662 

I 
-2.073504 I -2.1196 

20-Jan-89 I I 2.001045 
8-Jun-90 2.591046 I 2.626001 I 2.65171 
3-Jul-92 -2.60004 I -2.643204 I -2.67525 

25-Sep-92 2.599612 I 2.624678 I 2.672114 
17-Dec-93 2.155661 I 2.172219 I 2.19927 

11-Mar-94 I -2.000446 I -2.01973 
3-Jun-94 -2.241975 I -2.265866 I -2.273612 

(LOU) (LOU) 1 (2.00) 
Table 7.5 : The table shows the residual diagnostics for the four hidden unit network. The 
first column shows the data of the observation, and the remaining three columns show the 
internal, external, and predicted residuals, respectively. 

Based on the diagnostics produced, inferences can be made as to the appropriateness of 

the original MSE model specification. If significant outliers are identified the model 

specification should be critically reviewed to reflect the possible contamination. In 

combination the leverage, influence and residual diagnostics identify several unusual 

observations. Some observations were shown to completely dominate the fitted function 

in their locality, whilst other observations were shown to have extremely large 

stochastic components. 

For real world data, it is difficult to determine whether the highlighted observations are 

due to contamination or whether they represent valid observations. It is clear that in this 

example the data points are not the result of data errors or misreading. The influential 

observations may well be beneficial to the estimation of the model's parameters. 

However, it is undesirable to allow any subset of the data to disproportionately 

influence the fitted function. 

The empirical analysis in Chapters 4 and 6, clearly demonstrated, even for low levels of 

contamination, the least squares estimator can be severely corrupted. Therefore, in light 
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of the result from the diagnostics it would seem appropriate to adapt the model 

specification to provide some insurance against outlier and leverage contamination. 

7.5 Robust Modelling 

The models described in this section correspond to robust generalised factor models. 
The four estimators described in chapter 4 are applied to the empirical sample. Each of 

the estimators provides slightly different qualitative robustness. In "real world" data the 

level contamination is unknown, and therefore, the tuning parameter values are selected 

to provide a. given level of insurance for a given cost in absolute efficiency. The tuning 

parameter values used in this example correspond to the 95% absolute efficiency values 

empirically derived from the Monte Carlo experiments in Chapter 6. 

" Non-robust MSE cost function. 

" Standard Huber function (yf, (r/a), c=1.25). 

" Standard Hampel re-descending function (W b, c(r/a), a=1.55, b=2.35, c=4.65). 

" Mallows type GM-estimator using a Huber function (w(0)yf#/a), c=1.80). 

" Schweppe type GM-estimator using a Huber function (w(0)yr, (r/v(O)a), c=2.00). 

The robust models the use the same number of hidden units as determined for the least 

squares estimator. Whilst ideally a robust model selection process should be applied, in 

this example the possible non-robustness of the Mallow CP statistic is ignored. 

The observations identified by the diagnostics may or may not corrupt the fitted 

function. If the unusual observations do not corrupt the fitted model then the robust 

estimators should have slightly inferior generalisation capabilities due to the loss of 

efficiency. However, the application of such estimators will -give the investment 

manager the assurance that the parameter have not been seriously distorted. 

The robust models were estimated using the APS software. The Huber and Hampel 

estimators require a robust estimate of the residual standard deviation, which is 

calculated using ä=1.483 MAD(r)=1.483 med(fir, -med(rj)l), and is iteratively 

updated throughout the parameter optimisation. For the Schweppe and Mallows type 
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estinº. ºturs additional leverage hascd weighting terms are required. These weighting 

Iluirtiun are calculated using the iterative algorithm described in Chapter 6. 

Fable 7-6 slow, tlhe coirnharative analysis of' the robust models liar the estimation and 

evaluation data sctý 

MtiI Mean r MAI) ('orrel R-Squ 
MSI": 

In Sample 9.0375 -0.0001 2.97 0.7855 0.6171 
11valualiim I 1.1691 0.223 2.1888 0.5301 0.2573 

Iluber I. 25 

In S nlpIc 
I'. v; 1Ium11Ui1 

9.123 
8.7372 

0.0701 
0.336 

2.8159 
2.0177 

0.7834 
0.6424 

0.6135 
0.3799 

I. iinpcl 1.55 

In Svn ale 
Evaluation 

9.096.1 
9.018"1 

0.081 
0.4004 

2.809 
2.1603 

0.7841 
0.6338 

0.6146 
0.3599 

Mallows 1.80 

In Sample 
1, V; III I at ion 8.6.173 

0.0825 
0.3694 

2.8922 
2.0274 

0.7838 
0.6435 

0.6136 
0.3862 

Sdtweppc 2.00 
In Sample 
I'valualioll 

9.0733 
8.5,176 

0.0586 
0.28-12 

2.9106 
2.0359 

0.7847 
0.654 

0.6156 
0.3933 

Table. 7 G. 'I'ho nwult. s a shutvn fur lho five neural estimator-. Thcý estimators are 
Compared uscnv ;c range of metric',: MSE, mean error, median absolute deviation, 

rnrn. l: ctucn and It 
.. ycc: uc'cl. 'I'lse I)orf0rm, cnc"e metrics are shown fin. the estimation and 

('VII 1 cliccn c ala vets. 

(onilmring the results of' robust and least squares estimators in real world problems is 

difficult as the true generating function is unknown. 'I'hc pcrli rmancc of the estimators 

must be examined across a range of' metrics fier both the estimation and evaluation data 

sets. Many of' the performance metrics thenlselvcs are non-robust and can provide a 

false measure oI, modelling accuracy. The true test of' the model's generalisation is to 

see how they perlinrnn Over an extended evaluation period. In small samples it is difficult 

to accuraleIy infer true pcrfürmance of the models, and in this case we are limited to a 

sample size of' 197. 

Ihr empirical results show that the least squares estimator has lower MSF. in the 

estinnation data set than the robust estimators, and therctüre explains more of' the 

variance in the returns of, the I 'I tilg. Although, the difference is only slight. Comparing 

the robust median absolute deviation error measure shows the robust models have 
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superior performance. This indicates that the extra variance explained by the least 

squares estimator is due to over-fitting of outlying observations. 

In the evaluation data set, the generalisation of the robust estimators is superior. The 

robust models explain around 40% of the variance, compared to only 20% for the least 

squares model. The robust estimators all out perform the linear regression model in both 

estimation and evaluation data sets. 

The performance of the robust estimators is relatively similar. The best generalisation 

results are produced by the Schweppe and Mallows estimators. The Huber based 

estimators simply limits the maximum residual, therefore each of the data point still 

influence the fitted function. In comparison the -Hampel completely removes large 

outliers. In this case the Hampel has completed removed some valid observations which 

help the generalisation performance of the models. 

7.6 Summary 

This chapter demonstrates an application of the robust neural modelling methodology 

-. proposed in this thesis. In this example we have followed the phases of robust neural 

formulation, estimation, inference and critical review. 

The empirical analysis presented demonstrates the use of neural networks for financial 

factor modelling. Applying neural networks removes the strict parametric assumptions 

of the linear regression model, and allows both non-linear and interaction effects to be 

modelled. Whilst this alleviates some of the problems associated with the standard 

factor model, the problems of non-stationarity and outlier contamination remain. 

The empirical analysis examined the sensitivities of the British stock index to four 

financial factors: US stock market, the British pound, oil prices and the short term 

interest rates. The performance of linear regression and neural networks estimators were 

compared. In our analysis we employed a standard least squares methodology for neural 

modelling. The generalisation performance of the models were estimated using 

asymptotic results, which led to critical review of the model specification to find the 
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optimal model complexity. A four hidden unit model was selected. The neural model 

gave superior performance in the estimation data set, and had superior Cp to the linear 

regression model. Whilst the major of the variability of the returns in FTSE can be 

explained by linear models, the empirical results show that there were some non-linear 

effects. 

The neural model was then subjected a second phase of model inference and critical 

review to determine whether the estimated model had been corrupted outliers or 
leverage points. 

The diagnostic procedures developed in Chapter 5 were applied. When the leverage, 

influence and residual diagnostics are applied in unison they are capable of identifying 

both input space and output space outliers. As we have discussed the data points 
highlighted by the diagnostics corresponded to significant market events (1987 crash, 

Gulf war, ERM exit). The empirical sample clearly contained some highly unusual and 

influential observations. 

The finding of the diagnostics led to critical review of the model specification, and the 

application of robust estimators. Whilst the robust estimators did offer some 

improvement over the standard model, their main advantage is the reassurance they 

provide, that the estimation process has not been severely corrupted. Whilst the 

diagnostics clearly identify some extremely influential observations (e. g. the October 

crash of 1987), their impact on the contemporaneous factor model appears largely 

benign. 
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8. Robust Neural Time Series Estimation: 

An this chapter we detail the development of robust neural network times series 

estimators.. Outlier contamination in time series data presents new set of methodological 

problems. In time series domains, due to the serial dependence of the 'observations, each 
outliers in the data set will appear in both input space and output spaces. Accurate time 

series estimation in ill-conditioned time series data therefore requires a methodology 

that is also robust to both input and output space outliers. For multi-variate . time series 

the problems of outlier contamination are. amplified. 

It is straight forward to apply the M- and GM-estimates described in Chapter 6. The M- 

estimators will protect the estimation process from output space outliers, however they 

will still be susceptible to input space corruption. The 'GM-estimators will, provide some 

robustness to input space outliers by down-weighting high leverage observations. 

However, due to the serial dependence ; of the data superior estimators can be 

constructed using filtering techniques. 
I'll 

The filtering methodology we develop uses a state space framework to represent the 

time series data. The neural time series models are robustly estimated within the frame 

work of a non-Gaussian Kalman filter. The filtering methodologies identify outliers as 

they occur in the output space and prevent them from corrupting future prediction by 

removing them. The Kalman filter is capable of modelling multivariate non-linear time 

series, with independent contamination of each time series. The Kalman filter approach 

can also be augmented to cope with missing observations and data aggregation. 

Robust time series methods are demonstrated on artificial and real data sets. The 

artificial examples demonstrate the robust properties of. the estimators to both outliers 

and leverages. This chapter also contains the results of an empirical application for the 

robust Kalman filter estimator to foreign exchange triangular arbitrage on a tick-by-tick 

time series (Rolland and Connor (1996a)). The financial data is from Reuters FXFX 

pages and represents the second-by-second -foreign exchange quotations from the 
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contributing financial institutions. The data is problematic due to the erratic arrival of 

observations and the occurrence of spurious (outlying) quotations. The empirical 

example demonstrates the flexibility and strength of the robust Kalman filter time series 

methodology. The model robustly updates the predicted states of the arbitrage model as 

new information arrives, allowing estimates of all exchange rates to be estimated at 

every time step. Applying neural networks within the Kalman imposes no rigid 

parametric form on the relationship between successive prices. From a financial point of 

view, augmenting the Kalman to model erratic tick data allows rapid identification of 

any pricing anomalies. The robust neural Kalman filter is compared to naive predictors 

and non-robust estimators. 

8.1 Neural Time Series Estimation 

A time series typically consists of a set of observations on a variable, z, taken at equally 

spaced intervals over time (z0,..., z). The observations exhibit serial dependence, 

allowing predictions of future values based on the historical data. The dynamics of the 

time series can take many forms, but are invariably stochastic. 

z, =g(z, _1,..., zo)+E, (8.1) 

where c represents the stochastic component of z, and g the conditional mean. The 

relationship g may or may not be linear. The dynamics of most series can be reproduced 

by introducing a sufficiently high number of lagged observations. The dynamics are 

described as auto-regressive (AR). Alternatively the dynamics may be reproduced by 

modelling lags of the stochastic component c. Such dynamics are described as being 

moving averages (MA). Combining both AR and MA terms often leads to parsimonious 

representations of time series. The simplest example is a linear ARMA(1,1) 

z, 4 zr-t +©E, -1 +c, (8.2) 

where 4 and 0 represent the strength of the AR term and MA term respectively. Auto- 

regressive parameters may be estimated via ordinary least squares regression. The 

estimation of moving average parameters requires the application of recursive 

procedures such as those described by Box and Jenkins (1978). For a review of basic 

time series models see Harvey (1981). 
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The time series models may be generalised to multivariate series. The observations then 

consist of vectors z,. The multivariate model represents the various inter-relationships 

between the different series. For example, a linear vector auto-regression can be 

represented by 

Zý _ OZ, -1 +8, (8.3) 

where z, and c, are Nx1 vectors and (D is and NxN matrix of parameters. For non- 

linear auto-regressive processes a standard feed-forward neural network can 'be 

employed to non-parametrically estimate the conditional mean, of the 

series. 

(8.4) 

In conventional neural time series models the parameters are estimated by minimising 

the MSE. 

9= arg min Rn (0) = Y, (f (zý-ý ý..., z, -n; 
e) - Z, )' (8.5) 

In the context of neural networks much works has been done on the application of 

neural models to predict time-series (Weigend (1990)). Simple feed-forward neural 

models can be applied to model NARX (non-linear, auto-regressive, exogenous 

variable) time series. For moving average processes recurrent neural models with feed- 

back connections can be applied (Burgess (1996), Connor (1994a)). 

8.2 M-Estimators *, for Neural Networks 

The estimation procedures generally assume Gaussianity of, the stochastic component. 

Standard least squares neural network estimation techniques are non-robust towards 

outliers. The outlier contaminated non-linear time series function can be represented 

z, =g(z, _1,..., zo)+s, +, V, (8.6) 

where g represents the expectation of the conditional distribution p(z1lz,.,, ..., z0) and c is 

the stochastic component assumed to be Normally distributed, N(0, as2). The last term 

represent the random occurrence of the additive outliers, which are also assumed to be 

Normally distributed, N(O, a,, 2), but have significantly larger variance a�2 » as2. The 
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I'regluenry 01' ()utlicr uccurrt. nccs is characterised by a Bernoulli random variable /p(,, 

Iº(X. 

The non-rob(Istness 4)f univariate neural time series estimators was investigated by 

Connor, et at (1994). 'I he conventional least squares estimation )2 is 

(particularly susceptible to contamination z, by outliers v,. Since the outliers can he 

quite large, the sum squared errors can be dominated by a single outlier. 

It is straight lorward to apply a robust estimator to the time series domain. Simple 

out! icr robustness can he achieved by minimising a robust quantity EP (z, -', ). 

where t, is ah inrtiun chosen Il-uni the rangt cifM-estimators. 

U argniiný/? �(())-11l) 
«i(zý 

... 1; 
0)-z )/ýýý (8.7) 

flhe us uI, M-estiniatuýrs insures the estimation procedure against the contamination 

elh. cts of' output space outliers. The primary drawback of the above robust estimation 

algorithm is the use of' outlier contaminated data in (8.7) as input into the 

predictor. 

AR Prediction oullicl. Contaminated 
AR I'rcdliction 

AH(p) Nk I. - 

tt 

týl 
Outlier at Lag (I 

I 

1ý2 

()kither at Ia (2) 

I'it; ccr4. HI 'I'h Iig III shows the predictions of an AR(5) model, fin, three time steps. The 

right hand figcui. contains :c single outlier. The AR model can not predict the outlier 
rrsultiii in a large residual vrror at time t. The outlier then becomes the basis for a 
furlhi-r ! Icn-cliclions, cý; irh bi. int; significantly (listorted by its presence (t+1...., t+5). 

In Ili Iinie" series context, estimation based ein robust target functions is not sufficient 

because of input shacc outliers. Time series predictions are usually based on previous 

observations of (hat time series. Outliers will thcrel re be used as the basis of future 
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predictions. For an auto-regressive model of order p (AR(p)), the next p predictions 

after an outlier occurs will be based on distorted data. 

Multivariate time series predictors are even more susceptible to outliers. Often neural 

networks are estimated by minimising the following mean square error over each N time 

series 

Nn 

1Z (z, 1', -i , 
Iii, 

, (e))2 (8.8) 
1=1 1=1 

where the parameters of the neural network 0 are used in common for the prediction of 

each time series. This means that an output space outlier of a single time series will 

dominate the mean square error of all of the time series predictions. This problem can be 

lessened by building individual time series predictors which do not share parameters 

and are estimated by minimising an individual time series mean square error 

1: (Z(i) _(i)())2 
(8.9) 

; _1 
for each N series. The change in cost function from, (8.8) to (8.9) will limit the cross 

contamination of output space outliers between the time series, but it does not address 

the problem of input space outliers. A single outlier on one time series will distort all 

time series for multiple predictions into the future. For example, in a two variable 

VAR(p) model, an outlier on a single time series will distort the prediction of both 

series i"' z" """ z z" zand (z"' z`' z"_' " z"_') for p+l steps. tit 1( t I, >tp, t 1, """'t p tp-ý t-1ý"""ý t p, t 1ý"" ºtp 

For, independent contamination of the each of time series the proportion of corrupted 

observations scales multiplicatively with the number of series and the number of auto- 

regressive lags. In case of aN variable VAR(p) model each independently contaminated 

with c% outliers, then up to Npe % observations will be corrupted by either input space 

or, output space outliers. For highly flexible locally fitting estimators such as neural 

networks the distortion due to a high percentage outliers contamination can be 

catastrophic. 

To limit the impact of the input space outliers the GM-estimator described in Chapter 6 

can be applied. As we have shown input space outlier robustness can be achieved by 
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minimising a robust quantity Zt (z, - I, ,, _I , z, ) , where r is a robust score function which 
is also dependent on the input space position of the observation.. 

O= arg min R�(0)=ET 
0 1 I 

The function r can take the form of either the Mallows or Schweppe estimators. The 

application of GM-estimators has been widely studied for linear time-series models 
(Martin (1979)). Whilst down-weighting input space outliers by leverage, superior 

estimators can be constructed which utilise the serial dependence of the observations to 

filter outlying observations. 

8.3 Robust State Space Modelling 

It is clear from the above example that for robust time series estimation input space 

outliers must be rigorously and efficiently dealt with. The novel robust neural estimator 

proposed in this chapter achieve robustness via filtering the observation. Filtering 

techniques achieve robustness to input space outliers by basing the future predictions on 

"cleaned" data (i, 
_, ,""", 

z, 
_P 

). The cleaned data represents a robust estimate of z,., i,, the 

value of the time series at t-1 given all information available at time t. Data points which 

have been identified as outliers as they occur in output space are modified/cleaned 

before becoming the basis of future predictions (f(z, 
_,, ""-, 

z, 
_o; 

©) ). If the output space 

outliers have been correctly identified and modified, the prediction will be robust to 

both input and output space outliers. The natural setting for such filtering is to describe 

the time series within a state space framework and use a robust Kalman filter to estimate 

the states. In the following sections we show how the Kalman filter can be applied to a 

non-parametric (neural) state space model which are robust to the presence of input 

space and output space outliers. Neural networks have been successfully applied within 

the Kalman filter framework by several authors Connor et al (1994b), Bolland and 

Connor (1996a), Niranjan (1997), and Timmer and Weigend (1997). Firstly, we 

introduce state space modelling, and the estimation of the states via the Kalman filter. 

We then describe how the Kalman filter can be made robust by the application of M- 

estimators. 
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8.3.1 State space modelling 

The state space form is a powerful tool which is capable of handling a wide range of 

time series models. State space models describe the stochastic dynamics of the time 

series "via unobservable fundamental states. The states are related to the observed data 

via the observation equation. The observation process is noisy, where the observations 

may be transformation (T) of the states. Multivariate linear time series can be 

represented by state space model, defined by the state update Equation (8.11) and the 

observation Equation (8.12) 

x, (D, -, x, _, +ei (8.11) 

zlv-l = TX, + v, (8.12) 

where x, represents the (M x 1) state vector of the underlying system, (DQ is an (M x Al) 

matrix with describes the state dynamics and e, is the (M x 1) vector -of state noise. The 

underlying states and the observation are linked via the observation Equation (8.12), 

where z, represents the (N x 1) vector of observed time series, T, is the (N x Al) 

observation matrix and v, is the (N x 1) observation noise. State space models often 

simplify the description of data in which the observations are either time varying or 

non-linear functions -of the underlying states. The observations, z,, can often be 

described in terms of states, x, , which have a lower dimension than the observation 

vector, which will result in simplifying and reducing the dynamics which have to be 

estimated. State space models allow the noise process e, associated with the dynamics 

of the states to be separated from the noise v, affecting the observations. The 

covariance matrices of e, and v, are denoted by the (M x Al) matrix Q, = E(e, " e; ) 

and the (N x N) matrix R, = E(v, " v; ) , respectively. 

For a general state space model the dynamics the model's observation function t, (x, ) 

and the state update function f, (x, 
_, 

) are no longer assumed to be : linear functions of 

the state vector. 

x, =f(X, -, 
)+e, (8.13) 

z, = t(z, ) + v, (8.14) 
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The state dynamics, f(x, ), represent the underlying functional forms of each of the 

states, which could be anything from random walks to linear or non-linear functions. 

For a non-linear vector auto-regression (NVAR(p)) the states are given by the (Mp, 1) 

vector 

f (X, 
-I) = (f1(X, 

-I 
), f2 (X, 

-i 
), ... ý fM ýX ý-ý ))I (8.15) 

f, (x, 
_, 

) = (f (X, 
-i), x; ̀ ;, ..., x(iP+, )' (8.16) 

e, = (e1, Dlxp-1' e2� 0Ixp-� 
"', eM� °Ixp-I)' 8'17) 

where fj (x, ) denotes the deterministic component of the next state x, and x; ') denote the 

p autoregressive lags of 1th series. 

The states, x, , of model given by (8.13) and (8.14) must be inferred from the observed 

data z,. For the case of a linear model with Gaussian noise, f (x, 
_, 

) = (D, _lx, _j , 
(where 

(D, is the linear state update matrix) there exists an exact Bayesian solution for 

estimating x,, the Kalman filter (Kalman (1961)). For non-linear state dynamics, the 

extended Kalman filter (EKF) yields estimates of the underlying states. The EKF is not 

strictly Bayesian, but is a reasonable approximation which is widely used and well 

understood. 

The model given by (8.13) and (8.14) often assumes v, is generated by a multivariate 

Gaussian distribution with constant variance. The additive noise process is often heavy 

tailed in practice, which means that the number of large negative and positive noise 

terms is more than would be accountable by a Gaussian model. 

8.3.2 Kalman filter 

Kalman filtering originated in the engineering community with Kalman and Bucy 

(1961), and has been extensively applied to filtering, smoothing and control problems. 

The modelling of time series in state space form has advantages over other techniques 

both in interpretability and estimation. The Kalman filter lies at the heart of state space 

analysis and provides the basis for likelihood estimation. The Kalman filter is a 

mean/variance estimator which recursively computes the optimal estimates of the state 
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vector at time t, based on all information available at time t. The Kalman filter enables 
the estimate of the state vector -to be continually updated as new observations become 

available. For linear systems with Gaussian disturbance terms, the Kalman filter is the 

maximum likelihood estimator of the state x, . 

The conventional formulation of the Kalman filter assumes that both the process noise 

and observation noise are Gaussian. The derivation given below (Masreliez (1975) and 
Martin et al (1983)) derives the Kalman filter recursive update equations in terms of the 

score function of the innovation process. From this general derivation it is simple to 

apply the Kalman filter to non-Gaussian state space models. 

For the a linear state space model the one step ahead predicted state vector z, u_, and the 

predicted observation vector z, i, are given by 

(8.18) 

z, ji = T, X, l, _1 
(8.19) 

where the predicted state is based on the filtered estimates of the states using all 

information -up to and including time t-1. Basing the predictions on the cleaned data, 

removes the impact of observation noise on the future predictions. For the Masreliez 

formulation of the Kalman filter the distribution terms v, in (8.12) is assumed to be 

zero mean, serially and mutually independent, however no assumptions about the 

distribution is made. The modelling methodology we employ assumes that -the noise 
covariance matrices remain constant over time. The filtered estimate of the state vector 

z, i; , is defined by the following relationship 

xrp = Xru-t + Mip-1TrVr (Zl) (8.20) 

Predction Error Correction 

where z, = z, -is the (N x 1) innovations vector (the observed prediction error), 

W, (z, ) is (N x 1) vector the score function of the innovations and M,, 
_, 

is the (M x Al) 

prediction error covariance matrix of the states. The error correction formulation (8.20) 

is the heart of the Kalman filter. The estimated states at t, are based on the models 

predictions, xlý_l, adjusted by the error correction term, M ,,, _, 
T' ji, (z, ) , associated with 
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the newly observed data, z,. If the prediction is exact, the innovation z, is zero and no 

correction is required. When the residuals are non-zero the amount of correction is 

determined by the score function of z, and the prediction error covariance M, 
-,. 

The 

prediction error covariance matrix M, u_1, is specified by the set of relations 

M, 
+lu = +Q, (8.21) 

Mill =M, p-I -Mill-1T7 , 
(Z')TM", 

-. 
(8.22) 

where M,,, is the estimated prediction error covariance based on information available at 

time, t, and ̀ Y, is the (N x N) matrix differential of the score function of the innovations. 

The score function of the innovations process has components 

apä ZZI 

,} 
. [P{ Z, R, 

-, 
}]-' (8.23) 

and ̀ l', ('z, ), the differential of the score function, has elements 

IT, (Z, )}U 
{4lZz, )), 

(8.24) 
a( , )f 

where p(11I Z, 
_, 

} is the probability distribution of the innovation. If the distribution of 

the innovations is known then the recursive update equations can be defined. In the 

standard Kalman filter, the density function for the innovations is assumed to be 

Gaussian. The score function ur, (z, ) for a Gaussian innovation process is linear. For a 

heavy tailed density functions yr, (z, ) is given by a non-linear gain function that down- 

weights the influence of large innovations. If the innovations are Gaussian and given the 

initial conditions, Maio and zoo, the Kalman filter gives the optimal estimator of the 

state vector as each new observation becomes available. 

The Kalman filter is generally applied using linear observation and state update 

equations. However, when the functional form is unknown it is desirable to allow the 

methodology to estimate the functional relationships non-parametrically. Enforcing a 

linear parameterisation onto the state update function may severally bias and degrade 

the modelling methodology. 
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The Kalman filter can be extended (EKF) to filter non-linear state space models. These 

models are not generally conditionally Gaussian and thus an approximate filter is used. 
For non-linear state space models the state transition matrix CD, in (8.18) and the 

observation matrix (T) in (8.19) are estimated by point-wise linearization of the non- 
linear model. The elements of . D, -( or T) are the partial derivatives of f( or t) 

evaluated about the robustly filtered estimates of the state vector 

ac(x, ), 
T, 

axj Ix' (8.25) 

ý'ý 
ax 

Ix, 

=z 
(8.26) 

Le. 
'a 

linearization of the function at i,. The quality of the approximation depends on 

the smoothness of the non-linearity, as the extended Kalman filter is only a first order 

,, approximation of E{x, ) Y, 
_, 

}. 

Commonly in applications of the EKF, the form of the non-linearity may-be known or 

assumed to follow a given parametric form., For multivariate models, the dynamics may 

well include interaction effects and constraints on the various series. In our case we use 

neural models to non-parametrically estimate the dynamics of the time series. The 

individual non-linear functions are approximated with simple feed-forward neural 

networks with h, hidden units and sigmoidal transfer functions (4) 

f(xýý1 
-Lwijý(LWiJkxi-k-ý... +ýWI. 

I. k+(m-1)Px/ k, 
+w,, 

/. 0)+w, 0 
(8.27) 

j-1 k=i k=1 

which is a function of the entire state, not justVthe lagged values of a single principal 

state x; ̀ ). Where the (1 x m) parameter vector 6;, consists of the neural networks 

weights 

01= 
{Wi. 

O I ... ' 
w%A 

I 
WO 

AI... I 
w, 

A Mn,, 
}. (8.28) 

The state transition matrix c, is given by the partial derivatives of the neural model at 

x, . The partial derivatives of the network are simple to calculate by application of the 

chain rule. 
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For a Kalman filter to work on a the state space model (8.11) and (8.12), the system 

must be both observable and controllable, sufficient conditions for the case of neural 

networks are given in Bolland and Connor (1997a). 

8.3.3 Robust Kalman filter 

It is commonly found in time series analysis that the disturbance term (observation and 

state noise) does not follow Gaussian distributions. As in the case of regression, the 

disturbance term may be heavy tailed or contaminated by usual outliers which can 

seriously distort Gaussian based predictors. Non-Gaussian filtering has received a lot of 

attention in the literature. The Kalman filter update equations are dependent on the score 

function of the disturbance terms and its derivative (Masreliez (1975)), so for a known 

distribution the optimal mean variance estimator can be produced. The exact form of the 

distribution is rarely known. Kitagawa (1987), proposed a method of linearly 

approximating the distributions of the innovations from the empirical sample. However, 

as the filtering equations depend on the derivative of the distribution, such methods can 

be inaccurate. Alternatively methods can be developed which take advantage of higher 

moments of the density functions and require no assumptions about the shape of the 

probability densities (Hilands & Thomopoulos (1994)). 

To optimally filter a data set corrupted by outliers, the distribution of the residuals must 

be defined. However, it is generally the case that any reasonably heavy tailed non- 

Gaussian procedure will have superior performance to a Gaussian based procedure. The 

approach followed in this thesis implements robust M-estimator as the score function 

for the distribution of the innovations (breaking the link between the true distributions f 

'/fand MI). For the case of Gaussian innovations the score function yr, (z, ) is given by 

p{ z, I Z, 
_1) =k exp(-z; E'1 ,) 

(8.29) 

a 
a( 

); 
-'} "[P{ZrIZ, -ý}]'' °cE-'Z, (8.30) 

yj(z, ) = (TM, T, +R, )"' "z,. (8.31) 
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where the covariance of the innovations (E, = T, M, T, + R, ) is dependent on the 

prediction error covariance, M, and the observation noise, R,. Similarly, the second 
derivative of the score function for Gaussian innovations is given by 

`, (zl)=a Y º(Z, )=(T, 
M, T'+R, ) (8.32) 

a Rd 
In the Gaussian case, the score function is linear in z� therefore a large residual will 

result in a large correction. The Kalman filter can be -made robust to output space 

outliers in much the same manner as regression models. For a general symmetric M- 

estimator the innovations are assumed to be drawn from a fat tailed distribution 

p{i, IZ, 
_, 

}=kexp(-p(r, )) (8.33) 

where the magnitude of the innovations, r� is defined by r, 2 = (z, E1 (z, -i, ) and 

=T, M, T, +R, is the covariance of the innovations. The score function for the 

distribution is given by 

8P{z, IZ, 
-re 1-_Z, -, -i, 

Wýýzý) =- 1 adz ), 
ýP{z, ýZý-ý}) 

Z, ý-, Z 
Wir, ) (8.34) 

where w (r, ) is a standard univariate score function and the denominator is simply r,. 

W, (z, )=(T, M, T, +R, )-' "i (r, )/r,. (8.35) 

and the derivative of the score function is given by 

`, Cil)= (T, M, T, +R, ) 
9 (, (), 

(8.36) 

Outlier robustness: 

When the score function follows a robust form, y(r) down-weights large innovations 

vectors the estimator will be robust to the presence of output space outliers. 

Leverage robustness: 

Due to the filtering nature of the Kalman filter the estimator will also be robust to 

input space outliers. The filtered state z, 
_, are derived from the prediction and the 

error correction term. When an outlier occurs in the output space the error correction 

term will be small and so the filtered value , will be purely based on the previous 

prediction. If the score function has robustly cleaned the outliers (as they occur in the 
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output space) their corrupting affect will not contaminate future predictions 
(f(ý; 

-ý,... ý ý-nýý" 

The robust Kalman filter is superior to the GM-estimator as the weightings of outlying 
input space points is determined by the serial dependence of the observations and not 

some measure of leverage. 

Multivariate score function: 

As we have discussed in Chapter 3 and earlier in this chapter, many candidates for 

robust score functions exist. The score functions described so far have been for 

univariate residuals. In the context of multivariate time series, however, we must 

generalise the robust score function to the cope with multiple series. It is often found 

that outliers occur independently on each axis and at different frequencies and that the 

underlying generating process of the outliers is different. Several possibilities exist for 

outlier contamination across multiple time series. 

9 Full contamination: a single contamination process corrupting all time series 

simultaneously. The full contamination model can be represented by the following c- 

contamination proccss 

P. =(I -c)F+cH (8.37) 

where P. is the distribution of the observed data, F describes the distribution of the 

data generating process, and H represents the distribution of outliers which corrupt 

the data. So the entire data point comes from either the true data distribution with 

probability (1 - c) or the contamination distribution with probability c. The level of 

contamination is the same for all dimensions of the innovation vector. 

" Independent variable contamination: multiple independent contamination processes 

corrupting each time series independently with different rates of occurrence. The 

independent contamination model can be represented by the following c- 

contamination proccss 

(8.38) _ (1-eo)F+ýý_ýe, H, for 1 =1,..., M (8) 
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where H, represents an additive outlier distribution for the i`h dimension of the 

multivariate innovation vector and denotes the total proportion of 

additive outliers. 

Where corruption occurs independently, filtering all axes will remove and distort valid 
information for the uncontaminated observations. In vector auto-regressive models the 

filtered values form the basis for several predictions for all the time series, so incorrectly 

filtered values form the basis of several predictions, degrading the performance of the 

model. 

The full contamination model leads to spherically symmetric score functions, where as 

for the independent contamination model, the score function is defined axis by axis. The 

score function for the full contamination is given by 

W, (z, )=Z; '-i, y (r, ) /r (8.39) 

For the independent contamination model the score function is of a similar form to 

(8.39), however components are now determined-by the variance on each of the axes 

independently. 

w1QA = 
12 

"1, 'v(z,, /a, i)/(zii /ad) (8.40) 
afi 

where a,, = (T, M, T, + R, ),, is the scale associated with ih axis. The choice of yr will 

depend upon the robustness qualities desired in the estimation process. 

The score functions (8.39) and (8.40) can be given geometric interpretations. The Huber 

'function for full contamination can be viewed as'projecting outlying innovations onto 

the surface of a hyper-sphere while maintaining their vector direction (see Figure 8-2). 

The projections represent the filtered values ofz. the innovations. All axes are filtered 

when a data point is outside the hyper-sphere. The Huber function for independent 

contamination projects outlying innovation onto the surface of a hyper-cube, 

' maintaining the magnitude of uncorrupted components. 
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ri 
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Independent Contamination 
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+ (1) 

rj 

..................... + (2) 

Figure 8-2 : The treatment of two dimensional residuals by a Huber function for the full 
contamination model and the independent contamination model. The full contamination 
model projects the innovations onto the surface of a circle, whereas the independent 
contamination models projects onto the surface of a square. 

Point I in Figure 8-2 clearly shows an outlier on both dimensions, however for point 2 

only one axis appears to be contaminated. The Huber function for the full contamination 

model is inappropriate for the second observation. For time series models with auto- 

regressive lags, the incorrectly filtered values form the basis of several predictions. 

Incorrect filtering can degrade the performance of the model. 

8.3.4 Missing data and data aggregation 

Time series data represents a set of observations on a variable taken at equally spaced 

intervals of time. Ilowever, it is often the case that observations may be missing or that 

multiple measurements are available at a given instance. Ideally, a time series 

methodology would be able to cope with such circumstances. Missing observations will 

be detrimental to the estimation process requiring the application of iterative 

predictions. Data aggregation is beneficial, allowing observation noise to be averaged, 

giving more accurate estimates of the underlying states. For multivariate time series the 

problem of erratic observations is exacerbated. On any given time step one or more of 

the time series may be missing. As shown below the state space representation is ideally 

suited to missing observations and contemporaneous aggregation, as the distinction 

between system (x) and observation (z) has already been made. The observation vector 

becomes time varying shrinking when observations are missing and expanding for data 

aggregation. The Kalman filter allows the states to be updated even when no 

observations occurs, and incorporates all available information. On any given time step 
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only time series for which an observation has occurred enter the observation vector, and 

only the rows of the observation matrix which correspond to an actual observation are 

used to update the filtering equations. So the dimensions of the observation vector z, 

and the observation errors v, , vary at each time step (N, x 1). The observation equation 

is given by 

Z, = W, Tx, +v, t =1,..., n (8.41) 

where WW is an N, xN matrix of fixed weights. This gives rise to several possible 

situations. 

" Contemporaneous aggregation of the first component of the observation vector. So 

'the weight matrix is ((N + 1) x N) and has a row augment for the first component to 

give rise to the two values z, , and z; z . 

100... 0 

100... 0 Z", 1 

Z/1,2 010... 0 
Z' W` 

001p 
(8.42) 

ZN 
N+1 

0001 
(N+I)xN 

" All components of the observations vector occur, where the weight matrix is square 

(N x N) and an identity. 

Z' 1 """ 0 

Z'= W, (8.43) 
N Zf 

Np... 
1 

NxN 

" The iah component of the observation vector is unobserved, so N, is (N-1) and the 

weight matrix (Nx (N-1)) has a single row removed. 

Z, 0 
0 

Z! -1 

Z= +> 
W, . (8.44) 

Z; 
0I N-1 

N 
Zr 

N-1 
0 

(N-1)xN 
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" All components of the observations vector are unobserved; N, is zero and the weight 

matrix is undefined. 

z, =(NULL], w, = [NULL] (8.45) 

Expanding and contracting the observation equation in this way, allows the state space 

model to cope with the erratic arrival of data and immediately incorporate all new 

information to update the its state estimates. The dimensions of the innovations 

and their covariance E, u_, also vary with N. Equation (8.20) is undefined when N, is 

zero. When there are no observation the Kalman filter updating equations can simply be 

skipped. The resulting predictions for the states and filtering error covariance's are, 

z, i, and P, 1, For consecutive missing observations (N, = 0,..., N, +, = 0) we 

require multiple step prediction, so with repeated substitution into the transition 

equation we have 

1 f-I l 

X r+l = 
11 cr+J xr + ýr+r er+J + e, +º 

(8.46) 

J-1 J-i r-J+ý j, 

taking the conditional expectations at time, t, we have 

AA 

X, ýýw =n 4D, +j 
Ixt 

(8.47 

and similarly for the prediction error covariance for the time independent case 

r-i 
+E (DJQ (Dj " 

(8.48) 

The estimates for multiple step predictions of z, 
+, u and z, 

+, ý can be shown to be the 

minimum mean square linear estimators E, (y, +r) 

8.3.5 Parameter estimation 

A robust estimation algorithm for the parameters 0 of the neural networks and the noise 

covariance matrices Q, and R, is developed in this section. An estimation 

maximisation (EM) algorithm is employed at the centre of a robust estimation procedure 

based on filtered data. The EM algorithm, see Dempster et al (1977), is the standard 

approach when estimating model parameters with missing data. The EM algorithm has 
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been used in the neural network community before, see for example Jordan and Jacobs 

(1993), Connor et al (1994a), or Liu (1994). 

During the estimation step, the missing data, namely the x1, vt, and et, of (8.11) and 
(8.12) must be estimated. Estimates of the missing data are equivalent to the filtered 

data xt , yr , and el from the robust Kalman filter. With the estimated missing data 

assumed to be true, the parameters are then chosen by way of maximising the 
likelihood. This procedure is iterative with new, parameter estimates giving rise to new 

estimates of missing data which in turn give rise newer parameter estimates. 

Specify Initial Model 

r 

....................... ........................ EM Algorithm ...., 
Estimate x1, vt, et 

E-Step -Based on f(X,; g, ), Q� R. 

Estimate Model Parameter A; +, M-Step Arg min R�(O) 

Check Convergence 

Robust EKF 

Figure 8-3: EM algorithm for parameter estimation of the robust Kalman filter. During the 
estimation step, the missing data Xt, Vt, and et, is estimated. ' Estimates of the missing 
data are equivalent to the filtered data XI 

,Vt, and et from the robust Kalman filter 
'based on the current parameter estimates. With the estimated missing data assumed to be 
true, new parameters are then chosen by way of maximizing the likelihood. This process is 
iterated until convergence. 

The maximisation step is based on maximising a robust likelihood for the system 

defined by (8.11) and (8.12) 

l(8) _ ýp{z, ýZ, 
_ý} 

(8.49) 
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where p(z, IZ, 
_, 

) is a function of r, 2 
. De Jong (1988) derived (8.49) for linear models 

where initial state estimates and noise variances are considered. The log likelihood is 

ollen an easier quantity to maximise and is given by 

M 

L(O) =1: log(p{z, IZ, 
_, 

}) (8.50) 
1.1 

and the optimal (1 x m) parameter vector gives the maximum log likelihood 

n 

0 =argminZlog(p{ z, IZ, 
_, 

}) 
. (8.51) 

0 1-1 
The first order partial derivative of (8.50) are easily computed and simple gradient 

descent can be applied to find the maximum 

VOL(O) = 1: (v1,1og(P(i1IZ, 
- 

)))T, (8.52) 
1 "1 

To a first order approximation the dependence of E, '' on 0 can be ignored. Noting that 

the first term in (8.52) is the multivariate score function of the innovations 

y (z, ) = OF11ob(p{z, IZ, 
_, 

}) and can be expressed using (8.20) and (8.23) as 

W P')ITTmo-I =(x,,, (8.53) 

which can be used with (8.52) to reformulate the derivative of the log likelihood in 

terms of the filtered data 

V0L(0) = ý(z, 
ý, -z, v-ý(X, -,,..., 

z, 
-11,0)) 

Mýü-1°0X, 11-1(X, -1,..., 
z, 

-rý©) 
(8.54) 

where the first term in Equation (8.54) is simply the difference between the predicted 

states and the robustly filtered estimates and the second term is the partial derivative of 

the predictions with respect to the parameters scaled by the current prediction error 

covariance. This is equivalent to doing a weighted gradient descent (back-propagation) 

on clean data. The derivative of the likelihood given in (8.54) should be compared with 

the standard neural estimation algorithm for time series models. For least squares time 

series estimators the parameters are estimated by finding the minimum of 

VO L(O) = 
(z, (8.55) 

r. ' 
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The standard least squares estimator is non-robust as large residuals will dominate the 

parameter estimation and the prediction are based corrupted data. Even if a robust score 
function is applied to limit large residuals the predictions will still be corrupted by input 

space noise and outliers. 

An iterative procedure is applied to produce estimates of Q, and R, . The observation 

noise covariance R, has two components, u, the observation noise and w, the additive 

outliers. As filtering procedure interpolates through additive outliers, the estimate of R, 

is 
. only dependent on the first component "u, , R, = E(u, ., u, ). " Initial estimate of 

observation noise covariance and the state noise covariance Q, were -were produced by 

maximising the likelihood of the linear state space model. These estimates of R, and 

Q, were . refined during the neural network estimation process using gradient ascent to 

maximise the likelihood. 

8.4 A Simple Illustration:. the Henon Map 

A simple 2-dimensional non-linear time series is constructed to demonstrate the robust 

time series estimation procedure developed in the previous section. The time series 

represents the noisy Henon n-map contaminated with additive outliers. The state update 

equation is multivariate and non-linear 

x('' = 1+OLi(t) Z 
+ßX(2)+E (1) 

t-I 1-1 
xf2ý = 

(8.56) 

+E` Z) . 
56) 

where a= -1.4, ß=1.0 and y=0.3, and the system noise c is normally distributed 

(N(O, ae2)). The observation equation is linear 

zO) = XI( 1) + v(') p ff (8.57) 

zf(2) = x(Z) + v(2) 
ff 

where the observation noise, v� which has two components, u, and w� both Normal with 

zero mean and variances a, 2 and a,, 2 respectively, where awe » a�Z. The observation 

noise is either due to u, or w, but not both at any given time which can be expressed as 

ýý)\ui1) + (1)w(1) 40 ; 

výZ) _ (1-4'(Z)/)u(2) +4(2)w(2) 
(8.58) 
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where 4; ') is a Bernoulli process with p( ?; ') = 1) = a, p( 4 (') =0)=1-a. The 

occurrence of outliers on each of the components of the observation vector is 

independent (i. e. 4 (') is independent of 41(2)). 

The level of noise in the system determines the stability of the function. The Henon map 
is essentially an univariate auto-regressive process of order 2. For the deterministic case 

the state equation is simply 

(1) (1) (2) 
x, =1+ax, _I +11x, _2 

(8.59) 

where rj =ß*y. Figure 8-4 shows the response of x, as a function of the previous two 

time steps. 
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Figure 8.4 : The llenon map is basically a second order auto-regressive process. The first 

plot shows the current value of the time series against the previous to two values. The 
second plot shows the projection of the 3-d function onto x(t-1). 

To demonstrate the qualities of the robust Kalman estimator a data set of 1000 points 

was generated using the Fienon map dynamics with observation noise and outliers (a` _ 

0, a. - 0.2, a,, = 1.0). Where the contamination on the two series is independent and the 

level of contamination was set to 5% (a=0.05). The following results show the 

performance of the robust Kalman estimator in comparison to an array standard neural 

time series estimators. The neural models were simple feed-forward networks consisting 

of five hidden units. With five hidden units the neural network estimates can be shown 

to be asymptotically unbiased estimators of the Henon function. 
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Figure 8-5 : The figure shows the'projection of the 3-d 'function onto x(t"1). With the 
addition of observation noise and outliers the dynamics of the Henon map becomes unclear 
and only a quadratic shape remains. 

The ariay of estimators can be broken down into two sets. 'Firstly, the standard time 

series estimators, where the predictions based on the observed data. As described in 

equation (8.9), to lessen the effect of outliers in, multivariate data, independent neural 

models were built for each of the time series. The following models were estimated, 

" Non-robust MSE cost function. 

" Standard Huber (yr, (r), c=1.25). 

" Standard Hampel re-descending function (Wab, 
c(r), a=1.55, b=2.35, c=4.65). 

" Mallows type GM-estimator using a Huber function (w(0)yr, (r), c=1.8). 

" Schweppe type GM-estimator using a Huber function (w(0)y, (r/v(0)), c=2.0). 

Secondly, the state space time series estimators, where the predictions based on 'the 

filtered data. 

" Non-robust MSE Kalman filter. 

" : Full contamination Huber (W, (r), c=1.25) Kalman filter. 

" Independent contamination Huber (W, (r), c=1.25). Kalman filter. 

" Full contamination Hampel (W,, b, c(r), a=1.55, b=2.35, c=4.65) Kalman filter. 

" 'Independent contamination Hampel (W,, b, c(r), a=1.55, b=2.35, c=4.65) Kalman 

filter. 
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Note there is no need to apply GM-estimators within the Kalman filter as the input 

space outliers will already be removed. The parameters of the estimators were chosen to 

provide the same asymptotic efficiency. 

Figure 8-6 shows the estimated function for the MSE neural network and robust Huber 

independent contamination Kalman filter. It is clear comparing Figure 8-6 to Figure 8-4 

that additive outliers have distorted the estimated predictions. 
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Figure 8-6 : Estimated lienon map for neural networks estimated with MSE and 
independent contamination Huber Kalman filter. 
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Figure 8.7: Predicted vs. actual for neural networks estimated with MSE and the robust 
filtering algorithm. 
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Although the least squares estimator has discovered the major quadratic feature of the 
data, the accuracy of the fit is low. The distinction can be seen more clearly in Figure 8- 
7, which shows the predicted vs. actual. 

Table 8-1 and Table 8-2 show the generalisation performance of the various estimators. 
Table 8-1 shows the results for the Kalman filter-based methods and Table 8-2 shows 
the results for the standard neural time series estimators. The composition of the 

generalisation error can be broken down into the errors associated with input space and 
output space outliers. The results are shown in the last. two rows of the tables. 

Kalman Filter 

MSE Hampel Hampel (I) -Huber Huber (1) 

Generalisation, Error 0.027 P 0.0124 0.0105 0.0208 0.0091 

Input Space Outliers 0.030 '0.0158,0.0112 0.0231 0.0110 

Output Space Outliers 0.035 0.0128 0.0151 "0.0268 0.0113 

Table 8-1 : Shows the mean squared error for the five Kalman filter based estimators. The- 
(I) indicate the application of independent contamination score function. The performance 
metrics are calculated on the true underlying function. The generalization errors 
associated with input space and output space outliers are shown. 

. Time Series 

MSE Hampel Huber Schweppe Mallows 

Generalisation Error 0.031 0.0278 0.0274 0.0264 0.0266 

Input Space Outliers 0.036 0.0322 0.0318 0.0309 0.0309 

Output Space Outliers 0.035 "0.0314 0.0351 0.0333 0.0335 

Table 8-2 : Shows the mean squared error for the-five standard neural time series 
estimators. The performance metrics are calculated on the true underlying function. The 
generalization errors associated with input space and output space outliers are shown. 

Comparing Table 8-1 and Table 8-2, it becomes clear that the application of the Kalman 

filter 
. produces superior generalisation results than the standard time series estimators. 

Even the non-robust least squares Kalman filter produces comparable performance to the 

robust time series estimators. However, its performance is poor relative to the-robustified 

models, as the output space and input space outliers are not filtered from the estimated 

states. In this specific example the outliers are drawn from independent distributions. As 

we would expect applying full contamination score function estimators is less efficient 

than the independent score functions. 
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The standard time series estimators all perform poorly. This is due to the observation 

noise and outlier contamination. Basing the predictions on the outlier contaminated data 

seriously distorts the overall predictor. As mentioned previously, additive outliers in 

time series models appear in both the input space and output space of the estimation set. 

The time series is an AR(2) process, therefore, a single output space outlier will appear 

as two input space outliers in the model. In this experiment with 5% independent outlier 

contamination on each series, we would expect to observe approximately 10% output 

space contamination and 20% input space contamination. From the set of standard time 

series models, the GM-estimators produce the best generalisation results. However, it is 

clear that in the context of time series models simply down-weighting high leverage 

observations will be sub-optimal. The robust Kalman filter is a special form GM- 

estimator. The Kalman filter takes advantage of the serial dependence of the observation 

and removes outlying observations as they occur as output space outliers. 

8.5 An Application to Foreign Exchange Arbitrage 

In the previous section we demonstrated the application of the robust neural Kalman 

filter to a simple artificial data set. In this section we describe the application of the 

robust neural Kalman filter to financial transaction data. 

Transactions data and quotations are readily available from many data vendors and are a 

valuable source of information on the future price movements (both the volatility and 

expected value). The availability of data has spawned the interest of researchers from a 

number of different disciplines and stimulated model development for data analysis, 

predictive modelling and trading. The statistical characteristics of high frequency 

financial data present many problems to traditional modelling methodologies. High 

frequency financial data exhibits: 

" Erratic data arrival across multiple time series, 

" Observation noise, 

" Unknown functional dynamics, 

" Heavy tailed distributions. 
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Erratic data arrival: The analysis of irregular times series presents a serious challenge 

to conventional modelling methodologies. Standard time series methodologies assume 

,. that data arrives at regular intervals. One approach for modelling irregular data is to 

choose some fixed time interval ("binning" the data) and treat the gaps in the times 

series as missing observations. Alternatively, a time deformation method can be used to 

produce a homogenous time series. The time deformation methods proposed by several 

authors (see Engle and Russell (1994) for review) alleviate, some of the problems 

,: associated with modelling erratic time series, but their nature has some inherent 

drawbacks (i. e. only univariate). Using fixed intervals of "real time" for data analysis 

also presents some problems, requiring a time series methodology, that can cope with 

missing observations and data aggregation. The choice of time interval can have serious 

implications on the quality of the final model produced. 

Two methods for analysing irregular data assume different underlying mechanics of 

price evolution, namely, 

" "time deformation" assumes the price evolves along a new (univariate) time index, 

where the time index relates to the dynamics of price observations. 

"real time" assumes that the prices evolve on the time scale of the chosen interval 

(i. e. seconds, minutes, etc. ). 

Time deformation was originally proposed by Clark (1973) and suggests that prices are 

-a , subordinate stochastic process to another random, variable, the arrival rate. The 

approach of time deformation was developed by Tauchen and Pitts (1983) and has been 

more recently discussed by Müller et al (1990), who suggest methods of linear 

interpolation between erratic observations to obtain a regular homogenous times series. 

'Ghysels and Jasiak (1995) assume a different cause of time deformation, favouring non- 

linear time deformation to "business-time" or "tick-time". The ACD (Auto-regressive 

Conditional Duration) model of Engle and Russell (1994) directly models the time flow 

("deformation") via an auto-regressive process, similar in form to a GARCH model. The 

ACD approach to time deformation allows for the incorporation of exogenous variables 

but is still limited to univariate time series. These methods focus on understanding the 
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stochastic dynamics of price arrival and do not estimate the dynamics of the actual price 

movements. 

Our methodology is based in "real time" and the erratic arrival of data is treated as a 

missing observation problem. The methodology takes advantage of the flexibility of the 

state space framework, and utilises the EM algorithm to estimate the missing data. 

Observation noise: The filtering methodology is ideal to capture and model the 

observation noise of the time series. There are several causes for observation noise in 

high frequency financial data. The true value of the prices series is unobservable. The 

time series observation represent the market participants opinion of the underlying 

value. There is always a distribution of opinion within the markets, which can be clearly 

seen when several quotes are observed simultaneously. The distribution of opinion can 

be represented as observation noise, where the true price is the overall expectation of the 

opinion. In practice, prices are quoted to certain level of accuracy (3 or 4 decimal 

places). The rounding or quantisation of the prices induces noise in the observed 

quotations. Another source of observation noise is the bid-ask spread. The true price is 

bounded by a bid and ask price which are the actual traded prices. The difference 

between the true price and the bid and ask prices can be viewed as observation noise 

about the true price. 

Unknown functional dynamics: The dynamics of the data are often unknown. Imposing 

a strict parametric form on the relationship can be detrimental, often producing highly 

biased models. In our analysis, the state dynamics are estimated by a neural network 

model which does not impose a parametric assumption on the relationships and allows 

the price series to evolve in non-linear ways. 

Heavy tailed distributions: Conventional modelling methodologies are inappropriate for 

modelling tick data as the distribution is often heavy tailed (Dacorogna (1995), Chung 

(1991)). The observation noise in quotations data can be dramatic as the figures are not 

legally binding, and typographic errors and spurious quotations regularly occur. 
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The methodology we present describes the underlying dynamics of the tick data as the 

states of a state space model. These underlying states ("true price") are always evolving 
(every second) according to their stochastic dynamics, but they are only observed at 
random intervals via the noisy observation of a quotation or price (someone's opinion of 
the true price). The states of the system can represent several time series so the model 
can take advantage of the asynchronous arrival of information from several intimately 

related assets. The state space models observation equation expands or contracts 
depending on-the quotes observed from-, the different assets. The model is estimated by 

applying an augmented Kalman filter using, a missing data framework. The state space 

model and Kalman filter described are discrete, as the : data is only provided in quantised 
time steps (i. e. seconds), but the methodology can , 

be extended to continuous time 

problems with the Kalman-Bucy filter (Meditch. (1969)). The state space framework is 

"ideal for dealing with observation noise and provides accurate estimates of the "true" 
market prices. Also, by employing a robust score function the estimation procedure is 

" insured against heavy tailed observation noise (both as input/output space outliers). 

The modelling methodology outlined is employed in foreign exchange modelling. In the 
following section we use the multivariate state space framework to model triangular 

arbitrage relationships in the foreign exchange markets (USD/GBP, USD/DEM, 

GBP/DEM). 

Arbitrage is a fundamental mechanism for achieving efficiency in the financial markets 
(Ross (1976)). An arbitrage opportunity arises when a price discrepancy exists between 

two or more highly related assets. The opportunity can be exploited by buying the 

under-priced asset and selling the overpriced asset, producing a profit without incurring 

any risk. Mispricing is rapidly corrected in highly competitive markets (Frenkel and 

Levich (1975), (1977)), therefore arbitrage traders need rapid identification procedures, 

fast execution and low transaction costs. Many arbitrage relationships have been 

identified in the financial markets. Previous studies of arbitrage pricing relationships 

have mainly been limited to examining daily data. Studies that have examined intra-day 

data (ghee and Chang (1992)) have been limited to examining only a minute fraction of 

the data because of the need for simultaneous observations. The methodology we 

present allows the arbitrage price to be estimated in irregular (non-simultaneous) time 
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series, increasing the speed and accuracy of arbitrage identification. Our methodology 

can be applied to any system of linear arbitrage pricing relationships and has been 

successfully applied to foreign exchange (Bolland and Connor (1996a)) and fixed 

income data (Connor, Bolland and Lajbcygier (1997). 

Several foreign exchange arbitrage pricing relationships have been identified (triangular 

arbitrage, covered interest rate arbitrage, one way arbitrage, put-call parity etc. ), each 

placing constraints on the exchange rates. This example focuses on the simple foreign 

exchange triangular arbitrage relationships, the properties and formulation of which are 
described below. In the absence of transactions costs and bid-ask spreads, the following 

equilibrium relationships must hold for currency rates 

EX(0,1) EX(1,2) EX(2, O) =1 
EX(0,1) EX(1,2) EX(2,3) EX(3, O) =1 (8.60) 

EX(0,1) EX(1,2) EX(2,3)... ... EX(m, 0) =1 

where EX(ij) represents the spot rate for currency j when expressed in units of currency 

i. If the equilibrium relationships in (8.60) hold, then a single country's m exchange 

rates can be used to produce estimates of all the cross rates, 

EX(i, j) = EX(0, j) / EX(0, i) , (in this analysis the US Dollar is used as the base 

currency). Taking logarithms of the triangular relationships allows the cross rates to be 

expressed as 

log(EX(1,2)) = Iog(EX(0,2)) - log(EX(0,1)) 

log(EX(i, j))=Iog(EX(0, j))-log(EX(O, i)) (8.61) 

log(EX(m-l, m))=Iog(EX(O, m)) - log(EX(O, m-1)) 

With the inclusion of bid-ask spreads and transaction costs, the relationships expressed 

in (8.61) only hold approximately. The currency values are free to fluctuate within 

bounds where arbitrage is unable to set the currency value to the true price. The 

unprofitable bounds depend on the individual market. The free fluctuation of price 

within the unprofitable bounds can, be thought of as additive observation noise around 

the true arbitrage price. 
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In addition to introducing noise into pricing relationships, the bid-ask spread influences 

the dynamics of the time series. Roll (1984), showed that bid-ask bounce induced strong 

negative auto-correlation into financial data (Figure 8-8), an effect empirically observed 

in many studies (see Fama (1965)). Time series of market prices contain both bid and 

prices so if no new -information arrives the true value remains constant, any , 
ask' 

observed variation iscaused by the difference in bid and ask price. 

-""-"------"--"-""-"--- Profitable 
Boundary 

Ask Price OO 

............. Value 

Bid Price OfOýO 

-.. -----. -----. -.. ------ Profitable 
Boundary 

t-1 t 

-Figure 8-8 The figure depicts the Bid-Ask bounce observed in financial data. The prices 
occur at two levels either the Bid or the Ask price. The switching between the two price 
levels induces negative auto-correlation in the price series. 

In addition to the bid-ask bounce effect, the pricing relationships may well have other 

artefacts that induce mean reversion around the true arbitrage price (price quantisation, 

inventory effect etc. ). The functional form of these artefacts is unknown a priori and 

requires the application of non-parametric modelling methodologies. 

The additive relationships of (8.61) are violated when mispricing anomalies occur in the 

market. Violations of the triangular relationships are analogous to an outlier in the data 

set, the larger the mispricing the larger the outlier. If the value actually moves outside 

the profitable bounds (and it is not a data corruption) then an arbitrage opportunity 

exists where riskless profitable transactions can occur. In the following section the 

triangular currency relationships are encoded within a state space form and a 

multivariate Kalman filter is used to filter the market noise and identify any significant 

violations of (8.61). 
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8.5.1 Arbitrage model specification 

The observation vector z, in the foreign exchange state space model represents the 

logarithm of each exchange rate observed. Expressing the exchange rates in terms of 

logarithms enables the construction of an additive state space model. If all possible 

exchange rates (ticks) are observed at a given time step, then z, is given by 

Zt = (Z, 0,1), 
Z(0,2) '... 'Z; 'm), Z; 

1'2)'... 
'ZýI'm)ý... ýZým-1 

m)ý (8.62) 

where z; 1 ̂' = log (EX(i, j)) . Usually only a subset of (8.62) is observed. The elements 

of z, come in two principal groups : 

" The log of them exchange rates for the base currency (0j) 

z( °'1), Z(0,2),..., z(0')= log (Base Rates) (8.63) 

" The log of the corresponding cross rates (i, j) 

z, '' ,..., z; ''"), z; 2, '),..., z, -''") = log (Cross Rates) (8.64) 

The logs of the cross rates given in (8.64) can be expressed in terms of the base rates of 

(8.63) through z('j) = z(°'J) - z(0a). The base rates are therefore ideal candidates for the 

underlying states. The dynamics of the states are approximated via, vector auto 

regressive process with p lags. 

11mm lT (8.65) 

where x' represents the logs of the "true" dollar exchange rate of currency i at time t 

which is not to be confused with the observed noisy dollar exchange rates, z; °j). The 

choice of p lags for each time series was partly motivated by notational simplicity, in 

practice a varying number of lags for each time series should be considered. 

As shown in ((8.12)), the observation, z� is linked to the states, x,, through the 

observation matrix 

T1 - rt(O. l)T 
... 11 

t(O, m)TI t(1.2)Tý ... ý 
"(l, m)T' ... ' 

tim-I )T ] (8.66) 

which extracts the current base rates and the cross rates, at time t, from the state vector 

x,. Each of the rows of T, relate to a specific exchange rate, either a base rate or cross 

rate. The rows are defined as follows, 
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For base currency exchange rate (0, j) 

tro. i) = [0 -0 ýýº 0 ... 0 u-ýý 1 '0 (n 0 ... 00ý. ºl (8.67) lxp I: p UP UP 

so each t; °"') only extracts the base currency rate at time t, x, , from X,, 

" for cross currency exchange rates (i, j) 

t(Q) = [0 0 
Isp,,, 

0 
... 

0Isp,,, -1 0]spO) 1 
... 

0 0Isp(. ) (8.68) 

so each h, (-i) estimates the cross rate (if) at time t, using the additive log 

relationships between the base currency exchange rates x, and x, ', i. e. 

t(Q) "x = xj -x'. I 

The arbitrage conditions in this currency example give rise to a simplified state space 

model in which the state update function only represents the , dynamics of the base 

exchange rates. 

The time series models are applied to the changes in the base exchange rates. Predicting 

state : changes rather than levels requires a slight reformulation of the f, ' (x, 
_, 

) 's in 

Equation (8.16). The state transitions f0 are formed by two components, a random walk 

component x, '; (the previous state) and state changes d(') (x, 
_, - x, _2) , namely 

f(x )_ (') ' (') (') 
t-1 (xI-1 +d()(xI-1 -xI-2 ) xi_t s..., x; -p(141 s 

xt (2) +d (2) (x, - xr-2 ), x (2) 
..., x (2) (8.69) 

(m) (d'" )( ) (m) (m) )T 

where d(') (x, 
_, - x, _2) represents the predictive structure to be modelled. 

8: 5.2 Results 

Tick data for three currencies USD/DEM, GBP/USD, GBP/DEM (1993-1995) was used 

to demonstrate the methodology. The states of our model are therefore the arbitrage 

values of USD/DEM, GBP/USD, so x, = (log(USD/DEM), log(USD/GBP)). 
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The tick data was obtained from Reuters, April 1993 to April 1995. It was taken from a 

database of Reuters FXFX pages (USD exchange rates) and WXWX pages (major cross 

rates). The information shown on these screens is provided by Reuters contributors 

(mainly large Banks and Brokers) and represents an indication of the current trading 

price of the market participant. The values are only an indication and are not tradable, as 

a result the arbitrage relationships are not enforceable and the bid-ask spread tends to be 

much larger than in reality. These indications are often used as advertisements or as 

expressions of opinion on market movements. Reuters data also has some pre-filtering 

before the indication appears on the pages. These additional sources of noise offer no 

severe problem to the methodology presented and only further highlight the presence of 

observation noise. 

The dynamics of the change in states (d(')(x, 
_, - x, _2) 

). were estimated by the 

following models: 

" Naive random walk model (no filter). 

- x, _2) =0 (8.70) 

" Robust Kalman filter neural network NVAR(1,1), using Huber score function with 
indcpcndcnt contamination. 

Uii WlJk(x; 1) 
-x; 

ýk-1)+WIJ (x -Xý? 
k-1) + 1t'iJo)+wl. o 

lkXI-I - XI-2 
k 

(2) 
iU2Jý(±W2J, 

k4 
iA 

-xr-kil)-1)+iW2, /A 
(x/2) 

k 1)+W2J0)+W2,0 - xý- 

J"1 k. i k. 1 

The random walk model of (8.70) was included for comparison purposes. 

The iterative EM estimation procedure was initialised by constructing a contiguous data 

set (no arrival noise) and estimating a linear auto-regressive model, VAR(1,1) to 

Approximate the transitions matrix 

x; 'ý -05065 0.0358 x;, -x; '2 
( (I l 
(8.72) fx_ 

x(2) 
+-0.0564 

- 0.4361 x;?; - x; 22 

The strength of the negative diagonal terms demonstrate mean reversion. This model 

was used in the Kalman filter to produce a filtered data set without missing observations 
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from which subsequent models were produced. The variances of the disturbance terms 

are non-stationary. To remove some of this non-stationarity the intra-day seasonal 

pattern of the variances were estimated (Bolland and Connor (1996b)). The parameters 

of the state update function were assumed to be stationary across the length of the data 

set. 

Figure 8-9 and Figure 8-10 demonstrate the Kalman filter identifying outliers. In Figure 

8-9 the filtered estimated states for the USD/DEM exchange rate are represented by the 

solid line, the actual observed trades by circles, and trades occurring on the other 

exchange rates by vertical lines in the subplot. The filtered states represent estimates of 

the log of the true arbitrage prices (not the bid or ask values). The effect of market 

frictions has been incorporated into the estimate R1, so filtered states are always ww ]thin 

the actual bid and ask values observed. The Kalman filter identifies an outlier and uses 

pure prediction for the estimate of the USD/DEM rate at time 15.07.41 and does not 

follow the spurious price movement. The mispricing is filtered and classified as an 

outlier (r, = 4.65) by the robust algorithm presented here. 

Robust Identification of Outliers 
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Figure 8-9 : The top panel represents the value of the USD/DEM exchange rate. Circle 
indicate the erratic arrival of quotations over the Reuters data-feed. The solid line 
indicates the Kalman filter estimates of the "true" price. The lower two panels indicate the 
occurrence of observations on the two related exchange rates (GBP/USD, GBP/DEM). 
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Figure 8-9 also demonstrates how new information occurring on any of the exchange 

rates is immediately incorporated in the robust estimates of all the states. At time 
15.07.27, the vertical dotted line indicates the observation of a GBP/DEM trade, the 

estimate of the USD/DEM state is instantly updated to incorporate the effect of the rise 
in the GUP/DEM. 

USD/DEM 

Ticks 

GI3P/USD 

Ticks 

GBP/DEM 

Ticks 

USD/DEM 

Estimate 

GBP/USD 

Estimate 

GBP/DEM 

Estimate 

1.6601 2.4351 1.66018 1.46637 2.43444 

1.66021 1.46624 2.43439 

1.6604 1.66031 1.46627 2.43447 

1.66030 1.46626 2.43443 

1.4662 1.66031 1.46622 2.43439 

1.66031 1.46624 2.43440 

1.66031 1.46623 2.43440 

1.6608 1.66055 1.46617 2.43464 

1.66042 1.46619 2.43449 

1.4665 2.4356 1.66047 1.46638 2.43488 

Table 8.3 The first three columns indicate the observed exchange rates. The last three 
columns indicate the Kalman filters estimates of the estimates. Tick data (bold) and 
estimated rates (normal). 

Table 8-3 demonstrates the ability of the Kalman filter to deal with the erratic arrival of 

tick data. Bold font exchange rates represent seconds when ticks are observed, and 

normal font represents the Kalman filter estimates. When incomplete observation 

vectors occur the Kalman filter uses the multivariate auto-regressive structure to 

estimate the unseen rates. In seconds where no observations are observed the filter uses 

pure prediction to estimate the missing currency rates. 

Table 8-4 shows the filtering results for the neural network Kalman filter and the naive 

random walk model. The Kalman filter produces superior results as indicated by the 

mean squared error (MSC) and the robust median absolute deviations (MAD). 

Model MSE MAD 

RW Model (No Filter) 2.169 (10) 0.0084 

Neural Network Kalman Filter 1.511 (10-4) 0.0075 

Table 8.4 The performance of the naYve random walk model and the robust Kalman filter 
are compared. 
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Figure 8-10: The figure is split into four panels, each depicting the filtered estimates of the 
USDIDEEM exchange rate (solid line) and the observed prices (dots). The vertical dashed 

'' lines indicate the observation of prices on the two related exchange rates (GBPIUSD and 
GBP/DEM). The figure demonstrates the occurrence of several large mispricing over a 
short space of time. 

The robust Kalman filter out performs the simplistic random walk model. By applying 

the Huber score function outlying observations are trimmed and their influence reduced. 

As we have discussed the parameter values of the score function should be related to 
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level of contamination. In empirical samples, the level of contamination is never known. 

In this example we applied a robust neural model where the parameters is set to 1.25. 

The state space model was defined around the linear arbitrage relationships of the 

simple FX triangle. The methodology can be applied to many arbitrage relationship. In 

Connor el a! (1996) the we apply the methodology to fixed income term structure 

models. Within this structure, any major deviations from the arbitrage relationships are 

readily identified by their large residuals. The observation of a large misprcing could 

indicate a profitable trading opportunity or simply a data corruption/error. In addition to 

the value of identifying mispricing, the Kalman filter methodology is also of value as it 

provides estimates of the "true" price of the assets at every time step. This allows 

illiquid assets prices to be estimated conditional on the more frequently observed prices. 

The methodology proposed have several advantages over conventional time series 

modelling in its application to financial arbitrage of tick data. Firstly, placing the 

arbitrage relationships within a state space framework allows the time series to be 

represented by a reduced number of parameters. For N base rate currency states, the 

number of observed time series is N(N+1)/2. Only models of the fundamental prices are 

needed, therefore massively decreasing the complexity of the estimation process. The 

state space framework also allows the time series model to cope with the erratic arrival 

of the tick data. We were able to track unobserved price moves on less frequently traded 

assets through both arbitrage relationships and correlation between price movements. In 

the model described the time step is at the maximum resolution of the data (1 second 

intervals). This leads to a large proportion of the missing observations. By increasing 

the time step the number of missing observations can be decreased. The state space 

framework also allows for observation noise on the time series. In financial data 

observation noise can be due to bid-ask spreads, quantisation noise or inventory effects. 

In filtering the observation noise the Kalman filter allows the neural network to 

estimated from "clean" data. 

In addition to the standard benefits of the state space framework the key advantages of 

the methodology proposed are the relaxation in the strict parametric assumptions in both 

the functional form and the noise distribution. The functional form of the time series 
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relationship is unknown apriori and the financial tick data is frequently corrupted by 

miss-leading quotes and typographical errors. Implementing the NVAR within the 

robust Kalman filter allows the data to speak for itself, without being dominated by 

outliers. This produces a reliable estimates of the "true" price in the presence of data 

contamination. 

8.6 Summary 

In time series data outlier contamination presents serious problems to standard least 

squares estimators. The contaminated observations appear as both input and output 

space outliers. For auto-regressive models, a single corrupted data point will effect p+1 

observations in the empirical sample. For multivariate time series-this problem is 

amplified. 

Whilst the robust regression style estimators can be directly applied to the time series 

domain, superior methodologies can be developed which utilise the serial dependence of 

the observations. The robust regression style estimators ignore the serial dependence 

and simply down-weighting observations according to the size of their residuals and the 

magnitude of their leverage. The robust Kalman filter developed, achieves robustness to 

output space outliers again by down-weighting large residuals. However, the Kalman 

filter achieves robustness to input space contamination by basing its,. predictions on 

"cleaned" data. Data identified as output space outliers are modified/cleaned before 

becoming the basis for future predictions. 

In the empirical analysis the robust Kalman filter was shown to out perform the other 

estimators. In addition to the superior robustness, embedding the neural network within 

the Kalman filter. provides a framework for modelling time series with missing or 

aggregated data. The flexibility of the methodology was demonstrated in the 

multivariate currency arbitrage application. 
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-9. : Conclusions 

In this thesis we have proposed a methodology for robust , -i neural formulation, 

estimation, inference and critical review. Corruption in empirical data can arise from 

various sources: measurement errors, transcription . errors, and, contamination from 

different external processes. To the practitioners' dismay, the occurrence of- abnormal 

data, is an everyday phenomenon. To ensure accurate neural model estimation in ill- 

conditioned data sets requires, the application of rigorous robust statistical ' inference 

techniques. The methodology -presented- provides the theoretical -foundations of 

identification and treatment of ill-conditioned data, which addresses the methodological 

gaps, identified, and substantially ; fulfils the goals of the thesis. 

In this thesis we have demonstrated the susceptibility, of standard . least squares 

estimators to the presence of outliers. We derived the asymptotic influence function for 

a general neural model. In regression and. time series problem there is clear distinction 

*between input and output space outliers. Least squares neural estimators have 

unbounded influence functions to both types of outliers. The impact of outliers depends 

on the flexibility of the; neural model. ; Highly parameterisedmodels will tend to be 

locally affected, whereas parsimonious models will be globally, affected. The, occurrence 

of a single gross corruption can completely distort the estimated model. In light of the 

findings, 'it is essential ,. that outlier and leverage contamination be diagnosed and 

remedied. 

-In this thesis we presented a complementary set of outlier and leverage diagnostics, 

from which -inferences can be drawn on the appropriateness of the model formulation 

and estimation phases. We derived a generalised definition of leverage and influence for 

neural models. The leverage metric helps identify model corruption caused by 

influential observations and input space outliers. The leverage metric was shown to be 

the-effective degrees of freedom of each observation. The leverage metric and influence 
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metrics are intimately related. Three forms of empirical influence were presented. The 

influence metrics reflect both the leverage of the observation and the magnitude of the 

residuals. The influence function therefore identifies unusual input space and output 

space observations. In addition to these metrics, residual diagnostics, analogous to those 

of linear regression, were developed. Internal, external and predicted Studentized 

residuals have been derived. By standardising the variance of the residuals, observations 

with large stochastic components can be highlighted. 

Although the theoretical distributions of the diagnostics are unknown, the heuristic 

interpretation of the metrics will be of great practical value. In combination the 
diagnostic metrics allow the identification of input and output space contamination. 

If outliers are present in the data set then applying least squares methodologies can 

result is seriously corrupted models. Ideally for neural modelling, we would like to 

diagnose such data aberrations, and determine both their causes and their modelling 
implications. If outlier contamination has been identified, then the model specification 

should be critically reviewed, and robust estimators applied. 

In this thesis we have developed and investigated several robust estimators. The 

estimators proposed provide insurance against the ill effects of corrupted data. We 

provide both theoretical and empirical justifications for the estimators proposed. The 

neural estimators developed can be viewed in direct analogy to the methodologies of 

robust linear regression. The development of the robust estimators completes the cycle 

of robust neural formulation, estimation, inference and critical review. The methods 

provide the statistician with an array of tools which can be applied to alleviate the 

problems identified by the diagnostics developed. 

To achieve qualitative robustness, the estimators must have bounded influence to both 

types of outliers. In this thesis we have developed robust regression and time series 

estimators. The regression M-cstimators achieve robustness to output space outliers by 

employing bounded score functions, such as the Iluber or Hampel functions. Similarly, 

the regression GM-estimators achieve robustness to output space outliers via the score 

function, however, they also include a weighting function that penalises high leverage 
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points, bounding the influence of input space outliers. The robust, regression estimators 

were shown to significantly out perform the least squares estimator, in the contaminated 

data sets. Whilst the regression style estimators can be directly applied to the time series 

domain, superior methodologies can be developed which utilise the serial dependence of 

the observations. The robust neural Kalman filter, developed in, Chapter 8, achieves 

robustness to output space outliers again via the score function. However, the Kalman 

filter achieves robustness to input space outliers by basing its prediction's on "cleaned" 

data. 'Data points identified as outliers in the output space are modified/cleaned before 

becoming the basis future predictions. 

The , cost of robust insurance can be measured " in terms of the absolute asymptotic 

efficiency, which is the ratio of the asymptotic variance of the maximum likelihood 

estimator and the robust estimator. In general, the greater the degree of, insurance 

offered the lower the absolute efficiency. The, level of robustness is determined by the 

shape of the robust score function and the value of the tuning parameters. Ideally, the 

tuning " parameters of the robust estimators should be -related to the level of 

contamination. As the level of contamination is often unknown the tuning parameters 

must be set to provide a given level of insurance for a given price. 

., 

The value of the diagnostic procedures and robust estimators was demonstrated on 

artificial ý and real world financial data. The -properties of the robust estimators were 

investigated using Monte Carlo analysis. Empirical ; estimated of the absolute efficiency 

of the estimators were determined for varying level of the tuning parameters. Monte 

Carlo simulation demonstrated the relative robustness of the estimators under several 

contamination. All the estimator were shown to provide. significant performance 
improvements over the standard least -squares, and GM-estimator were shown to out 

perform the M-estimator for leverage contaminated models. 

The research presented in this thesis opens many avenues for further investigation. The 

diagnostics measures derived were founded on a general model perturbation 

methodology. Many other possible perturbation techniques can be suggested. As shown 

in Appendix 2, the perturbation methodologies can be extended to take into account 

247 

--44Li: 



second order effects. Research is also required into investigating diagnostics procedures 

capable of uncovering masked outliers, or clusters of outliers. 

Whilst the development and investigation of the generalised M-estimation for neural 

networks has provided many insights into the properties of neural estimators, further 

branches of robust inference remain open. 

In this thesis our attempts at robustifying neural estimation have focused on bounding 

the influence function, and have largely ignored other aspects of qualitative robustness, 

such as break down point, change in variance sensitivity, or minimax asymptotic 

variance. Also, the examination of robust estimators in this thesis has been limited to the 

examination of the family of M-estimators. For a complete and comprehensive study of 

robustness properties of neural models other families of estimators should be 

investigated (e. g. R, L, S, MM estimators). 

The field of robustness has been applied to many aspects of model development. Whilst 

our focus has been concentrated on aspects of robust estimation, many other areas of 

model development can be robustificd (e. g. model/variable selection or hypothesis 

testing). The field of linear regression again provides a healthy source of inspiration on 

these topics (Ronchctti (1982), model selection, Hampel et al (1986) testing). Whilst it 

seems straight forward to apply such methodologies directly to neural networks, further 

theoretical and empirical analysis would be required. 

Further research is also required to investage the relationship of robust estimation to 

input space dimensionality and model extrapolation. 
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Appendix 1 

1.1 Infinitesimal Sensitivity Matrix 

The infinitesimal approach as defined by Hampel (1974), is the infinitesimal limit of a 

contamination of the empirical sample by a perturbation, c, 

aY; 
=1im 

y; (Y+E)-Y, (Y) 
(Al. l) 

.- ayj E-*O C 

The derivation given below (Bolland et al (1996c)), follows the form of the generalised 
influence matrix (Moody (1992)). To assess the influence of each data point on the 

model we need to calculate the partial derivative of the fitted model with respect to each 
data point. Taking a first-order Taylor approximation of the fitted model we have, 

(y+dyl)=yj(y)+s, dyl+o(... s1=äy (A1.2) 
1 

where the sensitivity matrix S is often referred to as the leverage matrix or smoother 

matrix. Expanding the derivatives of the fitted function in terms of the parameters of the 

model 

ay, ay, aek 
=MAY 

a Ok 
(A1.3) ay, k=, aek ay, ayj 

where Vey, is a1xm vector of partial derivatives of the fitted function with respect to 

the parameters, and a Ok/a y, is the derivative of the parameters with respect to a 

change in the dependent variable y!. 'To. define the sensitivity matrix S, the relationship 

between the parameters and the observed data must be obtained. Assuming that a set of 

parameters' O has been found that minimises the error function, V. R� (y, X, O) =0 and 

that the perturbed model 0 -* 0+ also minimises . the -empirical error, 

V0 R� (y+dy, X, Q+) =Q. Taking a first-order Taylor expansion of the empirical error 

function of the perturbed model about the original model we see 
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V0R�(y+dy, X, O+)=0 

=OoRM(y, X, O)+(VOV )Rn(y, X, O)dy+(VOV )Rn(y, X, O)dO+O(... ) 
(A1.4) 

where the left hand side and the first term of the right hand side of Equation (A1.4) are 

zero, so neglecting higher order terms we have 

dO = ((oovö)Rn(y, X, O))-I(VOV')Rn(y, X, O)dy (A1.5) 

where the first term is the mxm Hessian matrix of the network. Substituting into 

Equation (A1.3) we find that the sensitivity matrix is given by 

S= (VoY(Y, X, O))'((VoVö)R�(Y, X, O))-'(VOV)R,, (Y, X, O) (Al. 6) 

The form of the generalised sensitivity matrix is determined by the error function. In 

fact the key result from the theory of M-estimators is that the sensitivity function of an 

estimator is a multiple of the yr function that defines it: 

I(VOVY')R,, (y, X, O))Im = ao, 
OR a 

ay, � -äo, 'ß (y-y(Y, X, o)) (A1.7) 

where the w function is the derivative of the error function with respect to the 

parameters. For the case of quadratic error, y is linear and the sensitivity matrix is 

defined by 

{(VoDr)Rh(Y, X, O)),. -D0, äy. ö0, 
(Y-Y(Y, X, O))=-V0 (Y, X, O), (Al. 8) 

so the sensitivity matrix for the least squared estimator is simply 

Sts = -(V09(Y, X, 0))/ (VO VO R� (y, X. O))-'(V0$(Y, X. O)) (A1.9) 

Which is similar to results given by Moody (1992) and St Laurent and Cook (1992). 

The I tessian of the neural model for quadratic error can be expressed as 

aE9 yk cl Y^ P 02. VOVOR�(y, X, o)u = ao, ao, = ao, ao, +Z(vk -''k)ao, ao, (Ai. io) 

Vo Vo R� (y, X, 0) = DoY'Oo9+[r'][W] (A1.11) 
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where r' is the residual vector the residual vector and *As an nxmxm three 
dimensional matrix, where each face- of the matrix W, =mxm -matrix of the second 
derivative of the fitted function at i with respect to the parameters, and [ ][ ] defines the 

three-dimensional array multiplication (Bates and Watts (1980)). The full sensitivity or 
leverage matrix for least squares neural networks is therefore given by 

S. = 
(v0 )'[(v0 )(v0 )' +[r'][w]1-i (Dey) (A1.12) 

The full sensitivity matrix has also been referred, to as the Jacobian leverage matrix 
(Emerson et al (1984)). The Hessian can be simplified by using a. first order linear 

approximation 'D0VOR� = (Dey)(Dey)' . This approximation can be justified- only if 

, 
either the fitted function is close to. the observed data or that on average the components. 

of the Hessian are independent of the residuals. 'In the statistics literature the full 

; Hessian is'known as the empirical Fisher information (I) and. the linearised Hessian as 

'the expected Fisher information (i), as the expectation of the residual, vector will be 

zero. The sensitivity matrix for the linearised Hessian with quadratic error, SaL, is 

therefore given by 

Srs, L=(D0s) 
[(VJX7J) ](v0s) 

(A1.13) 

which can readily be shown to be both symmetric and idempotent (although this is not 

generally the case for the exact Hessian). This is sometimes referred to as the tangent 

plane leverage matrix. 

The sensitivity matrix is the non-linear equivalent to the hat matrix for. linear regression. 

Note the above derivation of the generalised sensitivity matrix can also be obtained 

using a Bayesian approach, see Bishop (1995). 

The in method is a direct generalisation of the hat mätrix in linear regression 

and the smoother matrix in generalised additive models. The matrix provides. an 

intuitive and simple description of the impact of each data point on the-fitted model. As 

the diagnostics derived from the sensitivity matrix are all based on the same model, and 

each point is perturbed by the same amount, direct comparison between different points 
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in the sample can be made. The sensitivity matrix is also simple to calculate, especially 
for the simplified case of lincarised quadratic error. 

The analytical method however does require a rc-formulation and implementation for 

different error functions. In some cases the derivation remains simple; however, with 

complex error functions or the addition of complex regularisation terms (i. e. Tikhonov 

regularisers) the analytical solution may become difficult to compute. The infinitesimal 

approach does not provide a full estimate of the impact of the data point as it only 

represents a linear approximation calculated at the original empirical sample. The size 

of perturbation may well have a non-linear relationship with the size of model 

distortion. Also, the infinitesimal sensitivity matrix does not indicate whether the model 

has been corrupted, only that a data point has a large influence. As we shall discuss in 

greater depth, whilst a data point may well have a large influence on the fitted function, 

only when an influential point is associated with a large stochastic component does the 

leverage become dangerous. 

The sensitivity matrix requires the calculation of the second-order derivative of the error 

function with respect to the parameters. The computation of the Hessian scales with 

order O(m2). This can be problematic with large models and large data sets, however 

methods can be Applied to speed up the calculations (see Le Cun et al (1993)). 

The asymptotic arguments rely on the network to have regular information matrix (i. e. 

non-singular Ilessian). As shown by Fukumizu and Watanabe (1995), this is only the 

case for an irreducible multi-layer pcrceptron, that is a network with no hidden units, 

that makes no contribution to the output, and there is no pair of hidden units that could 

be collapsed to a single unit without altering the input-output map. It is often the case 

for neural network models for the Hessian to be indefinite. To invert the matrix a 

transformation is required. Battiti (1992), applies a simple procedure of adding XI to II 

until (I I+ %1)*' exists. A more rigorous approach to calculating the inverse of indefinite 

Ilcssians can be found by Cholesky factorisation. The factorisation is designed to 

minimise the loss of information. However, when the negative eigen-values of the 

Hessian are of comparable size to the positive eigen values then results of the 

factorisation will be spurious. 
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In addition to the practical issues of computation, we must also address the accuracy and 

validity of the methods proposed. The analytical methods rely on asymptotic arguments. 

If the data set is small or contains highly influential data points then these assumption 

might not be applicable. 
t, 

1.2 Empirical Influence Functions 

In this section we show how the empirical estimates of the full sample EIF and the jack- 

knife sample EIP'°, can be, derived by analysing weighted neural regression influence 

function. The derivation given below is for the case of the weighted least squares 

estimator although it is simple to extend the analysis to more complex error functions. 

The optimal empirical parameter estimates for weighted least squares neural estimator 

are those-for which the derivative of the cost'function with respect to, the pa ameters is 

zero 

VOR(Y, X, O) = EW, (yi -Y; (O(w)))V Ji(O(v)) (A1.14) 

where w, is the weight associated with the i4' residual. Taking the derivative'of Equation 

(Al. 14), with respect to the contamination, the it" residual weight" 

a VOR(y, x, O) 
= r, VeJ1(e(w))+Ew, (V0j (0(w))'V J, (e(w)))V., e 

a', 
(A 1.15) 

+Yw; (v, -. Y; (e(w)))V0Day, (0(w))V 
,e i-I 

rearranging (Al. 15), the derivative of the parameter with, respect to the residual 

weighting is.. 

Ow, 0 =(±w, (V J, (0(w))'VJY, (0(w))+[rl*]) VJ, (e(w))r, (A1.16) 

, where r is the residual vector and * is anxpxp three dimensional matrix, where 

each face of the matrix W, =px p'Hessian matrix for jth fitted, value y,, and [ ][ ] 

defines the three dimensional array multiplication (Bates and Watts (1980)). The first 

term of Equation (A1.16) is the empirical Hessian of the weighted error function. The 
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second term in Equation (A1.16) is the derivative of the fitted function at i with respect 

to the parameters and the last term is the residual at i. 

As we have discussed in Chapter 4, examining the influence on the parameters is 

inappropriate and attention must be focused on the regression surface. The derivative of 

the fitted function with respect to the residual weighting is given by 

I 

vW, Yý = Doti(O(w))'(ýw, (VJ, (0(w))'VJ, (0(w))+[r][W])) DeYi(0(w))r, (A2.17) 

Evaluating (A2.17) at w, =I gives the empirical estimate of the influence function, see 

Chapter 5 Equation 10. 

i 

V Y' = VJ, (0)'C±(VJ, (0)'VJ, (0)+[r(*})) VJ, (O)r, (A1.18) 
4-1 

Alternatively evaluating (A2.17) at w, =0 gives the jack-knife empirical estimate of the 

influcncc function, scc Chaptcr 5 Equation 17. 

M 

fr) 

VJ , (O ýý)(y, -9, (O('ß)) (A1.19) V 9, = VJ, (O(1ý), ýýVJ (Oý°)VJ1, (O 
1-/ i 

The parameter estimates arc now evaluate with the i point completely removed. Also it 

should be noted that the last term in (A1.19) is now the predicted residual. 

1.3 One Step Estimator of Jack-knife Model 

An approximate jack-knife model can be estimated analytically by making some 

simplifying assumptions about the error surface. The following derivation is given in 

Cook and Weisberg (1986) for the case of non-linear regression. Given that the one step 

estimator of the paramctcrs is given by 

0ýýý =0+((DoDö)Rn'-i(Y. X, 0))_IV R�'i(Y, X. 0) (A1.20) 

where (VOV)R. (')(y, X, O) is the Hessian matrix evaluated at the full sample parameters 

with the i'h row deleted. For quadratic error function and linearised approximation to the 

Hessian the one step estimate of the jack-knife parameters is 
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00) =o+ 
(vX')(Y, X, e)'7Xi)(Y, X, O))-ý V0Y(')(Y, X, O)r(') (A1.21) 

where r'' is (n-1) vector of residuals. Standard matrix formulas allows us to rearrange 
(A1.21) the row deleted Hessian. From Gauss (1821), we have the following formula 

(X( ', )X(, ))-' = (X'X-x, x; )-' = (X, X)-I + 
(X'X, )-'xx; (X'X)-' 

(A1.22) 
1-x, (X'X)'x, 

The last term in (A1.21) can also be re-expressed in terms of the full sample derivatives 

Vj(')(y, X, O)r(') = V0 (Y, X, O)r-V05(Y, X, O), r, (Al. 23) 

where the first term in (Al. 23) is the derivative of the error function with respect to the 

parameter at the full sample, which zero. Therefore (A 1.21) can be re-expressed as 

(DeYýD-ýDeY; DeYi(yeY'Dey)-ý 
8(') =A+ ey) V. s(o), r, (A1.24) 

v eY, eY f 0Y) eY, 

which can be simplified to 

010 =6+ 
(yJ(e)IVJ(e))-'Dm), r, (A1.25) 

1- V05(0)1 (Dey(e)'v05 (0))-' DeY(0), 

Assuming that the model is approximately linear. in the parameters, then the change in 

the fitted function at the i' data point is approximated by 

v(y, x, eý''), - v(y, x, e), = 
Vey(O), (v0 (o) 'V0 (e))-'oey(e)ºri (A1.26) 

1- ve v(e), (oay(e)' V0 (8))-' Pet(e), 

For linear regression the one step estimator is exact, however for neural networks it will 

only be an approximation. 

1.4 Infinitesimal Estimation of Model "Variance 

The asymptotic estimate of model variance can be derived from the influence function 

, and the leverage matrix. Both derivation are given below. 

The estimate of model variance is simply the expected squared influence 

function, var(y(x)) = 
j(IF(y; 

z, 6)) 2dz 
. For a general robust cost function p(r), we have 

the influence function as 
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IF(Y) =V J(Y, x, O)(. j(VOVOR(y, X, O)dF(Z)))-' V05(Y, x, °)w(r')(A1.27) 

where the first term is simply expected Hessian of the network 

VOVORn aä rr) V0Y'VoJ+ w(r)VOV05 (A1.28) 

Therefore the estimated model variance is given by 

E(IF($)2) = VJ'E[VOV. R-1](f y (r)2VJ'Vo$dF(z))E[VoVOR-i1V j (Al. 29) 

where the central term is the expectation of the squared score function multiplied by 

derivative of the model. If the score function is the derivative of the log likelihood of the 

residuals distribution then (Al. 29) represents the sandwich estimator of variance (c. f. 

Tibshirani (1996) for discussion). For quadratic error the empirical estimate of the 

model variance is therefore 

var(Y, ) _ EIF(y, )J2 = 
(veJ; DeveR�-'vJYJrr)2 (A1.30) 

J-t J=I 

An alternative derivation which employ the sensitivity matrix is given below. The data 

can be represented in terms of the conditional mean of the conditional distribution g 

plus a stochastic component c, y=g(x)+c. For notational simplicity will use g(x)=yo. 

Using a first order Taylor expansion of the model based on noisy data about the true 

data, in vector notation we have 

y(yo+s)=y(ya)+5s+0(... ) (A1.31) 

where S is the sensitivity matrix of the model based on clean data. The variance of the 

estimated model is therefore given by 

E(($(Yo +E)-E(Y(Yo)))2)= E(((Y(Yo)+Ss)-E($(Yo)))2) (A1.32) 

= E( (5 (Yo) + Sc)(Y(Yo) + Sc) '- (5 (Yo) + Sc)E(Y(Yo )) ' 
(A1.33) 

-E(Y(Yo))(Y(Yo)+Ss)'+E(Y(Yo))E($(Yo))' 
) 

Working through the expectations, all terms containing the stochastic component 

vanish. The expectation of the squared predictions cancels and we are left with 

E((y(yo + c) - E(y(yo )))Z) = E(See'S') (A1.34) 
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As we cannot evaluate the expectation, we instead use the empirically estimated 

sensitivity matrix, 9, and an estimate of noise variance, 6, to provide an estimate of 

model variance 

var(y) =ä2 
(SS') (A1.35) 

The empirical estimate of model variance for quadratic error is therefore given by, 

var(5, )=62 : (SB)2 
=62Z(VjjVoVOR,, -'DeYi)2 (A1.36) 

i-I i=) 

where the estimate of residual variance is given by, ä2=. E rj . The estimates of model 

variance (A1.30) and (Al. 36), are very similar. For-the leverage based-approximation 

the empirical residuals have , been pulled through the expectation, -whereas for the 

influence based method they are still within the summation. 

The infinitesimal estimate of the degrees of freedom derived from the sensitivity matrix 

-is given by, 

df f= tr(SS') (A1.37) 

Alternatively, the influence based estimate of model variance can be used, 

, df f= tr(EIF EIF')/62 (A1.38) 

Similar definitions for non-parametric regression have been given (see Hastie and 

Tibshirani (1990)). In the context of neural networks, Moody (1992) derives an estimate 

of the degrees of freedom pffdefined as the tr(S). A similar definition can be derived via 

Bayesian arguments (Bishop (1995)). For linear smoothers, . with idempotent and 

symmetric smoother matrices the variance of the model is simply var(y) =ä 9. For the 

case of linear regression var(y) =a p. 

. 1.5 Infinitesimal Estimation of Residual Variance 

Applying a similar methodology as used to estimate the asymptotic estimate of model 

variance, we can derive an estimate of the covariance of the model's residuals. The 

residuals of the model can be expressed in terms of the fitted model, the true model and 

the stochastic component. To a first-order approximation we have 
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r=y-y= (yo+e)-(y(yo)+SE) (A1.39) 

where y(yo) and S are assumed to be based on noise-free data. The covariance of the 

residuals is simply 

cov(r) = E(rr') - E(r)E(r)' (A1.40) 

The stochastic components are independent of both the actual values of y and the 

predictor based on the clean data yo, S. The first term of residual covariance is given by 

E(rr') = E((y0 -5 (y0))(y0 -$ (Yo ))' 2(I-S-S'+SS')) 
(A1.41) 

=E(E(r)E(r)'+a 2(I-S-S'+SS')) 

Substituting back into Equation (Al. 40), the expected squared residual cancels and we 

are left with a term dependent only on the sensitivity matrix and the variance of the 

stochastic component. Using the empirical sensitivity matrix as an estimate of S the 

covariance is therefore 

cov(r)=a 2(I_S_S'+SS') (A1.42) 

For linear smoothers the expression for residual variance simplifies to a 2(I - S). As we 

can see, the residuals of the model will be correlated, and their variance will depend 

upon the smoother matrix. The infinitesimal estimate of the degrees of freedom of the 

residual is given by 

df, =tr(I-S-S'+SS') (A1.43) 

where I is an nxn identity matrix representing the n degrees of freedom of the i. i. d. 

observations and S+ S' - SS' can be viewed as an alternative estimate of the model's 
degrees of freedom. 
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Appendix 2 

2.1 'General Perturbation Model 

The sensitivity matrix only provides information on . the impact of infinitesimal 

changes in a single data point. This local linear -measurement of the leverage of each 

observation may only capture some of the overall impact. The jack-knife estimator, on 

the other hand, examines the impact of total removal. The general perturbation 

scheme -of St Laurent and Cook (1992) provides a useful insight into a range of 

different perturbations. The perturbed empirical sample, y', -is defined to be, 

y+=y+bf (A2.1) 

where y' is the original 1xn empirical sample of independent variables, b is a scalar 

variable determining the size of the perturbation, and f is the 1xn perturbation vector. 

Depending on the size b, and the direction f, of perturbation, different aspects of the 

model can be examined. 

The perturbation vector determines which point of the =empirical sample is. to be 

perturbed. Commonly f is chosen to be a standard basis vector of 91°, so that the 

resulting perturbation only affects one data point at a time. This is often most useful 

as it attempts to isolated the individual impact of each point. The perturbation vector 

can be expanded to cover k standard basis vectors of gi", so that the resulting 

perturbation affects the subset ýyk of the y�. Alternatively, f can be an arbitrary n 

vector, providing a generalised measure of influence across any combination of the 

empirical sample. 

Applying different sized perturbations elicits different information on the various 

aspect of the model fit. The infinitesimal method is defined as the limit of b tending to 

zero (b-->O). The infinitesimal approach is therefore the derivative of the model with 

respect to the perturbation evaluated at b=0. In the generalised perturbation scheme, 
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b takes arbitrary values, allowing the examination of non-linear impact of the 

perturbation on the fitted model. 

v 

A0") 

±y(8+) 

y(0) 

x 

Infinitesimal y, () 0 
General yrj(9*)-Y, (6) 
Perturbation IPerturbation 

Figure 1: The top chart indicates a perturbation of one data point and the associated 
change in the fitted function. The magnitude of change in the fitted function may be a 
non-linear function of the size of the perturbation. The lower chart depicts the fitted 
value against the size of the perturbation, b. 

The perturbed model can be expressed as a Taylor series expansion about the original 

model. To a second-order Taylor expansion we can express the generalised 

perturbation models as follows 

ý 

$, (e+)=Y, (9)+bdb +2b2 
d 22Z' 

+o(... ) (A2.2) 
b=0 b-0 

The first term in (A2.2) represents the first-order derivative of the fitted function with 

respect to the perturbation, which is simply the infinitesimal sensitivity matrix 

260 



dy, a Y; 'dAi 
_vey, O"A (A2.3) db ; _, 

aOj db 

The order term of (A2.2), the second-order derivative of the model, can again be 

decomposed into derivatives of the fitted function and parameters 

d2yi m Zej mma 2y, dO dek 
db2 aAi db2 + ;; 

aoJaok AA 

(A2.4) 

=V091(O)VVbe + VbO'VVO /(O)Vbe 
where VVbO is px1 the second-order derivatives of the parameters with respect to 

the perturbation b, and V V0 y, (0) , is pxp the second-order derivative of the function 

at the ith point with respect to ý the parameters. So, the. perturbation of, the model's 

predictions, given to a second-order expansion is 

A(e+)-. v, (e) 
b ={vj (e)Vbe}+b{vey; (O)vvbO'+Vbe'VVO9i(e)Vbe}+0(... ) (A2.5) 

The first term of (A2.5) represents the first-order derivative of the model with respect 

to a change in the empirical sample. The second, term represents the curvature of the 

model with respect to the perturbation. Collecting together all derivatives we can 

define the generalised leverage vector G(b, f) as, 

G(b, f)={Vey(O)Vbe}+b{VOY(O)VVbe'+VbO'* Vbe}+o(... ) (A2.6) 
To solve for the generalised perturbation vector we must be able to calculate the first 

and second derivative of the model's parameters with respect to the perturbation b in 

direction f. The perturbed model is set to be 'the minimum of the empirical error 
function. For quadratic error we find, 

0�R=(y+fb-y(0))V0 (0)=0 =(A2.7) 

As shown by St Laurent and Cook, by taking the first and second derivative of (A2.6) 

with respect to b, we can calculate the model's derivatives. The first-orderderivative 

is simply the infinitesimal sensitivity matrix multiplied by the direction of the 

perturbation, 

VbO=(v, Y(O)V0 (O)_[e'][*])-1 V0Y(6)f (A2.8) 

261 



and the second-order derivative is given by, 

VVbO=2[((V. y(O)V0 (O)-[e'][*])-' *VbO)'][f-VO$ (O)VbO] 
- [(V0 (O)V0 (O)-[e'][*])- V y(O)][VbO'WV, O] (A2.9) 

+ fie, [(V0 (O)V0 (e)-[e'][*])-'][Vbe'tVbe] 
,. I 

where T is the pxpxp three-dimensional array of partial derivatives of the fitted 

function with respect to the parameter, evaluated at the each point in the empirical 

sample 

a 
(A2.10) till 

aoJ okaoIJ e=e 

For a full derivation see appendix 1. The second order derivative is a complex term to 

calculate. By having a general perturbation vector the leverage of subsets of the data 

can be analysed. 

A special case of the perturbation scheme is to let b=y; '° -y, , where y; ') is the fitted 

function at the f`h point with the i`h point removed, and let f be the i`h standard basis 

vector. In which case the perturbation is equivalent to deleting the i' data point from 

the empirical sample i. e. the jack-knife. 

2.2 Diagnostics Based on Leverage 

In flexible models it is difficult to determine whether a high leverage point is caused 

by an unusual observation or by over-parameterisation. We present a novel approach 

to leverage identification, via modification of the model complexity. The 

identification procedure examines the change in each data point's leverage caused by 

a change in the model's complexity. When the model is over-parameterised many data 

points will have high leverage. As degrees of freedom of the model are removed the 

average leverage decreases. However, the degrees of freedom are not removed evenly 

across the data. The degrees of freedom associated with over-fitted data points are 

removed first as model variance is decreased, whereas leverage points will still 

dominate degrees of freedom. An illustration of this effect is given below. The 
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model's complexity can be modified in several ways. In this example we use weight 

decay regularisation to remove degrees of freedom. 

1 

08 

Leverage 
sz0.6 

0.4 

0.: 

Regularization 
(-) 

4 

56 

Figure 2: The same data as in Chapter 5 is used and a range of models are fitted with 
varying levels of regularization (i. = 0.00 -a 0.06). The figure shows how the leverage of 

each data point changes with model complexity. With regularization ?. =0.00 almost all 
the data points have extremely high leverage. As the regularization is increased the 
leverage of central data points decreases rapidly. In comparison, the edge point's 
leverage remains relatively constant. 

Figure 2 shows the leverage of each data (S, 2), plotted against its position in input 

space, for several models with different levels of regularisation (X = 0.00-0.056). 

The edge points of the data set retain high leverage for all levels of X. Examining both 

the size of S, 2 and the change in S. 2 for different levels of regularisation provides a 

useful diagnostic for identifying highly unusual data points. 

OS' = S' (X )- S' (X) (A2.1 1) 

Large values of AS, will be associated with over-fitted data points. Data points with 

large S12 and small values of AS, ' will generally be associated with outlying 

observations. 
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Figure 3 shows the change in leverage caused by an increase of the regularisation. For 

the majority of the data points the change in leverage decreases proportionally to the 

level of leverage. However the edge data points of the data set remain largely 

Unaffected. 

07 

06 Leverage Reduced 
Proportional to S? by o 
Regularization o 

05 Leverage 
Unaffected by 

U, - pq 
Regularization 

03 0 
rn 

=o0 

02 0 

01 

0 

05 055 06 065 07 075 0.8 085 0.9 095 
S, ' 

Figure 3: This chart depicts the change in leverage AS12 (Xt =0 and X2 = 0.06) plotted 
against Sf'. For the majority of data points the decrease in leverage is proportional to S12. 
However three data points seem relatively unaffected by the regularization. These three 

points correspond to the edge points of the data set. 

In this section we have described a general definition of leverage for non-linear 

models. As we have shown, leverage relates to model complexity and data sparsity. 

The diagnostics introduced help identify unusual observations and over- 

parameterisation. However, the diagnostics will tend to underestimate the impact of 

data points with large stochastic components. 
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