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Preface

The objective of this dissertation is to develop models of customer behav-

ior that provide insights for firms working in contractual settings. A con-

tractual setting is a business situation in which the time when a customer

becomes inactive is perfectly observable. This is in contrast to noncontrac-

tual settings (e.g., Reinartz and Kumar 2000), where a company does not

observe whether or not a customer is still active. In the first chapter we

elaborate on this definition, providing a classification of contractual busi-

nesses depending on the nature of the transactions.

In the second chapter we develop a joint model to forecast renewal and

usage behaviors simultaneously. The models previously proposed for con-

tractual settings primarily focus on predicting churn, while they are silent

about how to predict usage behavior. In order to fill this gap, we develop

a joint model of churn and usage behavior under the assumption that both

are driven by the same underlying process (e.g., commitment). This en-

ables the model to predict usage (thus contribution) and retention simulta-

neously and accurately. Besides its methodological contribution, this study

has important managerial implications for customer base analysis, and life-

time value calculations.

In chapter 3 we focus our attention on understanding customers’ behav-

ior when subscribed to multi-priced contracts. A growing body of work
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about two- and three-part tariffs has recently emerged in the literature.

However, even though three-part tariff contracts are now being offered in

many business settings, there is no research investigating the effect of these

pricing practices on customer switching and usage behavior. We explore

this issue in Chapter 3. Given a unique data set from a mobile telephony

operator, we investigate customer switching between two- and three-part

tariffs as well as customers’ usage behavior under the two types of tariffs.

We measure how an individual’s usage behavior is affected by changes in

the tariff mechanism, and how the launch of the new tariffs impacts the

firm’s revenue. The results of this analysis have important managerial im-

plications for pricing and tariff design.

Finally, we look at a customer relationship setting unstudied in the mar-

keting literature: prepaid contracts. Prepaid is a big phenomenon in the

market place. For many people, daily activities/services are prepaid; from

commodities (transit commute, mobile phone, gas, etc.) to leisure prod-

ucts (Starbucks, Borders, etc.). Despite the popularity of this practice, we

find that there is basically no work in the marketing and related literatures

that explores this issue. Moreover, once we start exploring the notion of

prepaid, we see references to gift cards, prepaid credit cards, transit cards,

and various other forms of prepaid, though it is not clear how all these

prepaid services are related. In Chapter 4 we review the various prepaid

services and provide a framework to classify all these business settings. In

particular, we uniquely characterize the prepaid mobile phone setting and

identify several business issues that practitioners face in this market. Fi-

nally, we discuss the modeling challenges that researchers will face when

trying to solve these business issues.
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Chapter 1

Introduction

The objective of this dissertation is to develop models of customer behavior

that provide insights for firms working in contractual settings. A contrac-

tual setting is a business situation in which the time when a customer be-

comes inactive is perfectly observable. This is in contrast to noncontractual

settings (e.g., Reinartz and Kumar 2000), where a company does not ob-

serve whether or not a customer is still active. In this chapter we elaborate

on this definition, providing a classification of contractual businesses de-

pending on the nature of the transactions. We conclude with a description

of the remainding chapters.

1.1 Contractual vs. Noncontractual

It is now common to talk of customer relationships as being contractual or

noncontractual in nature. In a contractual relationship (e.g., magazine sub-

scription, gym membership, mobile phone contracts, gas/electricity ser-

vices) there exists a specific agreement between the customer and the com-

pany such that both parties know whether the relationship is active or not.

14
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In other words, in a contractual setting the company observes if the cus-

tomer churns. Another behavior that most companies in contractual set-

tings observe is consumption. For many firms, the revenue income is gen-

erated by how much each customer uses/consumes the service provided

(e.g., making calls, using electricity).1 Therefore, there are two dimensions

of interest in a contractual relationship: churn, whether a customer is “ac-

tive” or not, and usage, how much of the service the customer consumes.

In a noncontractual setting (e.g., airlines tickets, grocery shopping, char-

ity donations) a company does not directly observe when a customer be-

comes “inactive”. A firm only observes customer transactions, as a joint re-

alization of two behaviors: “activity” and usage. As a consequence, when

a customer has not made a transaction for a while, the firm does not know

whether this customer is already “inactive” or, on the contrary, she is still

“active” and might make more transactions in the future. This distinction

makes it necessary to use different models when making inferences about

customers’ future behavior in each of these settings.

The work presented in this document focuses on modeling both churn

and usage behaviors in contractual settings. It combines two methodolog-

ical approaches to address different research questions that emerge from

contractual business situations. Before giving a more detailed description

about each chapter, we provide a classification of contractual business set-

tings to help the reader to understand why and how we approach the busi-

ness issues addressed in this dissertation.
1Depending on the contract terms, usage may not generate extra revenue. We discuss

this issue later in section 1.2.2.



1.2. CLASSIFICATION OF CONTRACTUAL SETTINGS 16

1.2 Classification of Contractual Settings

Contractual settings can be classified in a variety of aspects. Here we present

the various typologies that emerge from differences in the usage and churn

dimensions.

1.2.1 Observed usage vs. unobserved usage

Contractual businesses can be classified on the basis of whether usage be-

havior is observed or not. For example, let us consider a quarterly maga-

zine subscription in which every week the customer receives a new issue.

It is impossible for the company to monitor whether each subscriber reads

the magazine or not, and if so, how much time she spends looking at the

articles. This is a clear example of contractual setting in which usage is

not observed. The opposite situation would be a broadband service for

instance. The internet provider has perfect information about how many

megabytes each subscriber downloads. Table 1.1 shows this characteriza-

tion applies to various contractual businesses.

1.2.2 Known revenue vs. unknown revenue

In some contractual situations customer revenue is fixed. This is the case

of magazine subscriptions or flat-fee broadband contracts, where the rev-

enue generated by each customer is known in advance. In many other

settings, such as credit cards, wireless services (under two-part tariff con-

tracts), gas/electricity services, etc., the expected revenue per customer is

uncertain because it is determined by how much each individual consumes

the provided service. Thus, the firm does not know a priori how much rev-

enue a customer would generate. We also find “intermediate” cases, in
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3
3

Is “usage” observed?
3
3

Yes No
Mobile phone Internet domain name
Broadband Magazine subscription
Credit card House rental
Health club
Library membership
Arts organizations
Cable TV
Gas / Electricity
Insurance
DVD monthly rental

Table 1.1: Observed vs. Unobserved Usage: Examples

which the company may or may not know customers’ revenue, since it de-

pends on the pricing tariff chosen by the subscriber. For example, going

back to the broadband example, the provider knows a priori the revenue

generated from users on flat-fee contracts, whereas for those customers on

pay-per-use plans, the revenue is uncertain a priori. More contractual ex-

amples and their classification are shown in Table 1.2.

3
3

Is revenue known?
3
3

Yes Depends on tariff No
Internet domain name Broadband Credit card
Magazine subs. Health club Mobile phone
House rental Arts organizations Gas / Electricity
Library membership Cable TV Insurance
DVD monthly rental

Table 1.2: Known vs. Unknown Revenue: Examples

In those settings where customer revenue is determined by how much

each individual consumes (columns 2 and 3), being able to forecast usage
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behavior is central to predicting customer profitability. Moreover, even in

situations where customer revenue is known in advance and thus indepen-

dent of usage, it may be in the interest of the marketer to forecast customer

usage behavior because it affects service quality. For example, consider

a broadband provider offering flat-fee contracts: if the company does not

manage to predict usage accurately, it could face capacity problems when

many customers connect at the same time, thus reducing the quality of their

connections. The same applies to gym memberships, DVD rental services,

etc.

1.2.3 Renewal vs. Cancelation

Contractual businesses differ on the way their customers extend or termi-

nate their relationship with the firm. There are situations in which the

customer is automatically renewed at the end of each period, unless she

actively cancels her contract. Examples include gym memberships, credit

cards, or utilities (e.g., gas, electricity), where the customer needs to con-

tact the firm in order to terminate the relationship. The renewal process is

different in settings like Arts organization memberships, library member-

ships, or internet domain names. In these situations, the customer needs to

actively renew her contract if she wishes to maintain her relationship with

the firm.2

Several business examples are categorized in Table 1.3. The first column

shows examples of settings where the “default” is that the provision of the

service will stop at a specific point in time (that is known in advance to both

2In some countries (e.g., United Kingdom, Netherlands) most companies now offer di-
rect debit (DD) or direct withdrawal payment to their customers. This is an instruction that
the beneficiary (in this case the firm) gives to her bank to collect an amount directly from
another account (the customer’s bank account). If a customer chooses the DD option, future
payments (thus renewal) will be made automatically by her bank until she cancels the DD
or contract agreement.
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the firm and the customer) unless the customer takes a specific action (i.e.,

renews a subscription or membership). The second column corresponds

to settings where the “default” is that the service continues to be provided

until the customer contacts the firm to cancel her contract.

3
3

“Default”
3
3

Gets canceled Gets renewed
Arts Organizations Credit card
Library membership Mobile phone (post-paid)
Internet Domain Name Gas / Electricity
Magazine subscription Broadband

Health club
Cable TV
House Rental
Insurance
DVD monthly rental

Table 1.3: Renewal vs. cancellation: Examples

1.3 Synopsis of the chapters

The second chapter is mostly methodological. In it, we develop a joint

model to forecast renewal and usage behaviors simultaneously. If we look

at the marketing literature on contractual settings, we find that most work

on modeling customers’ behavior is entirely focused on explaining and pre-

dicting churn. As we discussed earlier, while churn is managerially im-

portant — firms in contractual businesses are concerned about retention —

usage is another dimension of interest in the customer relationship (left

column of Table 1.1). Despite the importance of the usage aspect in predict-

ing customer profitability, the marketing literature on contractual settings

has been silent about how to predict “usage” behavior.



1.3. SYNOPSIS OF THE CHAPTERS 20

The objective of Chapter 2 is to fill this gap. We develop a model that

forecasts renewal and usage simultaneously. The model is built on the as-

sumption that both renewal and usage behaviors are driven by the same

(individual-level) underlying process. By capturing the dynamics of this

latent process, we are able to predict both behaviors accurately. Besides its

methodological contribution, this study has important managerial implica-

tions that will be discussed later on in the chapter.

In the third chapter we look at how usage behavior changes when con-

suming on different types of tariffs. In many contractual settings the cus-

tomer is faced with a number of options when signing the contract. In the

telecommunications sector for example, we generally observe various pric-

ing plans from which the consumer must select one. The choice of tariff is

going to influence the individuals’ usage (since prices differ from tariff to

tariff), and thus customer revenue.

Firms in contractual settings often use two-part tariff schemes to price

their services (e.g., internet services, mobile phone, electricity). A two-part

tariff is characterized by an access fee and a marginal price for units of us-

age. In the last decade, we observe firms offering three-part tariff contracts

in conjunction with, or as a replacement to, existing two-part alternatives.

A three-part tariff is characterized by an access fee that provides the cus-

tomer with some level of usage (allowance), and a marginal price for usage

beyond the allowance. (See Table 1.4 for one example of two- and three- part

tariff.)
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Access Fee Marginal price Allowance
Two-part tariff £12 £0.07 –
Three-part tariff £20 £0.04 100 units

Table 1.4: Example of two- and three-part tariff

Researchers in the fields of marketing and economics have looked at

consumers’ behavior under two-part and three-part tariffs individually, but

no work has looked at the transition between these pricing mechanisms.

We explore this issue in Chapter 3. Given a unique data set from a mo-

bile telephony operator, we investigate customer switching between two-

and three-part tariffs as well as customers’ usage behavior under the two

types of tariffs. We measure how individuals’ usage behavior is affected

by changes in the tariff mechanism, and how the launch of the new tar-

iffs impacts the firm’s revenue. The results of this analysis have important

managerial implications for pricing and tariff design.

Finally, in the last chapter we look at a customer relationship setting un-

studied in the marketing literature: prepaid contracts. To illustrate this, let

us consider the business examples where revenue depends on how much a

customer uses the service provided (Table 1.2). What we generally observe

in these settings is a two-step billing process: there is an up-front charge

for access to the services, and then there is a post-paid element for usage

from the previous period. For example, let us consider a landline connec-

tion. The bill includes two parts: (a) the line rental fee for the following

month, and (b) the cost of the minutes consumed in the previous month.

One problem with such services is that they require the customer to have

a bank account and credit, which in most cases makes these services not

available to many people.
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One mechanism that we’ve seen emerge is the notion of a prepaid plan,

which enables people to have access to contractual services without the

need of a bank account or other financial requirements. (In the telecom-

munications sector for example, we observe that 68% of the mobile phones

are prepaid.) Despite the popularity of this practice, we find that there is

basically no work in the marketing and related literatures that explores this

issue. Moreover, once we start exploring the notion of prepaid, we see ref-

erences to gift cards, prepaid credit cards, transit cards, and various other

forms of prepaid, though it is not clear how all these prepaid services are

related.

The purpose of Chapter 4 is to provide an overview of prepaid services,

and in particular, to uniquely characterize the prepaid mobile phone set-

ting. We identify several business issues that practitioners face in this mar-

ket and discuss the modeling challenges that researchers will face when

trying to solve these business issues.



Chapter 2

Modeling Renewal and Usage

Behavior
Behavior

2.1 Introduction

The ability to retain existing customers is a major concern for many busi-

nesses, especially in mature industries where customer acquisition is very

costly and the competitive environment is rather severe (Blattberg et al.

2001, Rust et al. 2001). One way to increase retention is to identify which

customers are most likely to churn, and then undertake targeted market-

ing campaigns designed to encourage them to stay. Hence, early detection

of potential churners can reduce defection, thus increasing business prof-

itability (Bolton et al. 2004, Reinartz et al. 2005). Moreover, in many con-

tractual business settings, retention is not the only dimension of interest

in the customer relationship; there are other behaviors that drive customer

profitability. This is the case in settings where we observe customer usage

while “under contract.” Examples include mobile phone services (where

we observe the number of calls made), gym memberships (where we ob-

serve visits to the gym, number of extra classes attended, etc.), online mag-

azine subscriptions (where log-ins are observed) and “friends” schemes for

23
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arts organization (where we observe the number of exhibitions or perfor-

mances attended). In such business settings, predicting future usage is an

important input into any analysis of customer profitability.1

The objective of this paper is to develop a model that can forecast both

behaviors; we are interested in predicting renewal and usage behavior in

those settings where usage is not known in advance but is of managerial in-

terest, either because it directly affects revenue, or because it affects service

quality, which in turn affects customer retention (Nam et al. 2007). Such

a model must accommodate several aspects that are common across con-

tractual settings. First, one of the variables of interest is binary (renewal is

always a “yes” or “no” decision) whereas the other is not (e.g., number of

transactions is a count variable). Second, the renewal process is absorbing.

That is, once a customer churns she cannot use the service in any future pe-

riod (unless she takes out a new contract). Third, the model should allow

the renewal and usage processes to occur on different time scales. This is

a very common pattern in contractual businesses. For example, let us con-

sider a gym offering monthly memberships and summarizing attendance

on a weekly basis, or a mobile phone operator with monthly contracts in

which weekly consumption is recorded. In these two situations, while us-

age is observed on a weekly basis, renewal only happens at the end of each

month. Ignoring intra-month usage would be a waste of useful information

that can enrich the model predictions. And finally, the model must require

only information that can be extracted easily from the firm’s database. The

1We acknowledge that in some situations customer revenue is known in advance and
thus independent of usage. This is the case of flat-fee or “all inclusive” contracts, where
customers’ revenue is fixed. Even in such cases, forecasting customer usage may be of
interest to the firm because it affects service quality. For example, consider a broadband
provider offering flat-fee contracts: if the company does not manage to forecast accurately
usage, it could face capacity problems when many customers connect at the same time, thus
reducing the quality of their connections.
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last point is not unique to contractual settings but is a realistic requirement

for the model to be used in practice.

At first glance, a discrete/continuous model of consumer demand (e.g.,

Chintagunta 1993, Hanemann 1984, Krishnamurthi and Raj 1988) appears

to be an obvious starting point. This type of model was proposed in the

marketing and economics literature to model binary/continuous decisions,

such as “whether to buy” and if so “how much to buy.” More recently these

models have been extended to accommodate dropout (e.g., Iyengar et al.

2007, Lambrecht et al. 2007, Narayanan et al. 2007). However, these models

do not accommodate the two different time scales and more importantly,

since they are based on a utility maximizing framework with stable pref-

erences over time, they are more appropriate to explain rather than forecast

customers decisions.

The problem of modeling retention has received much attention from

both academics and practitioners. Researchers working in the areas of mar-

keting, applied statistics, and data mining have developed a number of

models that attempt to either explain or predict churn (e.g., Bhattacharya

1998, Kim and Yoon 2004, Larivière and Van den Poel 2005, Lemon et al.

2002, Lu 2002, Mozer et al. 2000, Parr Rud 2001, Schweidel et al. 2008). One

stream of work has sought to model churn as a function of data readily

available in the firm’s databases, such as marketing activities, demograph-

ics, and past customer behavior. (See Blattberg et al. (2008) for a review of

these various methods.) What we observe is that past usage behavior is an

important predictor variable (Figure 2.1a). Another stream of work has ex-

plored the link between customers’ attitudes towards the service and sub-

sequent churn behavior (Figure 2.1b). Bolton (1998) shows that satisfaction

levels explain a substantial portion of the variance in contract durations.
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Athanassopoulos (2000) and Verhoef (2003) find that affective commitment

is positively related to contract duration.

There is limited research on the modeling of service usage in contractual

settings. Nam et al. (2007) explore the effects of service quality, modeling

contract duration using a hazard rate model and usage with a Poisson re-

gression model. Bolton and Lemon (1999) use a Tobit model to model usage

of television entertainment and cellular communications services, finding

a significant relationship between satisfaction and usage (Figure 2.1c).
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Figure 2.1: Existing modeling approaches

Although widely used in practice, none of the above methods can be

used to address the modeling problem we are considering, either because

they make use of survey data, or because the modeling of future behav-

ior as a direct function of past behavior limits the forecast horizon. With

regards to this later point, such a modeling exercise sees the transaction

database being split into two consecutive periods, with data from the sec-

ond period used to create the dependent variable for the model (e.g., re-

new (yes/no) when modeling churn, number of transactions or total spend

when modeling usage), while data from the first period are used to cre-

ate the predictor variables. In many settings, period 1 behavior is fre-

quently summarized in terms of each customers “RFM” characteristics: re-
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cency (time of most recent purchase), frequency (number of past purchases),

and monetary value (average purchase amount per transaction). Having cal-

ibrated the regression model, we can predict period 3 behavior using the

observed period 2 data. However, it is difficult to use these models to fore-

cast buyer behavior for period 4 when we are unable to specify values for

the RFM predictor variables in period 3 for each customer; rather, we have

to resort to simulated behavior. The same logic applies to periods beyond

4. (See Fader et al. (2005) for a discussion of this and related problems with

such a modeling approach.)

Despite the problems identified with this body of work (Figure 2.1), we

can use the general findings to guide us as we develop our model. We pro-

pose a joint model of usage and retention under the assumption that both

behaviors are driven by some unobserved characteristic, something that

drives both phenomena and that can be inferred from them — Figure 2.2.

This suggests that the observed association between usage and retention

(Figure 2.1a) is in fact a spurious correlation. Some researchers explore the

concept of “satisfaction” (Bolton et al. 2000, Bolton and Lemon 1999), while

others talk of “commitment” (Gruen et al. 2000, Verhoef 2003).

In this paper we recognize the existence of such an underlying construct

and seek to model it, without formally defining it. Acknowledging the ex-

istence of this unobserved factor allows us to approach usage and retention

processes jointly, and thus make accurate predictions of customer behavior

in contractual settings. Furthermore, modeling the stochastic evolution of

the underlying construct means that we can make predictions of behavior

in future periods.
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Figure 2.2: Proposed modeling approach

We propose a dynamic latent trait model in which usage and renewal

behaviors are jointly driven by the same (individual-level) underlying pro-

cess (Section 2.2). In Section 2.4 we validate the proposed model using data

from a performing arts organization, and show how the proposed model

can be used to provide additional insights of interest to managers. We con-

clude with a summary of the methodological and practical contributions of

this research, as well as a discussion of directions for future research (Sec-

tion 2.5).

2.2 Model Development

Our goal is to develop a joint model of contract renewal and usage while

“under contract”. We start by outlining the intuition behind our proposed

model.

We assume that each customer’s usage (or consumption) and renewal (or

churn) behavior reflects a latent trait that evolves over time. For example,

let us consider a gym membership in which a customer pays a fee every

month that gives her unlimited use of the sports facilities. In this example,

the underlying trait can, for instance, be assumed to be a measure of “com-

mitment to the gym”. This commitment is reflected in the number of times

she goes to the gym each week (usage level). Furthermore, her monthly de-
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cision of whether or not to continue her membership reflects the latent trait;

she will stop renewing her membership when her commitment is below a

certain threshold. This is illustrated in Figure 2.3.
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Figure 2.3: Model Intuition

More generally, we wish to model a bivariate process measured on dif-

ferent time scales; in Figure 2.3, the time scale for the renewal process is

four times that of the usage process. The model takes into account the indi-

vidual dynamic latent process that drives the observable behaviors. Mod-

eling the evolution of the latent trait will allow us to make simultaneous

predictions about future usage and churn probabilities.

The proposed model must have three characteristics:

i. It should handle bivariate data where one variable is binary (e.g.,

churn) while the other is not (e.g., usage).
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ii. The usage and renewal processes do not have the same “clock” (e.g.,

monthly usage vs. annual contract renewal, weekly attendance vs.

monthly membership renewal).

iii. It must be able to accommodate “informative” dropout. (The binary

variable of interest (e.g., churn) is absorbing (i.e., it cannot transition

from 0 to 1) and such “dropout” is “informative” about the usage

process.)

Elaborating on the notion of absorbing dropout, the fact that an individ-

ual is active at a particular point in time implies that her underlying trait

was above some renewal threshold in all preceding renewal periods. For ex-

ample, with reference to Figure 2.3, the fact that this person is a member in

the third month (periods 9–12) means that she renewed in periods 4 and 8.

This tells us that her underlying trait had to be above the renewal threshold

in usage periods 4 and 8. However, it does not tell us anything about the

level of the latent variable in periods 1, 2, 3, 5, . . . ; this has to be inferred

from her usage behavior.

2.2.1 Related Literature

A number of researchers have developed dynamic latent models. With

few exceptions, they focus on linear models (also called linear state space

models, or Dynamic Linear Models (DLM)), well suited for data generated

by multivariate Gaussian processes (Gourieroux and Jasiak 2001, West and

Harrison 1997, Van Heerde et al. 2004). However, the Gaussian assumption

is not appropriate for the setting under study since the observed processes

are count and binary variables. Thus, the first challenge we face when mod-

eling this phenomenon is that the normality assumption does not hold for
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any of the processes under study. While parametric models for dynamic

count data have been proposed in the econometrics literature (Hausman et

al. 1984, Brannas and Johansson 1996, Congdon 2003), these methods are

intended to model univariate count data and are therefore not suitable for

the bivariate process being considered here.

Other marketing researchers have proposed various models that cap-

ture consumers’ evolving behavior. Sabavala and Morrison (1981), Fader

et al. (2004) and Moe and Fader (2004a,b) present nonstationary probability

models for media exposure, new product purchasing, and web site usage,

respectively. Netzer et al. (2008) use a hidden Markov model to characterize

the latent process that underlies individuals’ donation behaviors. Lachaab

et al. (2006) model preference evolution in a discrete choice setting using a

random coefficients multinomial probit model in which the random coef-

ficients are dynamic. A similar approach is used by Liechty et al. (2005) in

a conjoint analysis setting. However none of these models accommodate

observed dropout.

A number of biostatisticians have developed longitudinal latent mod-

els with “dropout” (e.g. Diggle and Kenwark 1994, Henderson et al. 2000,

Xu and Zeger 2001, Hashemi et al. 2003, Liu and Huang 2009). The general

approach is to assume a latent process that is deteriorating over time, with

dropout occurring when this underlying process crosses a certain thresh-

old. The latent process is estimated by using repeated observations of

variables driven by this underlying structure. With variations particular

to each problem, these models consist of a joint estimation of the measure-

ment process and a survival function. However, given that in our setting

renewal can only occur at certain points in time (monthly, quarterly, an-

nually, etc.), while usage is observed more frequently, it is possible to have
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individuals whose underlying commitment has been negative for some pe-

riod/s but becomes positive before the next renewal opportunity. Thus, in

contrast with all duration/survival models, being active in a certain period

does not necessarily imply that the underlying trait was above zero for ev-

ery preceding period, but only for those in which the renewal decision was

made.

In conclusion, while the established longitudinal and latent-variable

models do address each of the three required characteristics individually,

none address all three simultaneously. We now turn our attention to the

formal development of a model that does so.

2.2.2 Model Specification

Let t denote the usage time unit (periods) and i denote each customer (i =

1, ..., I). For each customer i we have a total of Ti usage observations. Let

n denote the number of usage periods associated with each contract period

(e.g., if the usage unit of time considered is a quarter and the contract is

annual, then n = 4).

The model comprises three processes, all occurring at the individual

level:

i. the underlying “commitment” process that evolves over time,

ii. the renewal process that is observed only every n periods and takes

the value 1 if a person renews, 0 otherwise, and

iii. the usage process that is observed every period.



2.2. MODEL DEVELOPMENT 33

The Commitment Process

We assume that every individual has an underlying trait, which we will

call “commitment”.2 This underlying trait represents the predisposition of

the customer to continue the relationship and to some extent, the predispo-

sition to use the product/service provided. We allow this individual-level

trait to change over time, and also assume that it is unobservable from the

modeler’s perspective. In other words, we model “commitment” as a latent

variable that follows a dynamic stochastic process.

In Figure 2.3, the latent trait is presented as evolving in continuous time.

However, we model it as a discrete-time (hidden) Markov process. We as-

sume that there exists a set of K states {1, 2, ..., K}, with 1 corresponding

to the lowest level of commitment and K to the highest. These states rep-

resent the possible commitment levels that each individual could occupy

at any point in time. We assume that Sit, the state occupied by person i

in period t, evolves over time following a Markov process with transition

matrix Π = {πjk}, with j, k ∈ {1, ... ,K}. For the sake of model parsimony,

we restrict the Markov chain to transitions between adjacent states. That is,

P (Sit = k|Sit−1 = j) =





πjk k ∈ {j − 1, j, j + 1}

0 otherwise .

(2.1)

We also need to establish the initial conditions for the commitment state

in period 1. We assume that the probability that customer i belongs to

commitment state k at period 1 is determined by the vector Q = {q1, ..., qK},

where
2We acknowledge that the concept “commitment” has been defined and previously

studied in the marketing literature (e.g. Garbarino and Johnson 1999, Gruen et al. 2000,
Morgan and Hunt 1994). Its theoretical definition and measurement is beyond the scope of
this paper.
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P (Si1 = k) = qk , k = 1, ..., K . (2.2)

Hidden Markov models (HMMs) were introduced in the marketing

literature by Poulsen (1990) as a flexible framework for modeling brand

choice behavior. Since then they have been applied in the marketing lit-

erature to model a wide range of behaviors (e.g., Montgomery et al. 2004;

Moon et al. 2007; Smith et al. 2006; Netzer et al. 2008).

Netzer et al. (2008) use a HMM to capture customer relationship dy-

namics. The approach taken in the current study is similar to theirs in the

sense that we also link transaction behavior to underlying customer rela-

tionship strength, in our case “commitment” level. However, our model

specification differs from their approach in two ways. Firstly, they are

working in a “noncontractual” setting (where attrition is unobserved) and

thus map the latent states with just one observable behavior (i.e., transac-

tions). In our setting customer attrition is observed, and therefore this infor-

mation is used to define and identify the latent states. Secondly, they model

a non-homogeneous transition process where the probability of switching

among states is a function of the interactions between the firm and the cus-

tomer. As such interactions do not occur in our empirical setting, we model

the transition process in an homogeneous manner.

Having specified how the latent trait evolves over time, we now specify

the mapping between this underlying construct and the two observable

behaviors of interest, usage and renewal.

The Usage Process

While under contract, a customer’s usage behavior is observed every pe-

riod. This behavior reflects her underlying commitment — for any given
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individual, we would expect higher commitment levels be reflected by

higher usage levels. At the same time, we acknowledge that individuals

may have different intrinsic levels of usage; in other words, unobserved

cross-sectional heterogeneity in usage patters. As such, our model should

allow two customers with the same underlying pattern of commitment to

have different usage patterns.

We propose two possible formulations for the usage process: Poisson

and binomial. The Poisson process is the natural specification for model-

ing counts. Behaviors for which this specification is appropriate include

the number of credit card transactions per month, the number of movies

purchased each month in a pay-TV setting, and the number of phone calls

made per week. However, in some settings the usage level has an upper

bound, either because of capacity constraints from the company’s side, or

because the time period in which usage is observed is short. For example,

going back to the gym example, if one wants to model the number of days

a member attends in a particular week, the Poisson may not be the most

appropriate distribution since there is an upper bound of seven days. Sim-

ilarly, consider the case of an orchestra wanting to predict the number of

tickets that will be sold to their patrons. First, the number of performances

attended is bounded by the total number of performances offered by the or-

chestra. Second, the number of performances offered should also be taken

into consideration when predicting customers’ future attendances; there

will be periods with higher demand simply because more performances

are on offer and so the model should accommodate this information. It

therefore makes sense to model usage using the binomial distribution. (We

note that the binomial distribution can be approximated by a Poisson dis-

tribution for a high number of “trials” with a low probability of “success.”)
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We first formalize the assumptions for the Poisson specification and

then outline the changes that need to be made in order to accommodate

the binomial specification. We assume that, for an individual in state k, the

usage process (number of attendances, transactions, visits, etc.) in period t

follows a Poisson distribution with parameter

λit | [Sit = k] = αiθk (2.3)

where k is the (unobserved) commitment state of individual i at time t. In

other words, the usage process is determined by a state dependent parame-

ter θk that varies depending on the underlying level of commitment (which

varies over time) and an individual specific parameter αi that remains con-

stant over time.

The parameter αi captures heterogeneity in usage across the popula-

tion, allowing two customers with the same commitment level to show dif-

ferent patterns of transactions. Individuals with higher values of αi are

expected, on average, to have a higher transaction propensity than those

with lower values of αi, regardless of their commitment level. The indi-

vidual level parameter αi is assumed to follow a gamma distribution with

scale parameter r and a mean of 1.0).

The vector θ = {θk}, k = 1, ...,K of state-specific parameters allows the

customer’s mean usage levels to change over time, as her underlying level

of commitment changes. We impose the restriction that θk > 0 ∀ k and is

increasing with the level of commitment (i.e., 0 < θ1 < θ2 < ... < θK).

Notice that for each individual i, the expected level of usage is increasing

with her commitment level, and even in the lowest commitment state, we

can still observe non-zero usage.
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Let S̃i = [Si1, Si2, ..., Si Ti ] denote the (unobserved) sequence of states to

which customer i belongs during her entire lifetime, with realization s̃i =

[si1, si2, ..., si Ti ], where sit takes on the value k = 1, . . . , K. The customer’s

usage likelihood function is

L
usage
i (θ, αi | S̃i = s̃i, data) =

Ti∏

t=1

P (Yit = yit|Sit = k, θ, αi)

=
Ti∏

t=1

e−αi θk (αi θk) yit

yit!
. (2.4)

where yit is customer i’s observed usage in period t.

Turning to the binomial specification, we let mt denote the number of

transaction opportunities (e.g., number of performances offered) and pit the

probability of a transaction occurring at any given transaction opportunity

for customer i in period t. As with the Poisson specification, the transaction

probability depends on the individual specific time-invariant parameter αi

and the commitment state at every period:

pit | [Sit = k] = θαi
k . (2.5)

This specification also guaranties that the transaction probability is increas-

ing with the level of commitment. The usage propensity parameter αi is

also assumed to follow a gamma distribution with equal scale parameter r

and a mean of 1.0.

We impose the restrictions that 0 < θk < 1 for all k and that they in-

crease with the level of commitment (i.e., 0 < θ1 < θ2 < ... < θK < 1). The

inclusion of αi as an exponent (as opposed to a multiplier) ensures that the

transaction probabilities remain bounded between zero and one.3

3Since this transformation is not linear in αi, the average probability of transaction across
all customers belonging to state k is not equal to θk; this quantity is found by taking the
expectation of θαi

k over the distribution of αi.
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It follows that the customer’s usage likelihood function is

L
usage
i (θ, αi | S̃i = s̃i, data) =

Ti∏

t=1

P (Yit = yit|Sit = k, θ, αi,mt)

=
Ti∏

t=1

(
mt

yit

) (
θ αi
k

)yit (1− θ αi
k )mt−yit . (2.6)

The Renewal Process

At the end of each contract period (i.e., when t = n, 2n, 3n, ...), each cus-

tomer decides whether or not to renew her contract for the following n

periods based on her current level of commitment. We assume that a cus-

tomer does not renew if her commitment state is 1 (the lowest commitment

level); otherwise she renews. Given that in period 1 all customers have

freely decided to take out a service contract, we restrict the commitment

state to be different from 1 in the first period (i.e., q1 = 0). If a customer is

active in a given period t, her commitment state in all preceding renewal

periods τ = n, 2n, ..., with τ ≤ t, had to be different from 1; otherwise she

would not have renewed her contract and been active at time t. However,

an active customer could have been in state 1 in any preceding non-renewal

period (i.e., t 6= n, 2n, . . .).

For example, let us consider a gym membership that is renewed monthly

and where we observe individual attendances on a weekly basis. While us-

age is observed at every week, renewal can only happen at week 4 (end of

first month), week 8 (end of second month), etc. Therefore, the fact that

an individual is active in a particular month implies that her commitment

level at the end of all preceding months (i.e., weeks 4, 8) was different from

1. Figure 2.1 shows examples of sequences of commitment states that can

or cannot occur in our setting:
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t = 1 t = 2 t = 3 t = 4 t = 5 t = 6 t = 7 t = 8 t = 9
1 3 1 2 2 3 2 2 3 7

2 3 1 1 2 3 2 2 3 7

2 3 2 2 2 3 2 1 3 7

2 3 1 1 – – – – – X
2 3 2 2 2 3 2 1 – X
2 3 2 2 2 3 2 2 3 X
2 1 1 2 2 1 2 2 1 X

Table 2.1: Hypothetical sequences of commitment states

The first sequence of states cannot occur since, for an individual to have

become a customer, her commitment in period 1 is by definition different

from 1. The following two sequences of states can also not occur because

if a customer is active in month 3 (week 9), her commitment at the end of

months 1 and 2 (weeks 4 and 8) had to be greater that 1. Notice that there

is no restriction about her commitment in periods other than 4 and 8, thus

the last sequence shown in the table can occur.

Bringing It All Together

Now that the renewal processes has been specified, we need to combine it

with the submodel for usage behavior to characterize the overall model.

For each customer i, we have shown how the unobserved sequence S̃i

determines her renewal pattern over time. Moreover, conditional on her

S̃i = s̃i, the expression for the usage likelihood was derived for both the

Poisson and binomial specifications. To remove the conditioning on s̃i, we

need to consider all possible paths that S̃i may take, weighting each usage

likelihood by the probability of that path:

Li(αi,θ, Π, Q |data) =
∑

s̃i∈Υ

L
usage
i (θ, αi | S̃i = s̃i, data) f(s̃i|Π, Q), (2.7)
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where Υ denotes all possible commitment state paths customer i might

have during her lifetime, L
usage
i (θ, αi | S̃i = s̃i, data) is substituted by (2.4)

or (2.6) depending on whether we estimate the Poisson or the binomial

model, and f(s̃i|Π, Q) is the probability of path s̃i happening.

If there were no restrictions due to the renewal process, the space Υ

would include all possible combinations of the K states across Ti periods

(i.e., KTi possible paths). However, as discussed earlier, the nature of the

renewal process places constraints on the underlying commitment process.

As a consequence, Υ contains (K − 1)b(Ti−1)/ncKTi−b(Ti−1)/nc−1 possible

paths.

Considering all customers in our sample, and recognizing the random

nature of αi, the overall likelihood function is:

L(θ, Π, Q, r |data) =
I∏

i=1

∫ ∞

0
Li(αi, θ, Π, Q |data)f(αi | r)dαi . (2.8)

In summary, we have proposed a hidden Markov model combined with

a heterogeneous Poisson or binomial process to model bivariate data where

the two processes occur on different time scales. The hidden Markov pro-

cess captures dynamics at the individual level as well as renewal behav-

ior, while the Poisson or binomial process links these underlying dynam-

ics with usage behavior allowing for unobserved individual heterogeneity.

The resulting model has (3K−2)+(K−1)+K +1 population parameters,

which are the elements of Π, Q, θ and r, respectively.

2.3 Model Estimation

We estimate these model parameters using a hierarchical Bayes framework.

In particular, we use data augmentation techniques to draw from the dis-
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tribution of the latent states Sit as well as the individual-level parameter

αi. We control for the path restrictions (due to the nature of the contract

renewal process) when augmenting the latent states. As a consequence the

evaluation of the likelihood function becomes simpler, reduced to the ex-

pression of the conditional (usage) likelihood function, L
usage
i (θ, αi | S̃i =

s̃i, data).

Let Ω denote all the model parameters, including the population pa-

rameters (Q,Π, θ, r), the individual-level parameters α = {αi}i=1,...,I , and

the set of augmented paths of commitment states s = {s̃i}i=1,...,I . The full

joint posterior distribution can be written as:

f(Ω|data) ∝
{ I∏

i=1

L
usage
i (θ, αi |Si, data)

}
f(θ)f(α|r)f(s|Q,Π)f(r)f(Q)f(Π)

where f(θ) is the prior distribution of the commitment-state-specific usage

parameters, f(α|r) is the prior (or mixing) distribution for the αi, which is

assumed to follow a gamma distribution with shape and scale parameter

r. The term f(s|Q,Π) refers to the distribution of the latent states, assumed

to follow a hidden Markov process with renewal restrictions in periods t =

1, n + 1, 2n + 1, ...

The terms f(Q), f(Π), and f(r) are the (hyper)priors for the population

parameters. Noninformative (vague) priors are used for all parameters.

For the vector Q and all rows of the matrix Π we use Dirichlet prior with

equal probabilities. We use a diffuse gamma distribution as a prior for

the parameter r (shape and scale parameters being 0.01). In the Poisson

specification we need to restrict the prior for θ to ensure that 0 < θ1 <

θ2 < ... < θK . Therefore, we use a uniform prior over the interval (0,10)

for θ1 and reparameterize θτ = θτ−1 + eγτ ∀ τ > 1. Diffuse normal priors
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(with mean 0 and variance 10000) are used for the γτ s. When estimating

the binomial model, we also need to guaranty that all θ’s are lower than 1.

To do so, we use a uniform (0,1) as prior for θ1, a uniform (θ1, 1) for θ2, a

uniform (θ2, 1) for θ3 and so on.

This is implemented using the freely available software WinBUGS (Lunn

et al. 2000). We use the categorical distribution in WinBUGS to draw the

augmented states, and control for the path restrictions (due to the contrac-

tual specification) by truncating the categorical distribution function in the

renewal periods (t = 1, n + 1, 2n + 1, ..). (The associated WinBUGS code

used to estimate both Poisson and binomial specifications is shown in Ap-

pendix A1.)

We burn-in the first 95,000 iterations and use the following 5,000 iter-

ations to draw from the posterior marginal distributions. Convergence of

the parameters was diagnosed visually, looking at the historical draws of

all parameters, and also using the Gelman-Rubin statistic R, which com-

pares the ratio of the pooled chain variance with the within chain variance,

for a model estimated using multiple and disperse starting values.

2.4 Empirical Analysis

2.4.1 Data

We explore the performance of the proposed model using data from a Eu-

ropean performing arts organization. This organization runs a so-called

Friends scheme. An annual membership of this scheme provides “Friends”

with several non-pecuniary benefits, including priority ticket booking,4 in-

vitations to special events, and newsletters.

4In contrast to the subscription schemes associated with many North American perform-
ing arts organizations, tickets are not included as part of the scheme.
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In addition to the membership fee, Friends are an important source of

income for the organization through their buying of tickets. The company

generates approximately $5 million a year from membership fees alone and

a further $40 million from members’ bookings. Each year is divided into

four booking periods; all members receive a magazine each booking period

with information about the performances offered in the next period and a

booking form to purchase tickets. Given that two performances cannot be

conducted at the same time, the number of performances offered during

each booking period is limited. Furthermore, we observe that some peri-

ods offer more matinee performances than others, implying that the num-

ber of available performances changes slightly from one booking period to

the other. When one’s Friends membership is close to expiring (generally

one month before the cancellation date), the company sends out a renewal

letter. If membership is not renewed, the benefits can no longer be received.

This organization offers five different types of membership that vary

by price and benefits. We focus on those individuals who have taken out

the lowest level of membership; this accounts for over 80% of the entire

membership base. We focus on the cohort of individuals who took out

their first Friends membership during the first quarter of 2002, and analyze

their renewal and booking behaviors for the following 4 years (16 booking

periods). Among the 1,173 members that meet these criteria, 884 renewed

in year 2 (26.6% churn), 738 renewed in year 3 (16.5% churn), 634 renewed

at least three times (14.1% churn) and 575 members were still active after

the four years of observation. Expressing these data in terms of periods (as

we defined t in section 2.2.2), we have a total of 17 periods. We observe

usage in periods 1 to 16 and renewal decisions in periods 5, 9, 13, and 17.5

5In developing the logic of our model, we discussed a contract period of n = 4 with
renewal occurring at 4, 8, 12, etc. This implicitly assumed that customers are acquired
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This cohort of customers made a total of 14,255 bookings across the en-

tire observation period. On average, a member makes 1.05 bookings per

booking period. However the transaction behavior is very heterogeneous

across members, with the average number of bookings per booking period

ranging from 0 to 41.9. (Given the nature of these data, the words book-

ing and transaction are used interchangeably.) Figure 2.4 shows the total

number of transactions (in bars) and the number of active members (dotted

line) for each booking period. We observe that total number transactions

decreases over time, mostly due to membership cancellations.
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Figure 2.4: Observed usage and renewal behavior

2.4.2 Analysis

We split the four years of data into a calibration period (periods 1 to 11) and

a validation period (periods 12 to 17). Note that, for this cohort, renewal

decisions are made in periods 5, 9, 13, and 17. We can therefore exam-

ine model performance in the validation period in three ways. First, we

will examine how well the model predicts usage for the remaining periods

immediately at the beginning of the period (e.g. January 1, the first day of Q1) with the
contract expiring at the end of fourth period (e.g., December 31, the last day of Q4.), when
the periods are quarters. In this empirical setting, customers are acquired throughout the
first period, which means the first renewal occurs sometime in the fifth period.
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under the current contract (i.e., forecast usage before the membership ex-

pires). Second, we will examine the accuracy of the model’s predictions of

renewal in all future renewal periods (i.e., at the end of the current contract

and at the end of following contract). Third, we will examine the accuracy

of the model’s predictions of usage conditional on renewal (i.e., for those

customers for which the model predicts renewal, we forecast usage in fu-

ture periods).

We first need to determine the most appropriate model (Poisson vs. bi-

nomial usage process) and the optimal number of states to be considered

in the (hidden) Markov chain. Given the nature of this empirical setting,

where there is a limited number of performances on offer during each book-

ing period and this number changes across periods, we focus on the bino-

mial specification for the usage process.6 We estimate the model varying

the number of (hidden) states from 2 to 5, and compute: (i) the marginal

log-density,7 (ii) the Akaike information criterion (AIC), (iii) the logarithm

of the Bayes factors, and (iv) the in-sample Mean Absolute Percentage Error

(MAPE) in the predicted number of transactions.

As shown in Table 2.2, the specification with the highest marginal log-

density and AIC values is the model with 4 hidden states. The Bayes factor

of this specification, compared with a more parsimonious model also gives

support to the 4 state model. Regarding the in-sample predictions, we also

find that the model with 4 states is marginally the most accurate, with an

MAPE of 9.63%.
6Since the number of performances offered per booking period (mt) is high, we would

expect the two models to be quite similar in their results. Fitting the Poisson specification,
we find that this is the case.

7The marginal log-density is computed using the harmonic mean on the likelihoods
across iterations (Newton and Raftery 1994).
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Marginal Log
# States Log-density AIC Bayes Factor MAPE

2 −11,901.5 23,357.1 – 13.58
3 −11,131.5 21,781.1 770.0 9.66
4 −11,111.5 21,283.3 20.0 9.63
5 −11,262.2 22,236.8 −150.7 9.66

Table 2.2: Model selection criteria

2.4.3 Model Results

Table 2.3 presents the posterior means and intervals for the parameters of

the usage model under the binomial specification with 4 states.

Parameter Posterior mean 95% Interval
θ1 0.0016 [ 0.0013 0.0019 ]

Commitment θ2 0.0017 [ 0.0014 0.0020 ]
parameters θ3 0.0066 [ 0.0059 0.0077 ]

θ4 0.0512 [ 0.0394 0.0694 ]
Heterogeneity r 21.830 [ 19.520 24.350 ]

Table 2.3: Parameters of the binomial usage model with 4 states

The first set of parameters (θis) correspond to the usage parameter com-

mon to all customers belonging to a particular commitment state. The r

parameter measures the degree of unobserved heterogeneity in usage be-

havior within each state. Recalling (2.5), the distributions of the transaction

probabilities for all individuals in each commitment state are reported in

Figure 2.5.8

The mean transaction probability for state 1 is 0.0035 and for state 2 is

0.0037. The important difference between these two states is with regards

to renewal behavior. The interpretation of each state is determined by the

8The exact expression for the pdf is

f(pit | θk, r, Sit = k) =
rr exp(−r ln(pit)/ ln(θk))

pit Γ(r)| ln(θk)|
[
ln(pit)

ln(θk)

]r−1

.
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Figure 2.5: Distributions of transaction probabilities

transaction propensity and the renewal behavior. Hence, while those indi-

viduals in state 1 will on average make ever-so-slightly fewer transactions

than those in state 2, they will churn if they remain in that state during

a renewal period. On the contrary, individuals in state 2 will renew their

membership even though they also have low transaction propensities. For

individuals in state 3, the average probability of transaction is 0.011, ap-

proximately three times greater than those associated with states 1 and 2.

This translates to an average of 1.87 transactions per booking period (more

than 7 transactions in a year) for those members in state 3, while customers

in states 1 and 2 are expected to make an average of 0.59 and 0.62 transac-

tions per booking period, respectively. The highest commitment level (state

4) corresponds to the very active members in terms of usage behavior, with

an average of 10.6 transactions per booking period.

Dynamics in the underlying trait are captured by the hidden Markov

chain. Table 2.4 shows the posterior means of the transition probabilities,

while Table 2.5 reports the estimates of Q, the initial conditions for the com-

mitment state in period 1. We observe a very dynamic pattern in this set-
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ting. With the exception of state 1, the probability of switching out of a state

is high. For instance, for a customer in state 2, the probability of switching

to state 3 in a particular period is 0.655, whereas the probability of switch-

ing to the lowest commitment state (1) is 0.172. We note that state 1 is not

an absorbing state (i.e., P (Sit = 1|Si,t−1 = 1) 6= 1). This is due to the fact

that not all periods are renewal occasions. Therefore, even though all mem-

bers in state 1 will not renew if they are in a renewal period, it is possible to

find individuals who were in state 1 at a particular time and changed their

commitment state before the renewal occasion occurred.

To state
From state 1 2 3 4

1 0.903 0.097 – –
2 0.172 0.169 0.655 –
3 – 0.427 0.567 0.006
4 – – 0.434 0.566

Table 2.4: Estimated transition probabilities

With reference to Table 2.5, the qs correspond to the probabilities of be-

ing in each state when an individual first joined the membership scheme.

This is the distribution of underlying states for a just-acquired member of

this cohort. The probability of a newly acquired member being in the high-

est state is very low; just over 1% of the members acquired in 2002 were

deemed to be in the top commitment state in period 1. Most members were

distributed between states 2 and 3 (41% and 58% respectively) when they

joined the Friends scheme.
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Parameter Posterior mean 95% Interval
q2 0.410 [ 0.132 0.703 ]
q3 0.578 [ 0.282 0.856 ]
q4 0.011 [ 0.001 0.028 ]

Table 2.5: Estimated period 1 state probabilities

In-sample Fit

Figure 2.6 shows actual and predicted levels of usage for the in-sample

period. The figure shows an excellent fit of the proposed model when pre-

dicting total usage. The MAPE for the overall calibration period is 9.63%.
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Figure 2.6: Usage (in-sample) predictions

In additional to being able to track aggregate levels of usage, it is im-

portant that the model be able to capture cross-sectional heterogeneity. We

compute the distribution of the number of attendances at the individual

level. We compare the maximum, the minimum, and five common per-

centiles of this distribution with the means for their respective predictive

distributions. Table 2.6 shows how all measures lie in the 95% confidence

interval of the mean posterior distributions.
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Actual Posterior mean 95% Post. interval
Min 0.00 0.00 [ 0.00 0.00 ]
5% 0.00 0.00 [ 0.00 0.00 ]

25% 2.00 1.81 [ 1.00 2.00 ]
50% 4.00 4.59 [ 4.00 5.00 ]
75% 11.00 11.07 [ 10.00 12.00 ]
95% 32.85 32.80 [ 31.00 355.00 ]
Max 457.00 444.87 [ 397.00 492.00 ]

Table 2.6: Distribution of in-sample predictions

2.4.4 Forecasting Performance

Having fitted the model to the calibration period data, we will examine the

performance of the model in the hold-out validation period. In addition to

comparing its performance relative to a set of benchmark models, we also

consider two restricted versions of the proposed model: a static latent trait

model (Π = IK) in which there is heterogeneity in transaction behavior

but members cannot change their commitment state over time, and a dy-

namic latent trait model with homogeneous transaction behavior (r → ∞)

in which all members in each commitment state have the same expected

transaction behavior.9

We first forecast usage behavior in periods 12 and 13 for all members

that were active at the end of our calibration period. Then, conditional on

each individual’s underlying state in period 13, we predict renewal behav-

ior at that particular moment. Finally, conditional on having renewed at

that time, we forecast usage behavior for all remaining periods and renewal

behavior for the last period of data. This time-split structure allows us to

analyze separately usage forecast accuracy (comparing actual vs. predicted

number of transactions in period 12), renewal forecast accuracy (comparing

9The marginal log-densities of these two models are −12, 341.5 and −12, 831.5, respec-
tively.
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actual and predicted renewal rates in periods 13 and 17) and overall fore-

cast accuracy (comparing actual and predicted usage levels in periods 14

onwards).

Usage Process

In order to assess the quality of the usage predictions, we compare the fore-

casts from the proposed model (both the full and two restricted versions)

with those generated using two RFM-based negative binomial (NB) regres-

sion models — see Appendix A2 for details — and two heuristics (drawing

on the work of Wübben and Wangenheim (2008)). Heuristic A, periodic

usage, assumes that each individual repeats the same pattern every year.

Heuristic B, status quo, assumes that all customers will make as many

transactions as their current average.10

To assess the validity of the usage predictions, we compare the models’

forecasts in period 12. (We cannot generate a forecast for period 13 (and

beyond) using the RFM models because the RFM characteristics are not

available for future periods.) The predictive performance is compared at

the aggregate level, looking at the percentage error (PE) in the predicted

total number of transactions, as well as at disaggregate level, looking at

the histogram of the population distribution of the number of transactions.

That is, we compute, based on the model predictions, how many customers

have zero transactions, one transaction, two transactions, etc. and compare

these values with the actual data. In order to make the histograms compa-

rable, we compute the Chi-square goodness of fit (χ2) statistic for all mod-

els. This is a measure of how well the model recovers the distribution of
10For example, suppose a customer makes 2, 4, 2, 4 transactions over the preceding four

periods. Heuristic A would predict that this customer will make 2, 4, 2, 4 transactions over
the next four periods. Heuristic B would predict a pattern of 3, 3, 3, 3.
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transactions across the population; the smaller the χ2 statistic, the better fit

(i.e., the more similar the distributions of actual and predicted number of

transactions).

Table 2.7 shows the error measures for all usage models. Considering

both measures of fit, the proposed model outperforms all other methods.

The aggregate level predictions are very good for all specifications of the

proposed model (PE < 5%), with the static specification of the proposed

method having the smallest forecast error. Although it may seem that the

static specification gives better estimates of future usage, when considering

the fit at the distribution level, we observe that the full (dynamic hetero-

geneous) specification recovers the distribution of number of transactions

more accurately. The χ2 of the proposed model is 16.4, whereas the static

and homogeneous specifications give χ2 values of 28.6 and 48.9, respec-

tively.

Aggregate Disaggregate
% error χ2

Heuristic
A (periodic) 28.8 20.8
B (status quo) 21.8 147.9

NB regression
Cross-sectional 9.5 264.7
Panel 14.9 21.8

Latent trait
Static −2.0 28.6
Homogeneous −3.9 48.9
Full −4.3 16.4

Table 2.7: Predictive performance for usage behavior in period 12

To better understand the implications of having a higher χ2 (in other

words worse disaggregate measure of fit) we show in Figure 2.7 the his-

tograms of the number of transactions predicted by the best three methods
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on the basis of the aggregate predictions. The first column corresponds

to the number of members who did not make any transactions, the sec-

ond column represents the number of customers who made one transac-

tion and so forth. We observe that the static specification underpredicts

the number of customers who did not make any transactions and overes-

timates the number of customers who made one transaction. Even though

the proposed method provides a slightly higher PE at the aggregate level,

these histograms show that it predicts usage more accurately than any of

the other methods.
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Figure 2.7: Distribution of (predicted vs. actual) number of transactions in
period 12

It is worth noting that, based on the results presented in Table 2.7, one

might think that heuristic A is not a bad model because its χ2 is low. How-

ever, this should not be surprising given that heuristic A predicts that every

customer will make exactly the same number of transactions as the same

period last year. In other words, by construction, this method replicates the

population distribution year after year. Nevertheless, if we look at the error

of aggregate number transactions, we see that the heuristic A method is not

accurate in its predictions, over-forecasting the total number of bookings by

28.8%.
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Renewal Process

In order to assess the quality of the churn predictions, we compare the

predicted renewal rates of the proposed model (both the full and two re-

stricted versions) with those generated using two RFM-based logistic re-

gression models — see Appendix A2 for details — and two heuristics. The

first heuristic (C) says that churn occurs if there is no usage activity during

the last two periods (Wübben and Wangenheim 2008). The second heuris-

tic (D) says that churn occurs if an individual’s average usage over the last

two periods is lower than that of the corresponding periods in the previous

year. (This is in the spirit of Berry and Linoff’s (2004) discussion of how

changes in usage can be a leading indicator of churn.)

The predictive performance for all churn models is presented in Ta-

ble 2.8. We compare actual versus predicted renewal rate in periods 13 and

17. As shown in the table, the proposed model provides the most accu-

rate predictions of the future renewal rate. Both heuristic methods provide

very poor estimates for future churn. The two logistic regression models

overestimate future renewal (and therefore the size of the customer base)

by more than ten percentage points. The static and homogeneous specifi-

cations of the proposed model underestimate renewal by 73.7% and 7.7%,

respectively. In all cases, the absolute error is notably higher than that asso-

ciated with the full specification of the proposed model (with a percentage

error of −6.0%).

We cannot use the first four methods/models to generate forecasts of

churn in future periods (e.g., period 17) since they are based on measures

of usage behavior which are unobserved for future periods. (For example,

in order to use the logistic regression model to predict period 17 churn, we

would need to know how many transactions each customer made up-to-
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Period 13 Period 17
Renewal Rate % error Renewal Rate % error

Heuristic
C 27% −68.8 – –
D 63% −26.5 – –

Logistic regression
Cross-sectional 97% 12.8 – –
Panel 97% 12.9 – –

Latent Trait
Static 23% −73.7 – –
Homogeneous 79% −7.7 80% −12.2
Full 81% −6.0 81% −10.8

Actual 86% – 91% –

Table 2.8: Actual and predicted renewal rates

and-including period 16.) Additionally, the static class model cannot be

used to predict renewal in period 17 because this specification does not al-

low customers to change their commitment level over time. Although the

homogeneous specification of the proposed model provides a good pre-

diction, the full specification provides the most accurate forecasts of future

renewal behavior.

Renewal and Usage Processes

Finally, we consider the overall forecasting accuracy of the models, compar-

ing actual and predicted usage levels in periods 14 onwards. One problem

we encounter with the benchmark models is that none of them can be used

to generate a forecast of customer behavior over the entire validation pe-

riod, either because they cannot predict behavior beyond the next period

or because they do not account for the attrition process. However, if we

are interested in forecasting customer behavior in contractual settings, we

need a model that accounts for both usage and churn predictions. Aside
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from the full specification of the proposed model, the two restricted ver-

sions of the proposed model (static and homogeneous model) also account

for both processes. Additionally, we use a combination of the most accurate

churn benchmark model (panel logistic regression) with the best heuristic

usage model (status quo) in the following manner.11 We first predict re-

newal behavior in period 13 using the panel logistic regression. Then, for

those individuals who are predicted to renew, we use Heuristic A to fore-

cast usage. As before, we examine the accuracy of the predictions at the

aggregate and disaggregate level.

We examine usage behavior in periods 14 to 16, which in turn depends

on predicted renewal behavior in period 13. We compare the MAPE across

all forecast periods (Table 2.9) and find that the proposed model gives the

most accurate predictions over the entire validation period (MAPE=10.9%).

The second-best method is the homogeneous specification, with an MAPE

of 11.7%. (In other words, a model that does not account for unobserved

usage heterogeneity within segments increases the forecast error by 7.7%.)

The static specification provides the biggest error predictions with an MAPE

of 23.7%, more than double the error associated with the full specification.

The predictions associated with the combined benchmark models are also

poor, with an MAPE of 20.9%. This result reinforces the suggestion that

the inclusion of dynamics yields more accurate predictions. Similar results

are obtained when considering the disaggregate measures of fit (average

χ2 across the three forecast periods); the full specification of the proposed

model is clearly superior.

11We cannot use any of the usage regression models as they need as-yet unobserved RFM
data in order to make predictions for periods 14 – 16.
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Out-of-sample (Average)
MAPE χ2

Regression + Heuristic 20.9 274.7
Latent Trait

Static 23.7 210.7
Homogeneous 11.7 22.4
Full 10.9 16.3

Table 2.9: Predictive performance for both processes

In summary, we have shown that the full specification of the proposed

model predicts retention and usage behavior accurately. Furthermore, it

outperforms benchmark models on both the usage and retention dimen-

sions.

2.4.5 Additional Results

In addition to predicting future usage and retention behaviors, this model

also provides several insights that can help the marketer better understand

her customer base. In particular, this model allows us to segment customers

dynamically on the basis of their underlying commitment levels, which can

guide retention efforts. Moreover, the model not only enables us to detect

at-risk customers (potential churners), but also to identify highly commit-

ted customers. This is in the marketer’s interests if, for instance, the orga-

nization wants to target specific supporters in the course of its fundraising

activities.

Recovering State Membership

The hidden Markov specification allows us to dynamically segment the

customer base given usage and renewal behavior.12 In contrast to the static

12Hereafter we will use the terms segment and state interchangeably.
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model, the hidden Markov model provides insights into the underlying be-

havioral dynamics of the customer base. To do so, we need to compute the

number of customers in each commitment state and track this information

over time. Recovering the state membership is straightforward when us-

ing data augmentation techniques to estimate the hidden states. In each

period we can easily compute the number of customers in each segment,

and look at how the segment sizes evolve over time. Figure 2.8a shows the

size of each hidden state for all periods; the numbers for periods 12 – 17 are

forecasts. We observe that the size of state 1 (bottom black) increases over

time and then radically drops after periods 5, 9 and 13. This is due to the

churn process; based on our model assumptions, all customers in state 1

in the renewal period do not renew their membership. Consequently, the

total height of the bars also decreases after the renewal periods.
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Figure 2.8: Segment dynamics

Figure 2.8b shows the share of each state (i.e., percentage of active cus-

tomers in each segment). We observe that state 2’s share is fairly stable,

accounting for approximately 30% of the customer base. This does not im-

ply that the same customers belong to state 2 in all periods; the volatility we

observe in states 1 and 3 (Figure 2.8b) and the parameters of the transition
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matrix (Table 2.4) mean that in every period, many customers switch from

state 3 to 2, and from state 2 to 1, but not necessarily the same individuals.

In order to analyze the individual-level transitions, we must recover the

distribution of the states membership for each customer over her lifetime.

Then, looking at the posterior probability of belonging to each state, we can

analyze the commitment dynamics at the individual level.

As an illustration, we analyze the evolution of state membership for

three customers who cancelled their subscription after two years (in pe-

riod 9). Figure 2.9 shows how the distribution of state membership varies

during the year prior to their cancellation. We observe that customers A

and B have a similar “commitment” pattern: at the beginning of the sec-

ond year (period 5), both customers are equally likely to belong to states

2 and 3. Their “commitment” level seems to increase in period 6 and then

decreases in periods 7 and 8, when the probability of staying in state 1 be-

comes larger, almost 0.8 in period 8. The state history for customer C is

slightly different. Not only was this customer more likely to belong to state

2 at the beginning of the second year, her probability of being state 1 (lowest

commitment level) also increased very quickly.

We can contrast this information with the actual transaction behavior

to better understand the dynamics of the model. Table 2.10 shows the ob-

served transaction pattern of these three customers. Consistent with the

state evolution shown in Figure 2.9, we observe that customer C’s usage

dropped very early in the second year of membership, while customer A

kept her average level of usage up to period 6. We note that even though

customers A and B had almost identical state histories, their observed us-

age behavior is very different. Moreover, while customers B and C have

exactly the same transaction behavior during the second year of member-
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Figure 2.9: Individual-level dynamics

ship, their underlying “commitment” history is very different because of

their different transaction patterns during the first year of membership.

Year 1 Year 2
1 2 3 4 5 6 7 8

Customer A 2 1 0 1 1 2 0 1
Customer B 0 0 0 0 0 1 0 0
Customer C 2 1 4 3 0 1 0 0

Table 2.10: Customer-level usage behavior (actual)

Recovering the underlying states over time allows us to identify those

customers who are likely to have changed (decreased or increased) their

commitment state recently. This useful piece of information would help the

marketer target customers differently. For example, in our setting, the orga-

nization is interested in knowing, before the cancellation date, which mem-
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bers have recently suffered a drop in their underlying commitment level,

so that pre-emptive retention activities can be undertaken. (As illustrated

by the poor performance of Heuristics C and D in predicting churn, such

at-risk customers cannot be identified without the use of a formal model.)

Incorporating New Information

In dynamic environments, updating the list of at-risk customers is central to

any efforts designed to increase the success of retention campaigns. Apart

from using past behavior to identify changes in commitment level (as illus-

trated in Figure 2.9), another way to detect changes in commitment levels

is to use the most recent piece of information, when available, to update

the model estimates. For example, having estimated the model using data

from periods 1 – 11, suppose we now observe usage behavior for period

12. What can we learn from this additional information? In other words,

how can this new data be used to update what we knew already about the

customer base?

Once the model is calibrated, it is easy to incorporate new information

as more behavior is observed. We can simply use the model estimates at pe-

riod 11 and apply Bayes’ rule to update the parameter estimates given the

individuals’ period 12 transaction data. More specifically, using the poste-

rior distribution of state membership at period 11 (Si,11) and the estimated

transition matrix (Π), we compute the prior distribution of state member-

ship in the following period (i.e., P (Si,12 = k|Si,11, Π) for k = 1, ..., K).

Then, we calculate the likelihood of observing period 12 usage behavior

conditional on the individual-level parameters αi. Finally, we compute the
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posterior distribution of state membership in period 12 using Bayes’ rule:

P (Si,12 = k|Yi,12 = yi,12,Ω)

=
P (Yi,12 = yi,12|Si,12 = k, αi,θ)P (Si,12 = k|Si,11, Π)
K∑

l=1

P (Yi,12 = yi,12|Si,12 = l, αi, θ)P (Si,12 = l|Si,11,Π)

(2.9)

where Ω denotes all the model parameters.

We can now compare the distribution of state membership in periods 11

and 12 and identify those customers who have changed their commitment

state in the current period. Following this procedure, we identify 45 cus-

tomers who have shifted in their commitment level to the lowest state from

period 11 to period 12.13 Similarly, we identify 2 members who moved to

state 4 (highly committed level) in period 12. The main advantage of the

updating process is that it requires simple computations and can serve as

the basis for a dynamic resource allocation tool.

Moreover, the newly observed usage behavior can be used to update

the model forecasts and generate more accurate predictions of future cus-

tomer behavior. For instance, we can update using the period 13 usage

information, and re-estimate the renewal rate at the end of the same period

(i.e., the proportion of customers in state 1). Table 2.11 shows the improve-

ment in renewal forecasts, compared with those generated at the end of the

calibration sample (as shown in Section 2.4.4). Forecasts get more accurate

as more information is added.

In summary, we have shown how the model can be used as a dynamic

segmentation tool that enables us to detect potential churners as well as

13We determine each customer’s commitment level by selecting the state with the maxi-
mum probability.
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Renewal Rate % error
Calibration sample 81% −5.99
Calibration + period 12 usage 82% −5.12
Calibration + periods 12 and 13 usage 83% −3.89
Actual 86% –

Table 2.11: Renewal predictions with updated usage information

highly committed customers in every period. Once the model is calibrated,

it is simple to incorporate new information as more behavior is observed,

allowing the marketer to update the information about the customer base

without major computational effort.

External Validity

We have developed a joint model for usage and renewal behavior in con-

tractual settings. The model incorporates both behaviors for two reasons:

first, these are the two key drivers of customer profitability and, second,

this information is generally available in a company’s database. At the

heart of the model is a dynamic latent trait that can be interpreted as com-

mitment, engagement, satisfaction, etc. So far we have examined the pre-

dictive validity of the model. However little has been said about the un-

derlying process that drives both behaviors. While a comprehensive dis-

cussion of what the latent variable (as captured in a discretized form by the

states of the HMM) actually represents, we can provide some evidence that

is consistent with our contention that it capture the notion of commitment,

etc.

In addition to priority booking privileges, membership of the organi-

zation’s Friends scheme gives the option to attend special events such as

workshops, rehearsals, and educational events. Collecting information on
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the attendance of these events is not straightforward as they are organized

by the Friends office and the data are not generally linked to the box-office

data. We obtained information on event attendance for 2004 and extracted

the records for those members belonging to the cohort analyzed in this pa-

per. The rate of attendance of these events is very low compared to that

of the general performances; on average, a member attends to 0.41 special

events a year (0.10 per booking period), whereas the average attendance

rate for general performances is 3.8.

On average, we would expect the attendance of such events to reflect

a member’s “commitment”. Given that period 12 corresponds to the end

of year 2004, we select the model predictions about state membership in

period 12 (as shown in section 2.4.5) and compute the average attendance

rate to special events by the members of each group. With reference to Ta-

ble 2.12, we observe that the average number of special events attended is

higher for higher commitment states.14 This average can be decomposed

into i) the percentage of members attending at least one event, and ii) the

average number of events attended given attendance of at least one event.

We note that both of these quantities increase with higher commitment

states.

Average Attending Average given
State # customers # events any event attendance

1 54 0.13 9% 1.4
2 135 0.44 23% 1.9
3 547 0.77 24% 3.2
4 2 – – –

Table 2.12: Attendance of other events

14We do not consider the attendance rate for state 4 because the small size of the group.
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We recognize that this analysis has several limitations. First, we only

consider one year and one booking period rather than performing a longi-

tudinal analysis. If possible, one should get periodic information about at-

tendance to special events, and match this information with the state mem-

bership estimates provided by the model. Second, the attendance of these

events may not perfectly reflect commitment (or any other label we could

assign to the latent trait that drives behavior in a particular setting). Nev-

ertheless, we have shown that those customers identified by the model as

more committed members attend special events more often than those who

are assigned to lower states.

2.4.6 Generalizing the Model

There are certain aspects of this model that may appear to have been dic-

tated by the specific empirical setting under study. In this section we dis-

cuss the generalizability of the model, showing how it could be applied to

contractual settings with idiosyncratic differences in the usage process, and

also to situations where companies have access to other sources of informa-

tion such as customer demographics, marketing actions, etc.

Continuous usage process

There are situations where usage or consumption is not discrete. These

are cases in which usage refers to time (e.g., minutes used in wireless con-

tracts), expenditure (e.g., total amount spent), or other quantities (e.g., MB

downloaded in an internet data plan). The proposed model is easily ap-

plied in such settings, provided the distributional assumption of the usage

process (derived in section 2.2.2) is modified. Gamma, and log-normal dis-

tributions would be natural candidates to accommodate a continuous us-
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age process. We propose these distributions because: (1) they ensure that

consumption is never negative, (2) cross-sectional heterogeneity in aver-

age consumption can be easily accommodated by relating their parame-

ters with the individual-level specific parameter αi, and (3) their variance

would allow for variability across different observations of the same indi-

vidual. We would use the following usage likelihood function in place of

(2.4) or (2.6):

L
usage
i (θ, αi | S̃i = s̃i, data) =

Ti∏

t=1

f(yit|S̃i = s̃i, h(θ, αi)) (2.10)

where f(yit|S̃i = s̃i, h(θ, αi)) is the gamma or lognormal pdf and h(θ, αi) is

the function that maps the usage rate parameters (θ, αi) to the parameters

of the chosen distribution (i.e., the equivalent of (2.3) or (2.5)). Moreover, in

cases where we have individuals with zero-valued observations in several

periods, then a mixture model combined with the gamma or lognormal

distribution should be used to accommodate the non-positive observations

(Yoo 2004).

Usage and renewal decisions being simultaneous

There are some contractual settings in which usage and renewal are ob-

served together; or at least, this is the way companies store the data. For

instance, some telecommunication companies record customers consump-

tion at a monthly level and the contracts can be cancelled at the end of each

month. Our model can be used in these situations, the only difference being

that we observe usage and renewal decisions in all periods (i.e., n = 1).

At a conceptual level, our model collapses to traditional models of dis-

crete/continuous choice (e.g., Chintagunta 1993, Hanemann 1984, Krish-
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namurthi and Raj 1988) when n = 1; the two simultaneous decisions are

modeled by taking into account some unobserved variable/construct that

links both behaviors. Nevertheless, the way we approach the problem is

different. Rather than linking both behaviors through a utility maximiza-

tion framework and estimating the preference parameters that affect both

decisions, we make use of an stochastic latent variable that makes these

two decisions interdependent. The advantage of our method is twofold.

First, this approach gives flexibility to model certain types of behavior that

could not be accommodated with these existing methods. For example, if

the discrete variable equals one, these models require the continuous vari-

able to be greater than zero; our model allows for the possibility of zero

usage while under contract (i.e., the discrete variable equals one). Second,

we can easily incorporate dynamics in the underlying construct, allowing

us to make reliable predictions about future behavior; this is more challeng-

ing under the standard utility maximization framework.

Incorporating covariates into the model

Finally, we consider how other sources of information could be incorpo-

rated into the model. First we discuss the case of time-invariant covariates,

such as customer demographics, and then explore how time-varying co-

variates such as marketing activities or competitors actions could be incor-

porated.

In many situations the firm will have other reliable individual-level

data such as customer demographic information. This can be used to ex-

plain cross-sectional variation in mean usage levels. One way to include

this observed heterogeneity would be to relate the probability of usage

with the available covariates. For example, in the binomial specification,
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we stated in (2.5) that the probability of making a transaction is pit = θαi
k

for an individual in state k. A natural way to incorporate additional indi-

vidual information would be to specify:

pit = θ
αi exp(Xiβ)
k , (2.11)

where β is the sensitivity of the usage process with respect to individual

covariates, denoted by Xi. This information could be also used to explain

observed heterogeneity in the transition behavior as in Netzer et al. (2008),

who incorporate the effect of demographics in the transition probabilities.

Moreover, they also include the effect of time-varying covariates, such as

interactions between the firm and the customer to model transition behav-

ior. Using an ordered logit, they allow for a non-homogeneous transition

behavior that varies across individuals and time.15 Moreover, depending

on the nature of the time-varying covariates, it could be more appropriate

to include such information directly in the usage process. For instance, if

the firm carried out a promotional campaign (price reduction in tickets) at

time t, its direct effect on usage behavior could be analyized by incorporat-

ing this information as in equation 2.12: the probability of purchase would

be expressed as

pit = θ
αi exp(Xiβ+Zitγ)
k , (2.12)

where γ captures the direct effect of the marketing activity at time t (de-

noted by Zit) on usage probabilities.

In a similar manner, one could also include information on competitors’

actions (e.g., price reductions, new products introduction) when modeling

15As discussed earlier, we do not adopt this approach in the current work because cus-
tomer demographics were not available and the organization did not carry specific and
targeted marketing activities during the period under study.
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both transition and usage probabilities. This would measure the effect of

competitors’ activities on customers’ behavior of the focal firm; primarily

the effect of such strategies on churn behavior. This approach is particularly

interesting in highly competitive markets, such as telecommunications or

financial services, in which churn is generally observed because the cus-

tomer has switched to a direct competitor.

2.5 Discussion

We have proposed a dynamic latent trait model in which usage and re-

newal behavior are modeled simultaneously by assuming that both be-

haviors are driven by the same (individual-level) underlying process that

evolves over time. Dynamics in the underlying latent variable (which we

label “commitment”) are captured using a hidden Markov model.

With regards to predicting churn behavior, the proposed model out-

performs a set of benchmark models. It not only gives more accurate pre-

dictions in the short-term, but also forecasts churn further into the future.

Given the usage component of the model, it is especially valuable in those

contractual settings where future usage is not known in advance but is

of importance, either because it directly affects revenue (e.g., credit cards,

wireless contracts, arts organizations memberships), or because it affects

service quality, which in turn affects customer retention and usage (e.g.,

gym memberships, DVD rental services).

We have quantified the importance of including dynamics in the latent

variable and unobserved heterogeneity in usage behavior. We found that a

model not considering heterogeneity in usage behavior increases the fore-

cast error. Furthermore, we found that using a model that does not allow
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for dynamics in the latent variable yields a forecast error that is more than

twice that associated with the proposed model.

Besides its methodological contribution, the model also provides im-

portant managerial insights. First, the retention and usage forecasts are

vital inputs to any analysis of customer profitability. Second, the proposed

model provides information that can be used by the marketer to target re-

tention efforts individually and dynamically. Third, the model not only de-

tects at-risk customers (potential churners) but also identifies highly com-

mitted customers. Fourth, because heterogeneity in usage behavior is al-

lowed within each state, the model allows us to detect heavy users who

might be at risk, and also light-users whose underlying level of commit-

ment may be high. This information would be impossible to extract from

a segmentation scheme based entirely on observed transactional behavior.

Moreover, model-derived insights can be updated easily as more behav-

ior is observed, allowing the marketer to detect customers who recently

changed their commitment to the organization. Finally, the model has been

estimated using a freely available software, which facilitates its use by prac-

titioners.

We recognize that this analysis is not free of limitations. First, we have

not formally defined or measured the underlying construct that drives churn

and usage and which makes it possible to model both processes simultane-

ously (even though we have called it commitment). Although the attempt

of this work is to provide a methodological tool to predict churn and us-

age rather than identify such a construct, it would be very useful for the

marketer to identify this underlying trait and also investigate what makes

it change over time. To address this issue, customers’ attitudes could be

measured periodically and linked to the latent variable (using a factor-
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analytic measurement model). Incorporating this information might be

costly. However, we hope that this research opens new venues to under-

stand the dynamics between all customer’s behaviors. Second, for the sake

of model parsimony, we have proposed a homogeneous transition matrix.

As such predictions about future commitment states might be misleading

if the model is applied in a setting where there is a mix of “stable” and

“volatile” customers. Nevertheless, the accuracy of the model forecasts

provides support for our belief that the homogeneous HMM is appropri-

ate for the empirical setting considered in this paper. A natural extension

for the proposed method would be to incorporate unobserved individual

heterogeneity in the (hidden) transition matrix. Moreover, one could even

incorporate (when available) marketing actions carried out by the company

that may affect the latent variable. The model could also be extended to ac-

commodate seasonality in settings where such effects are present. Finally,

another extension of our model is to include revenue as variable of inter-

est. This could be done in two ways, either modeling revenue directly, as

we have modeled usage (e.g., using a lognormal or gamma distribution) or

modeling the link between usage and revenue.



Chapter 3

Modeling Tariff Choice and

Usage Behavior under Two-

and Three-part Tariffs

Usage Behavior under Two-
and Three-part Tariffs

3.1 Introduction

In the past decade, firms in various service sectors have complemented or

replaced their two-part tariffs with three-part tariffs: telecommunication

or internet service providers offer “free” minutes, “free” text messages, or

“free” (mega)bytes; utilities offer “free” gas, water, or electricity; and banks

offer “free” check-writing privileges and delivery of account statements.

Under a three-part tariff the customer buys the “free” units at the cost of the

access price and pays a marginal price for units of consumption in excess

of the allowance. Under a two-part tariff however, the customer is charged

a constant marginal price for every unit. Previous research has contributed

to understanding customer behavior on either two-part (Economides et al.

2007) or three-part tariffs (Iyengar et al. 2007, Lambrecht et al. 2007), but

has not examined the transition between the two tariff structures. As an

exception, Narayanan et al. (2007) analyze an experiment where a single

two-part tariff was added to an existing flat-rate tariff.

72
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What makes the transition from a two-part to a three-part tariff special?

As opposed to a two-part tariff, the three-part tariff introduces a new ele-

ment that may affect customer behavior, viz., the usage allowance or “free”

minutes. A firm that offers two-part tariffs has little information about how

customers would behave on a three-part tariff. However, failure to accu-

rately account for the effect of the different tariff structures on consumer

choice and usage may lead to inaccurate expectations of choice and usage,

suboptimal prices and foregone revenues for the firm. In this work, we ask

whether demand on a three-part tariff may be structurally different from

that on a two-part tariff, and the implications of such difference for the

firm’s actions.

We investigate empirically the choice and usage behavior for mobile

telephony services when customers transition between two- and three-part

tariffs. In our setting, three-part tariffs were introduced to differentiate the

offering from competitors’ and not as a recognition of limitations of two-

part tariffs in sorting customers (Wilson 1993, Jensen 2006). Thus, the in-

troduction of three-part tariffs was exogenous and close to a natural exper-

iment. A descriptive analysis indicates that customers on a three-part tariff

significantly “over-use” compared to their prior usage on a two-part tariff.

They attain a level of consumption that cannot be explained fully by a shift

in the budget constraint, or the inability to substitute calls across differ-

ent times of day when on a two-part tariff as calls are charged at different

marginal prices.

A possible explanation for this “over-usage” could be that the demand

function undergoes a shift as a result of being on a three-part tariff. Mar-

keting and economics research has found that perceived product attributes

affect utility (Ackerberg 2003), or that attributes of a price or a pricing plan
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may affect behavior beyond their cost implications (Gneezy and Rustichini

2000, Anderson and Simester 2003). In the context of nonlinear pricing,

such insights have been confined to customers’ choice decisions (Nunes

2000, DellaVigna and Malmendier 2006, Lambrecht and Skiera 2006). If

however, the “free” element of a tariff affects a customer’s utility, this change

to the utility may well be reflected not only in choice, but also in usage.

We estimate a structural econometric model of tariff choice and usage

that incorporates a shift in demand as a consequence of choosing a three-

part tariff. We allow customers on a three-part tariff to have beliefs over

this additional utility and to learn about it over time. Our empirical results

show that the proposed model reflects significantly better the actual usage

behavior relative to a model that only adjusts for a change in the budget

constraint: 88.2% of switchers have a greater satiation level on a three-part

than on a two-part tariff. For those switchers, the satiation level of demand

on a three-part tariff is on average 31.5% greater than on a two-part tariff.

We conclude that two-part tariff usage is not necessarily a good predictor

of usage under a three-part tariff, possibly because both types of tariffs are

perceived differently by customers.

Our results have important managerial implications for pricing and tar-

iff design, such as how to set optimal three-part tariff prices, how much a

firm should invest into learning about customers’ usage on a new tariff

structure, and whether the firm is charging the optimal amount for switch-

ing between tariffs. More broadly, our results point to a dual role of a non-

linear pricing plan. First, it determines the cost to the customer. Second,

a pricing plan may possibly provide an additional attribute to the service

that alters the perceived characteristics of the service and thus, affects the

consumer’s utility.
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The chapter is organized as follows. In the next section we present our

data. Then we analyze switching between two- and three-part tariffs and

show descriptively that observed usage under three-part tariffs is not con-

sistent with prior usage under two-part tariffs. Next we develop a struc-

tural model of tariff choice and usage that treats the “free” minutes as a

perceived attribute of the three-part tariff and allows consumers’ to learn

about the value of this new attribute. We then present the results of the es-

timation and the results of our policy simulations. We conclude in the final

section with a summary of our findings and identify directions for further

research.

3.2 Data set

Our empirical work is based on a random sample of 5831 individuals (i.e.

non-corporate) who were customers of a South Asian mobile telephony

provider in May 2006. On average, they had been customers of the firm for

23.5 months, with a standard deviation of 8.6 months. The data contains

information on the tariff chosen, and monthly usage and revenue. We also

have individual-level demographics (gender, and whether the person lives

in the major city of the country) and socio-demographics indicators at the

district level (literacy rate and labor force rate).

We observe customers for up to 12 months commencing May 2006. Dur-

ing the first three months of the data period, customers were offered a

choice of different two-part tariffs. In August 2006, the company added

3 three-part tariffs to their menu of prices to differentiate its offering from

those of its competitors. From that point, customers could switch to one of

the new three-part tariffs, stay in the tariff they were on, or switch to a dif-
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ferent two-part tariff. Thus, the introduction of three-part tariffs was close

to a natural experiment.

Pkg Access Fee Allowance Usg Price Aver.Usg Customers
# (MUs) (minutes) (MUs) (minutes) (in April‘07)

2 1 1 0 0.079 157.169 766
2 2 2 0 0.056 220.453 752
2 3 3 0 0.051 352.156 496
2 4 3 0 0.055 268.903 1603
2 5 3 0 0.057 171.569 421
2 6 3 0 0.060 170.423 21
2 7 5 0 0.037 441.342 624
2 8 5 0 0.044 518.336 613
2 9 5 0 0.050 346.628 109
3 1 10 200 0.050 324.968 321
3 2 20 500 0.050 730.385 47
3 3 30 900 0.050 1142.857 58

Table 3.1: Tariff Characteristics

Table 3.1 and Figure 3.1 summarize the tariffs’ characteristics. For each

two-part tariff, the provider charges 4 different per minute usage (or marginal)

prices that varied from MU 0.02 to MU 0.11 depending on the tariff, the

time of day and the call destination.1 We use the weighted average of us-

age prices per tariff as an aggregate measure of the usage price. Across

tariffs, the average prices vary from 0.037 to 0.079. Under a three-part tar-

iff the provider charges a single usage price for usage above the allowance

(p = 0.05). Access prices vary between MU 1 and MU 5 for the two-part

tariffs, and from MU 10 and MU 30 for the three-part tariffs.

Table 3.2 summarizes monthly usage and charges. Customers use, on

average, 297 minutes a month, with a standard deviation of 123 minutes.

On average, a customer has a monthly bill of MU 17.15. The coefficient

1MU refers to the currency used in the country, scaled by 100 units. We do not disclose
the name for reasons of data confidentiality.
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of variation of revenue is greater than that of usage, reflecting different

two-part tariff usage prices that result in a variation of the bill even for a

constant number of minutes.
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Figure 3.1: Graphical Summary of Tariffs

Consumers in this market had the choice of three mobile telephony ser-

vice providers. The two competitive firms offered two-part tariffs that were

similar in both structure and prices to the tariffs provided by the focal firm.

The rival firms did not offer any three-part tariffs during the period under

study. In May 2006, the focal firm had about 16% of the installed base of

customers, including both pre-and post paid. Substantial investments in

advertising and the launch of three-part tariffs increased the focal firm’s

share of the installed base to 22% by August 2007. Mobile phone service

penetration was about 35% of the population in May 2007.

At any time, customers were able to leave the provider or switch to an-

other tariff of the same provider.2 The provider charges MU 10 for switch-

ing to another tariff, a significant amount compared to average bill. Churn

2It is worth to mention that our customers are not enrolled in “long-term contracts” (as
it is common in other countries) in which subscribers have a lock-in period (e.g., 12 months,
18 months), time they are not allowed to change the provider, and generally they are not
allowed to switch tariffs. The customer in our setting can switch tariffs at any period.
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Mean Std.Dev. Min. Max. # Indiv.
Usage per customer (in minutes)

Average 297.48 292.37 5.18 2945.83 5831
Std.Dev. 122.91 125.32 4.17 1887.30 5831
Coeff. of var. 2.62 1.13 0.44 10.59 5831

Bill per customer (in MUs)

Average 17.14 12.68 1.39 183.31 5831
Std. Dev. 5.70 5.29 0.33 189.35 5831
Coeff. of var. 3.49 1.48 0.50 15.63 5831

Table 3.2: Descriptive Statistics for Monthly Usage and Bill

is not very prominent; only 213 customers (3.7%) left the firm. In total, 799

customers (13.7%) switched between tariffs, between 57 and 130 customers

per month. Of those, 442 (7.6%) switched to a three-part tariff, and 37 cus-

tomers switched back to a two-part tariff.

3.3 Descriptive Analysis of Switching and Usage

In this section we analyze customers’ behavior after the introduction of the

three-part tariffs. First we examine switching behavior to three-part tariff

plans, and then turn to analyze usage behavior for those customers who

switched to a three-part tariff.

Our first objective is to analyze whether a customer’s switch (or not) to

a three-part tariff could have been predicted from her previous observed

consumption (under two-part tariffs). In order to do this, we detect the

cases in which (based on economic principles), a consumer should switch

to a three-part tariff, and then contrast this information with what we ob-

serve in the data. Overall, we find a lack of switching in our sample; many

customers who would have benefit from switching to a three-part tariff,

did not switch.
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The second objective of this descriptive analysis is to examine the ef-

fect (if any) of tariff change on consumption. We analyze changes in usage

behavior for those customers who switched to a three-part tariff. Given

that for those switchers we observe consumption on a two-part tariff, and

then on a three-part tariff, we can test whether usage in the latter case

(on a three-part tariff) is consistent with previous consumption (on a two-

part tariff). We apply economic principles and utility theory and find that

consumers on a three-part tariff significantly “over-use” compared to their

prior usage on a two-part tariff.

3.3.1 Switching From Two- to Three-part Tariffs

Based on economic theory, a consumer should switch to a three-part tariff

if switching increases her surplus.3 Figure 3.2 illustrates all possibilities of

how consumers’ surplus changes depending on the tariff they choose.

The horizontal axis measures usage (in number of minutes) while bill

and utility are measured in the vertical axis. The utility associated with con-

sumption is represented with the thick line. (For illustration purposes we

have chosen a quadratic function.) Total bill under a two-part tariff is rep-

resented with a dotted line, and the bill incurred on a three-part tariff with

a continuous line. The vertical dotted line corresponds to the optimal usage

level under a two-part tariff; this corresponds to the level of consumption

at which the consumer gets the maximum surplus, and graphically corre-

sponds to the point at which the distance between the utility function and

a consumer’s bill is maximized. For this preliminary analysis of switching

behavior we abstract from switching costs and usage uncertainty.

We summarize all possibilities in nine categories, depending on whether

3By definition, customer surplus is the difference between the customer’s willingness-
to-pay and the price of the service.
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the bill and utility would increase/decrease/stay constant if a consumer

switches from a two- to a three-part tariff. The first row corresponds to sit-

uations in which a consumer’s bill would decrease if switching to a three-

part tariff. In case I (first column), the consumer’s optimal consumption is

greater under a three-part tariff, even at a low price. Case II corresponds to

the case in which consumption would not change if a consumer switches to

a three-part tariff, and case III corresponds to cases in which the consumer

would save money under a three-part tariff, but her level of consumption

would also be lower than under a two-part tariff. The second row includes

the cases where the bill stays constant after switching, and the last row

shows the cases when the bill increases under a three-part tariff. Among

all possibilities, a consumer benefits from switching if:

(a) For the same usage, a customer pays less on a three-part tariff than on

a two-part tariff (Figure 3.2, case II),

(b) For the same bill, a customer can use more on a three-part tariff than

on a two-part tariff (Figure 3.2, case IV),

(c) A customer can at the same time use more and pay less on a three-part

tariff (Figure 3.2, case I).

The customer should not switch if for a constant bill her optimal usage

would be lower (VI), for the same optimal usage her bill would increase

(VIII) or if her bill would increase at a lower optimal usage (IX). She is

indifferent if the same optimal usage entails the same bill (V). If under a

three-part tariff, both optimal usage and the bill would decrease (III) or

increase (VII), switching may or may not be beneficial, depending on the

curvature of the utility function.
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Now we want to allocate our customers into these categories to deter-

mine which individuals should or should not switch to a three-part tariff.

To approximate optimal usage and bill, we compute, for each consumer,

the interval [average +/− one standard deviation] for usage and bill based

on her two-part tariff usage in months 1 to 3. First, we compute the bill for

a consumer’s observed usage under the best available three-part tariff. If

the three-part tariff bill is below the lower bound of her two-part tariff bill,

her bill would decrease on a three-part tariff for the same or lower usage (I

and II). Second, we calculate maximum usage on a three-part tariff for the

same or lower bill. If this usage exceeds the upper bound of her two-part

tariff usage, the consumer can increase her usage on a three-part tariff at no

extra cost (I and IV). We proceed similarly for all other cases.

Table 3.3 summarizes predicted and actual switching. 58.3% of cus-

tomers would benefit from switching to a three-part tariff. For 19.5% we

cannot predict whether switching would be beneficial without estimating

a utility function. For 20.6% of customers we predict a three-part tariff us-

age in the interval of observed two-part tariff usage, so consumers should

be indifferent between the two- and a three-part tariff. Only 1.6% of the

customers fall into cases VI, VIII and IX.

Caase # of % of Should % of
Number customers sample switch? switchers

I (both) 1165 19.98% Yes 10.73%
II (less cost) 24 0.41% Yes 16.67%
IV (more usage) 2209 37.88% Yes 7.29%
III and VII 1137 19.50% Unknown 5.98%
V 1202 20.61% Indifferent 8.74%
VI, VIII and IX 94 1.61% No 0.00%

Table 3.3: Predicted and actual switching behavior
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We find evidence that customers are on average rational in their deci-

sion to switch: Customers who would be worse off, do not switch (cases VI,

VIII, IX) and customers benefiting from switching (cases I, II, III) are most

likely to switch. But on the flip-side we also conclude that 91.4% of cus-

tomers that would benefit from switching do not switch. Why would this

happen? It is unlikely that customers were simply unaware of the three-

part tariffs as these were heavily advertised by the provider. Nevertheless,

it is possible that the high switching fee deterred customers from switching

to a three-part tariff. In fact, if we account for the 10 MU switching fee,

only 7.0% of customers would have benefited from switching within the

first period after switching. The objective of our structural model in sec-

tion 3.4 and the policy simulations in section 3.6 is to provide more insights

on how the switching fee affects customer behavior and provider revenue.

3.3.2 Usage Under Three-part Tariffs

We analyze usage on the three-part tariffs for customers who switched

to a three-part tariff (463 customers). As a first exploration we compute

the individual percentage change in usage before and after switching. We

find that on average, switchers increase their consumption by 41% more

than non-switchers (those who stayed on a two-part tariff). Moreover,

we find that 73.2% of the switchers generally exceed the respective tariff’s

allowance. As a consequence, it seems that three-part tariff users “over-

consume” as compared with their behavior on two-part tariffs. One might

expect changes in usage behavior due to the differences in the cost structure

(the prices on a three-part tariff are different than the prices on a two-part

tariff). However, the increment we observe seems to go beyond what a

change in the pricing scheme would predict. To illustrate this, we show
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analytically and empirically what usage levels one should expect under

a three-part tariff, and then contrast these results with the observed us-

age from switchers. We show how the usage pattern observed from our

switchers is difficult to reconcile with the previously observed usage on a

two-part tariff.

We separately analyze two cases, depending on whether the per-minute

price in the three-part tariff (p3pt) is greater or lower than the two-part tariff

price (p3pt). Case 1 (accounting for 22.4% of the sub-sample), where the

usage price under the two-part tariff is below or equal to the usage price

of the three-part tariff, and case 2 (77.6% of the sub-sample), where usage

price under the two-part tariff is greater than the usage price under the

three-part tariff.

Case 1: p2pt ≤ p3pt. Let us assume a concave, increasing utility function

for consumption of minutes. The optimal usage under a two-part tariff

would be the point at which marginal utility of an extra minute equals its

marginal price, thus (U ′(q∗2pt) = p2pt > 0). Moreover, because the utility

function is assumed to be concave, then U ′′(q∗2pt) < 0.

We first consider case 1a, where the optimal usage on the two-part tariff

is below the allowance of the three-part tariff that the consumer switches

to, q∗2pt < q̃3pt. As illustrated in Panel 1a in Figure 3.3, a switcher may gain

surplus by increasing her usage as long as she stays in the flat region of

the three-part tariff. For usage on a three-part tariff to be greater than the

allowance, marginal utility at optimal usage must be equal to the usage

price of the three-part tariff, U ′(q∗3pt) = p3pt. By definition, the usage price

on the three-part tariff is greater than the usage price of the two-part tariff,

p2pt ≤ p3pt, and marginal utility is decreasing. Given that optimal usage on
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the two-part tariff is below the allowance, optimal usage under the three-part

tariff must be below or equal to the tariff’s allowance, q∗3pt ≤ q̃3pt. A formal proof

of this result is provided in Appendix A3.

Let us consider case 1b, where the optimal usage on the two-part tariff

is greater than or equal to the allowance of the three-part tariff, q∗2pt ≥ q̃3pt.

As the usage price on the three-part tariff exceeds the usage price on the

two-part tariff, p2pt ≤ p3pt, and marginal utility is decreasing with respect

to quantity, U ′′(q) < 0, then we obtain that the optimal usage on the three-part

tariff must be lower or equal to the optimal usage on the two-part tariff, hence

q∗3pt ≤ q∗2pt (See panel 1b in Figure 3.3). A formal proof of this result is

provided in Appendix A3.

# of minutes

Bill

Utility

# of minutes

Utility

Bill

Case 1a:
*

2 3pt PTq q  Case 1b:
*

2 3pt PTq q!  

Figure 3.3: Optimal usage on two- and three-part tariffs - Case1

We determine whether the usage behavior from switchers in these two

cases follows the prediction. We use average usage as a proxy for optimal

usage. We first select switchers for whom p2pt ≤ p3pt and whose average

usage on a two-part tariff is below the three-part tariff’s allowance, that is

q̄2pt < q̃3pt (case 1a). We observe that 58.1% of these customers have an

average usage on a three-part tariff that is greater than the allowance, on

average, by 41.2%. This contrasts with our analytical finding that optimal
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usage on the three-part tariff must be below the tariff’s usage allowance,

q∗3pt ≤ q̃3pt.

We turn to analyze switchers whose average usage on a two-part tariff

is above the three-part tariff’s allowance, q̄2pt > q̃3pt (case 1b). For 53.9% of

these switchers average usage on the three-part tariff exceeds their average

usage on the two-part tariff. Across individuals, usage increases by 31.0%

on average. This contrasts with our analytical finding that optimal usage

on the three-part tariff must be below or equal to the optimal usage on the

two-part tariff, q∗3pt ≤ q∗2pt.

While unexpected usage shocks can shift usage above the predicted

optimal level, this cannot explain our findings in cases 1a and 1b. Unex-

pected usage shocks shift observed usage up and down, so approximately

the same number of observations should lie below the theoretically optimal

usage as lie above.4 We turn to analyze case 2.

Case 2: p2pt > p3pt . When two-part tariff per-minute price is greater the

three-part tariff, it cannot be shown analytically what usage under three-

part tariff must be. Nevertheless, in order to investigate whether the ob-

served usage behavior under three-part tariff is consistent with predictions

under a stable utility function, we can look at the actual parameters of

the utility function. We define d as the consumer’s saturation level of us-

age, i.e., the amount that would be consumed if the usage price was zero.

We first consider case 2a where the saturation level is below the usage al-

lowance, d ≤ q̃3pt, (Panel 2a in Figure 3.4). The consumer would never

use more than the saturation level, so usage on the three-part tariff must be

4More precisely, fewer observations should be shifted above than below the optimal us-
age. If positive usage shocks shift usage above the allowance, this effect will partly be mit-
igated by the negative effect of the usage price which will, for an interval of usage shocks,
lead to a usage exactly equal to the allowance.
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below the tariff’s allowance, q∗3pt ≤ q̃3pt. In case 2b, the saturation level is

greater than the allowance, d > q̃3pt. Optimal usage may then lie above the

tariff’s usage allowance if the marginal utility at the allowance is greater

than the per minute price for the three-part tariff, U ′(q̃3pt) > p3pt.

# of minutes

Bill

Utility

# of minutes

Bill

Case 2a: 3PTd q  Case 2b: 3PTd q!  

d d

Utility

Figure 3.4: Optimal usage on two- and three-part tariffs - Case2

To determine whether a consumer conforms to case 2a or 2b and whether

her behavior is consistent with our predictions, we carry out a simple de-

mand estimation (ignoring the tariff choice decision).5 We select consumers

for which the usage price on the two-part tariff is greater than the usage

price on the three-part tariff, p2pt > p3pt (cases 2a and 2b) and who switch

to the most popular three-part tariff with a usage allowance of 200 minutes.

This gives us a total of 258 consumers.

Assuming a quadratic utility function, we estimate the linear demand

function (Iyengar et al. 2007a, Lambrecht et al. 2007, Xiao et al. 2007) based

on the three months of observed usage before the introduction of three-

part tariffs (774 observations). The panel structure of our data allows us to

estimate the saturation level, d, at the individual level. We hold the price

5In our empirical analysis (Section 3.4) we formally propose a joint model of usage and
tariff choice. Since the purpose of this section is just to present a descriptive analysis, a basic
demand model of usage behavior is enough.
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coefficient, b, constant across consumers. We estimate a Tobit model for

demand on a two-part tariff,

qijt = di − bpj

where qijt is the number of minutes that individual i consumes in tariff j

at time t. The parameter di is the satiation level (or demand intercept) of

consumer i, b is the price coefficient and pj is the usage price of tariff j.

The usage prices of the two-part tariffs in this sample range from MU 0.051

to 0.079. We use hierarchical Bayes methods to estimate demand, and as-

sume that di follows a lognormal distribution with parameters µ and σ. We

choose diffuse hyperpriors for b, µ, and σ. We burn-in 10,000 iterations and

use the next 20,000 to sample from the posterior distributions of the pa-

rameters of interest. We obtain an average satiation level, d, of 212.9 and a

demand slope, b, of 160.8. Using the draws from the posterior distribution

of the parameters, we predict optimal three-part tariff usage and compare

it with actual behavior under the three-part tariff contracts. Since the satia-

tion parameter di is estimated at the individual level, we can easily classify

consumers into cases 2a and 2b, as reported in Table 3.4.

The saturation level, di, is on average 212.9, and we estimate a demand

slope, b, of 1.608. Based on the individual-specific estimates of the satura-

tion level, di, we identify 61.7% as belonging to case 2a and 38.3% to case

2b. In case 2a where the saturation level is below the three-part tariff’s al-

lowance, optimal three-part tariff usage should not exceed the allowance.

We observe, however, that 67.1% of customers in case 2a exceed their al-

lowance in more than half of the periods. Moreover, 95.6% exceed their

predicted optimal usage, on average by 138%.
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For customers in case 2b, we predict optimal usage of 348.7 minutes

on average, which corresponds to exceeding the allowance by 74%. These

customers’ actual usage, however, exceeds their allowance by 53% on av-

erage.6 Table 3.4 summarizes our predictions and observed usage. It illus-

trates that in all four cases, most of the customers deviate from predicted

behavior.

Case Predicted Observed
1a p2pt ≤ p3pt q∗3pt ≤ q̃3pt 58.1% with q3pt > q̃3pt

q∗2pt ≤ q̃3pt 141.2% of q̃3pt

1b p2pt ≤ p3pt q∗3pt ≤ q∗2pt 53.9% with q3pt > q2pt

q∗2pt > q̃3pt 131.0% of q∗2pt

2a p2pt > p3pt q∗3pt ≤ q̃3pt 67.1% with q3pt > q̃3pt

d ≤ q̃3pt 95.6% with q3pt > q∗3pt

2b p2pt > p3pt q∗3pt > q̃3pt 67.7% exceed predicted usage
d > q̃3pt 153.0% of predicted usage

Table 3.4: Predicted versus observed usage on a three-part tariff

Thus, the change in the budget constraint by itself cannot fully explain

the higher usage on three-part tariffs. Also, unexpected usage shocks can-

not explain these results. Such shocks should shift usage up and down,

so approximately as many observations should lie below the theoretically

optimal usage as lie above. What could then explain these observed usage

patterns under the three-part tariff that are much higher than that predicted

by only changing the budget constraint?

6Further we test how sensitive these findings are with respect to the estimates obtained
for di and b. These findings are very robust. Details about the sensitivity analysis is shown
in Appendix A4.
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One possible explanation is that customers make different types of calls,

say, high and low valuation calls. Under a two part tariff, different prices

are charged at different times of the day (peak and off peak rates). When

peak rates are in operation, it is possible that only the high valuation calls

(e.g. business calls), but not low-valuation calls, e.g. (leisure or personal

calls) are made. During off-peak hours, when the lower marginal price ap-

plies, the lower valuation calls may be obsolete and thus not made. How-

ever, usage under a three-part tariff may be greater than under two-part tar-

iffs because the same marginal price applies throughout the day. Our previ-

ous analysis did not account for the possibility of inter-temporal call substi-

tution (under the two-part tariff) because we relied on aggregate monthly

usage at the customer level and on average usage prices.

We do not have access to data on usage by call type or records of in-

dividual calls. Yet, we can reasonably test for this possible explanation by

assuming that under the two-part tariff, all calls made were of high valua-

tion and during peak hours and no low valuation calls were made at any

time because those calls were obsolete when the off-peak (lower marginal)

prices became effective. However, under the three-part tariff, she may find

it profitable to make both types of calls because the marginal price is lower

than the peak rate under the two-part tariff. As shown in Table 3.5, our re-

sults still hold when we set the usage price to the two-part tariff peak-rate.

Given that prices for peak hour calls under the two-part tariff are high,

there are no observations in cases 1a and 1b. In case 2a, where p2pt > p3pt

and consumers’ satiation level under two-part tariff is below the allowance,

we find that 63.1% of switchers exceed their three-part tariff allowance in

more than half of the observations. Moreover, 94.6% of consumers in this

situation exceed their predicted usage by, on average 141.1%. Lastly, we
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also find that consumers whose satiation level is greater than the allowance

(Case 2b) “over-use” once they switch to a three-part tariff; 65.2% of the

consumers in this case exceed their predicted consumption, on average by

54.6%. In summary, even when considering only high marginal prices in

the two-part tariffs, we still find that three-part tariff consumption exceeds

what a change in the budget constraint would predict. Hence, an explana-

tion based on inter-temporal call substitution cannot fully justify the high

three-part tariff usage.

It is also possible that during peak hours, customers substitute mobile

calls for fixed line calls on a three-part tariff, but not under the two-part

tariff for the same reasons related to different marginal prices given previ-

ously. This may again increase three-part tariff usage above what would

be predicted based on an average two-part tariff usage price. However we

do not have data on usage of fixed-line calls but the same analysis would

apply as in the case of inter-temporal call substitution. Table 3.5 shows that

even accounting for high marginal prices, the over-usage observed in the

data cannot be explained.

Case Predicted usage Observed usage
1a p2pt ≤ p3pt q∗3pt ≤ q̃3pt No observations

q∗2pt ≤ q̃3pt

1b p2pt ≤ p3pt q∗3pt ≤ q∗3pt No observations
q∗2pt > q̃3pt

2a p2pt > p3pt q∗3pt ≤ q̃3pt 63.1% with q3pt > q̃3pt

d ≤ q̃3pt 94.6% with q3pt > q∗3pt

2b p2pt > p3pt q∗3pt > q̃3pt 65.2% exceed predicted usage
d > q̃3pt 154.6% of predicted usage

Table 3.5: Predicted versus observed usage on a three-part tariff; peak-hour
usage price
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Marketing activities aimed at switching customers to three-part tariffs

and simultaneously increasing usage on these tariffs could explain high

three-part tariff usage. Such activities could include advertising or the in-

troduction of new handsets that facilitate calling if those were limited to

three-part tariff users. However, we know from the provider that such mar-

keting actions were not part of its strategy.

A different possible explanation is that the inclusive, or “free”, min-

utes of a three-part tariff introduce an additional attribute that is valued

by the consumer and affects her usage beyond the change in the budget

constraint. Assuming consumer preferences as given and defined over at-

tributes but allowing for consumer response to different product attributes

has a rich tradition in both economics and marketing (Lancaster 1966). Pre-

viously, marketing research has shown that attributes of a price or a pricing

plan may affect behavior beyond their cost implications (Gneezy and Rus-

tichini 2000, Anderson and Simester 2003). Behavioral and neuroscience

research supports that the “free” element of the tariff may invoke a positive

affective response as a customer is free of the disutility or pain of paying

while consuming and of worries of monitoring her bill (Prelec and Loewen-

stein 1998, Knutson et al. 2007, Shampanier et al. 2007). Such an affective

response may change the perceived attributes of a service and increase the

intrinsic valuation of the good (Shampanier et al. 2007).

In the context of nonlinear pricing, such insights have been confined to a

customer’s choice decision (Nunes 2000, DellaVigna and Malmendier 2006,

Lambrecht and Skiera 2006). However, the effect of a different attribute

of a pricing plan may go beyond what can be measured by an additive

“choice shock.” Fully accounting for an additional attribute of a pricing

plan in the utility function would affect choice and likewise be reflected in
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the demand function, changing usage. While we are not able to measure a

causal effect of perceived benefits or factors such as greater enjoyment on

usage, such an explanation would be consistent with our findings: usage

under a three-part tariff is greater than would be predicted based on prior

two-part tariff usage and the three-part tariff cost function. Also, it is not

unusual that perceptions or perceived attributes affect utility. In a different

context, Ackerberg 2003, allows for “prestige” and “informative” effects

of advertising to change utility for consumer goods. To provide further

support for such a formulation, we estimate a flexible demand specification

for usage on two- and three-part tariffs. We allow the individual satiation

parameter to change after switching to a three-part tariff and find that the

three-part tariff satiation level exceeds the two-part tariff satiation by 26.1%

(263 vs. 332 minutes).

Overall, the descriptive analysis of customer behavior, first under two-

part tariffs and then under two- and three-part tariffs, shows interesting re-

sults that cannot be fully explained by the change in the budget constraint

or substitution over time or call types. It lends support to the finding that

on a three-part tariff customer demand changes, possibly because they de-

rive additional utility from the perceived attribute of the three-part tariff

beyond that obtained by changing the budget constraint.

To explore this issue further, we develop a structural model of tariff

choice and usage behavior. We estimate the parameters of the utility func-

tion based on both the observed choice and usage decisions, accounting for

consumer heterogeneity, uncertainty about future usage at the time of tariff

choice, as well as the hypothesized additional utility of the three-part tariff.

This will then allow us to derive implications for how the provider should

set prices and allowances of three-part tariff, as well as the switching fee.
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3.4 Model Development and Estimation

3.4.1 Model Set-up

Each month, a consumer chooses one tariff among the set of available tar-

iffs, or decides to leave the provider. Her tariff choice is a discrete choice

that reflects her expected usage. Conditional on having chosen a tariff, the

consumer determines her usage for that month. Our modeling approach

reflects the two-staged mixture of discrete and continuous choices (Hane-

mann 1984, Dubin and McFadden 1984, Hausman 1993).

Consistent with observed behavior, we specify the utility function to al-

low for a new attribute of the three-part tariff compared to two-part tariffs.

As noted previously, such a specification is consistent with the behavioral

explanation that consumers may derive a greater utility from usage if the

tariff provided “free” minutes. In her initial choice of a three-part tariff, the

consumer is unaware of the value this attribute has for her. After first us-

ing the three-part tariff, she experiences the consumption of “free” minutes

and forms a belief about the new attribute of the three-part tariff. The belief

enters the next period’s tariff choice. Thus, a consumer who continues on

a three-part tariff learns about the value of having a usage allowance, i.e.

“free” minutes, over time (Erdem and Keane 1996, Narayanan et al. 2007,

Iyengar et al. 2007).

We hypothesize that a consumer who leaves the provider would switch

to a competitor, rather than completely disconnecting mobile phone service

because of the country’s increasing cell phone penetration and the fact that

consumers have been using the focal firm’s mobile phone service for an

average 23 months. The competitors’ tariff offerings did not change dur-

ing the analysis period. Explicitly accounting for the competitors’ offering
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in the estimation would therefore not differ greatly from normalizing the

price of the outside option to one, which we do for simplicity.

Consumers can switch between tariffs or churn at any time. If a con-

sumer switches during the course of a billing period, access prices and al-

lowances are applied to the total bill pro rata temporis. The data indicates

that consumers do not engage in short-term strategic switching, possibly

due to the high switching fee. We do not have call-level information and

are unable to model usage patterns during the course of a billing period.

The consumer may either choose her tariff simply based on her ex-

pected utility for the immediately following usage period or trade off current-

period switching cost against future utility gains. As the provider charges

a significant amount for switching, it is possible that a consumer weighs

this cost against all future utility gains. A forward-looking model of con-

sumer choice would reflect such behavior (Ackerberg 2003). However, the

focal mobile phone provider is located in an emerging market where con-

sumers are often cash flow constrained and cannot easily trade off current

against future expenditures (D’Andrea et al. 2004). A consumer would then

only switch if current period gains would compensate current period cost,

as reflected in a model of myopic behavior. More generally, there is ev-

idence that consumers’ choices often do not reflect future gains and that

consumers often forego significant long-term savings. For example, a quar-

ter of US households pay rates more than 1% above the currently prevailing

mortgage (Campbell 2006). Thus, we develop a model of choice and usage

for myopic consumers.
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Utility Function

The consumer has a choice among a set of J tariffs. Each tariff j is de-

fined by a monthly access price, denoted by Fj , an allowance measured in

minutes of usage, q̃j , and a marginal price, pj , charged for each additional

minute that exceeds the tariff’s monthly allowance. Within a provider’s

portfolio, a higher access price is associated with a higher usage allowance,

so that Fj < Fk if q̃j < q̃k. A two-part tariff is similar to a three-part tariff,

but its allowance, q̃j , is by definition set to zero. For each two-part tariff, a

higher access price is associated with a lower usage price so that pj > pk if

Fj < Fk.

In line with other work on nonlinear pricing (Iyengar et al. 2007, Lam-

brecht et al. 2007, Xiao et al. 2007), we choose a quadratic utility function.

A quadratic utility function allows for satiation which reflects the behav-

ior in our data where we observe consumers using less than the maximum

possible amount of usage at a usage price of zero (i.e. the allowance of in-

cluded minutes). In addition, wealth effects on demand, which we cannot

estimate due to lack of income information in the data set, drop out of the

choice probabilities.

We assume that consumer i at time t chooses the optimal tariff j and

consumption levels for minutes of calls, q∗ijt, and the outside good, q∗i0t, to

maximize her utility subject to the budget constraint. Utility on tariff j is

represented by the quadratic utility function

Uijt(qijt, qi0t) = ci


1

b


dijt qijt −

(
q2
ijt + d2

ijt

)

2


 + qi0t


 + ςijt, (3.1)

with b, ci, dijt > 0. The term ci represents the marginal utility of income and

dijt is the satiation level, i.e. the baseline demand at a zero usage price. The
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parameter b is the demand slope, and thus measures the sensitivity to the

usage price. The term ςijt captures observable and unobservable character-

istics that affect tariff choice but not consumption. The consumer’s budget

constraint is given by

yit = qi0t + Fj + (qijt − q̃j)Iqijt≥q̃j
pj , (3.2)

where the price of the outside good has been normalized to one. For three-

part tariffs, the price per minute, pj , is strictly positive only for q∗ijt > q̃j ,

instances that we capture with the indicator variable Iq∗ijt≥q̃j
set to one if

q∗ijt ≥ q̃j and zero otherwise. For two-part tariffs, q̃j is by definition set to

zero, hence I∗qijt≥q̃j
is set to one.

The consumer’s optimal demand for usage under a two-part tariff is

q∗ijt =





0 if dijt ≤ bpj

dijt − bpj if dijt > bpj

(3.3)

and under a three-part tariff is

q∗ijt =





dijt if dijt < q̃j

q̃j if dijt − bpj ≤ q̃j ≤ dijt

dijt − bpj if dijt − bpj > q̃j .

(3.4)

The first part of equation 3.4 accounts for the case in which usage is be-

low the allowance so pj equals zero while the third part determines us-

age when consumption exceeds the allowance and a strictly positive usage

price applies. The second part accounts for situations where the optimal

usage would exceed the allowance of q̃j at a marginal price of zero, but

falls short of the allowance at the positive marginal price. The incremental
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value of usage beyond the allowance is not justified by the additional usage

charges that accrue abruptly, hence, q∗ijt must be equal to q̃j .

Substituting the consumer’s optimal demand for the outside good and

usage into the utility function yields the conditional indirect utility function

under a two-part tariff of

Vijt(yit, pj , Fj) =





ci [yit − Fj ] + ςijt if q∗ijt = 0

ci

[
yit − Fj −

(
dijt − bpj

2

)
pj

]
+ ςijt if q∗ijt > 0

(3.5)

and under a three-part tariff of

Vijt(yit, pj , Fj) =





ci [yit − Fj ] + ςijt if q∗ijt ≤ q̃j

ci

[
yit − Fj + pj q̃j −

(
dijt − bpj

2

)
pj

]
+ ςijt if q∗ijt > q̃j .

(3.6)

We decompose ςijt into three observed tariff preference shifters, the cost of

switching to another tariff of the same provider, the cost of switching to the

outside option and the preference for choosing a three-part as opposed to

a two-part tariff

ςijt = ρ1SCT × IT
j + ρ2I

P
j + λiI

3pt
j + εijt. (3.7)

The term SCT reflects the fee the provider charges for switching to one of

its own tariffs, and ρ1 reflects the sensitivity to this switching cost. IT
j is

an indicator that is one for switching to another tariff of the same provider.

Switching tariffs is easy and can be done by calling into the firm’s cus-

tomer service center, visiting one of the firm’s retail outlets or through an

authorized agent. IP
j is an indicator that is set to one for switching to an-

other provider, ρ2 captures non-monetary costs of switching to a provider
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other than the focal firm. The indicator I3pt
j is one if the chosen tariff is a

three-part tariff, thus λi captures a preference for three-part tariffs that is

reflected in choice but not in demand. We assume λi to be normally dis-

tributed across the population with mean and variance (µλ, σ2
λ). The term

εijt is an unobserved preference shifter that the consumer knows at the time

of tariff choice. It is assumed to follow a type 1 extreme value distribution.

Lastly we specify the factors that determine the satiation level dijt. Our

challenge is to model increased usage on a three- versus a two-part tariff

beyond what is due to the change in the budget constraint. We capture

this change in consumption through δij , an individual-level parameter that

reflects the additional value for consuming “free” minutes on a three-part

tariff. This parameter enters the demand intercept, dijt, so we are able to

explain “over-usage” at any level of optimal usage. δij is set to zero if j

corresponds to a two-part tariff. For each individual i, we assume that δij

takes the same value for any three-part tariff, thus to simplify the notation,

we drop the index j and refer to δi. Across the population, δi is assumed to

be normally distributed with mean and variance (µδ, σ
2
δ ).

An individual-specific parameter ηi captures differences among con-

sumers’ demand and tariff choices that are constant over time and known

to the consumer but unknown to the econometrician. It is assumed to be

normally distributed with mean and variance (µη, σ
2
η).

We allow for uncertainty over usage at the time of tariff choice (e.g.,

Narayanan et al. 2007, Lambrecht et al. 2007). The usage shock φit reflects

random usage variation. We assume that φit is distributed gamma with

equal shape and scale parameter r, with expected value 1, and variance 1/r.

At tariff choice, the consumer knows this shock only in distribution. Fol-

lowing the tariff choice but prior to making her usage decision, she learns
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about her usage shock. The usage shock is unobserved by the econometri-

cian throughout. In line with our data, we assume a multiplicative usage

shock.7 As unobserved tariff-specific preferences drive tariff choice, but

do not affect the distribution of demand. The two sets of unobservables,

εijt and φit, are assumed to be independent. Correlation could arise from

user- and plan-specific advertising or consumer-specific promotions of the

three-part tariffs. We know from the provider that such campaigns were

not a part of its marketing strategy.

To ensure a positive demand intercept we specify dit in exponential

form

dit = φite
z′ita+ηi+δi , (3.8)

where the vector z′it denotes consumer characteristics and time trends that

affect demand. Note that even though the variance of the usage shock is

homogeneous across consumers, the effect of the shock on usage is hetero-

geneous because of its multiplicative interaction with the consumer’s mean

usage, ez′ita+ηi+δi . Since the gamma distribution takes positive values only,

the demand intercept is strictly positive.

Demand Uncertainty and Tariff Choice

A consumer chooses the tariff that yields the highest expected indirect util-

ity. To compute the expected value of each tariff, the consumer takes ex-

pectations over the unknown quantities. We assume that a consumer is an

experienced user of a two-part tariff and knows her usage preferences on

a two-part tariff as well as the distribution of the usage shock, φit,8 but is

7We observe empirically that individual-level variation is highly correlated with indi-
vidual average consumption (corr= 0.77 p-value< 0.0001). In other words, heavy users
have a higher variance of usage than light users.

8Iyengar et al. (2007) find that consumers learn about their usage uncertainty within nine
months. Our customers have been under a two-part tariff for, on average, 24 months.
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uncertain about its exact realization. A consumer who has not yet switched

to a three-part tariff does not know the additional value from consuming

at zero marginal price. She becomes aware of δi only after switching to a

three-part tariff, and when experiencing the allowance of the three-part tar-

iff. At the end of the first usage period on the three-part tariff she observes

a realization of φite
δi but cannot separate the effect of her uncertain usage

shock, φit, and of the tariff’s new attribute, captured by δi. The term φite
δi

is distributed gamma with shape parameter r, which is known to the con-

sumer, and scale parameter βi =
r

eδi
.9 Thus, in her next tariff choice, the

consumer is uncertain about both φit and eδi , and in her expected indirect

utility of a three-part tariff takes expectations over φite
δi ∼ gamma(r, βi).

In section 3.4.2 we discuss in more detail consumers’ belief formation and

learning process about βi.

We take expectations of equation (3.5) with respect to the distribution

of φit and obtain the expected indirect utility of a two-part tariff

E[Vijt] = P(q∗ijt = 0)E[U∗
ijt|q∗ijt = 0] + P(q∗ijt > 0)E[U∗

ijt|q∗ijt > 0]

= P(q∗ijt = 0j)ci(yit − Fj) + P(q∗ijt > 0)

× ci

[
yit − Fj +

1
2
bp2

j − E
(
φite

z′ita+ηi |q∗ijt > 0
)

pj

]
+ ςijt. (3.9)

The probability of zero usage is the cumulative distribution function

(CDF) of a gamma distribution with parameters (r, r) evaluated at
bpj

ez′ita+ηi
:10

9Let be X ∼ gamma(a, b) with a, b, > 0. Let us denote the probability density function

(PDF) as g(x|a, b) =
ba xa−1 e−bx

Γ(a)
. For any k > 0 we obtain that kX ∼ gamma(a, b/k).

10To simplify notation, hereafter we denote G(x|a, b) as the CDF of gamma distribution
of shape parameter a and scale parameter and b, evaluated at x. Similarly, g(x|a, b) denotes
the probability density function (PDF).
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- P(q∗ijt = 0) = P
(

φit ≤ bpj

ez′ita+ηi

)

= G
(

bpj

ez′ita+ηi
|r, r

)
. (3.10)

Since φit | φit >
bpj

ez′ita+ηi
follows a truncated gamma distribution, the ex-

pected value of the demand intercept on a two-part tariff, φite
z′ita+ηi , con-

ditional on usage greater than zero is

E
(
φite

z′ita+ηi |q∗ijt > 0
)

= ez′ita+ηiE
(

φit|φit >
bpj

ez′ita+ηi

)

= ez′ita+ηi

1−G
(

bpj

ez′ita+ηi
|r + 1, r

)

1−G
(

bpj

ez′ita+ηi
|r, r

) (3.11)

Substituting equations (3.10) to (3.11) into (3.9), we obtain the expected in-

direct utility of a two-part tariff

E[Vijt] = G
(

bpj

ez′ita+ηi
|r, r

)
ci(yit − Fj)

+
(

1−G
(

bpj

ez′ita+ηi
|r, r

))

× ci

[
yit − Fj +

1
2
bp2

j − ez′ita+ηi

1−G
(

bpj

ez′ita+ηi
|r + 1, r

)

1−G
(

bpj

ez′ita+ηi
|r, r

) pj


 + ςijt. (3.12)

To obtain the expected indirect utility of a three-part tariff we take ex-

pectations of equation (3.6) with respect to the distribution of φite
δi
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-E[Vijt] = P(q∗ijt ≤ q̃j) E[U∗
ijt|q∗ijt ≤ q̃j ] + P(q∗ijt > q̃j)E[U∗

ijt|q∗ijt > q̃j ]

= P(q∗ijt ≤ q̃j)ci(yit − Fj) + P(q∗ijt > q̃j)

× ci

[
yit − Fj + pj q̃j +

1
2
bp2

j − E
(
φite

z′ita+ηi+δi |q∗ijt > q̃j

)
pj

]

+ ςijt. (3.13)

If the consumer’s ex-post usage falls short of q̃j , she only pays the access

price, Fj , and no usage charges. If her usage exceeds q̃j , she incurs addi-

tional charges of pj for each minute of usage.

The probability that a consumer’s three-part tariff usage falls below the

allowance is the CDF of a gamma distribution of parameters (r, βi) evalu-

ated at
q̃j + bpj

ez′ita+ηi
:

P(q∗ijt ≤ q̃j) = P
(

φite
δi ≤ q̃j + bpj

ez′ita+ηi

)

= G
(

q̃j + bpj

ez′ita+ηi

∣∣∣∣ r, βi

)
. (3.14)

As the term φite
δi | φite

δi >
q̃j + bpj

ez′ita+ηi
follows a truncated gamma distribu-

tion with parameters (r, βi), we can express the expected indirect utility of

a three-part tariff as

E[Vijt] = G
(

q̃j + bpj

ez′ita+ηi

∣∣∣∣ r, βi

)
ci(yit − Fj)

+
(

1−G
(

q̃j + bpj

ez′ita+ηi

∣∣∣∣ r, βi

))

× ci

[
yit − Fj + pj q̃j +

1
2
bp2

j − ez′ita+ηi

× r

βi

1−G
(

q̃j + bpj

ez′ita+ηi

∣∣∣∣ r + 1, βi

)

1−G
(

q̃j + bpj

ez′ita+ηi

∣∣∣∣ r, βi

) pj


 + ςijt. (3.15)
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For a consumer who has not yet switched to a three-part tariff and whose

choice is not yet affected by δi the expected indirect utility simplifies to

E[Vijt] = G
(

q̃j + bpj

ez′ita+ηi

∣∣∣∣ r, r

)
ci(yit − Fj)

+
(

1−G
(

q̃j + bpj

ez′ita+ηi

∣∣∣∣ r, r

))

× ci

[
yit − Fj + pj q̃j +

1
2
bp2

j − ez′ita+ηi

×
1−G

(
q̃j + bpj

ez′ita+ηi

∣∣∣∣ r + 1, r

)

1−G
(

q̃j + bpj

ez′ita+ηi

∣∣∣∣ r, r

) pj


 + ςijt. (3.16)

If a consumer decides to leave the provider, her indirect utility is:

E[Vi0t] = ciyit + ςi0t. (3.17)

Summarizing, a consumer evaluates the expected indirect utility de-

rived from each of the options available and chooses the one that provides

her with the highest expected indirect utility. When evaluating a two-part

tariff as in (3.12), a consumer knows her preferences as well as the distri-

bution of the shocks that affect future demand, but not the exact quantity

of consumption next period. When a consumer initially chooses a three-

part tariff the same considerations affect her choice. When re-evaluating a

three-part tariff in the next period, the unknown usage quantity is φite
δi .

The consumer is not only uncertain about her usage shock but also about

her own preferences for the new attribute of inclusive minutes, and there-

fore has greater difficulty predicting her consumption. As consumers be-

come more experienced three-part tariff users, they learn about this new

dimension which reduces their uncertainty about their consumption on a

three-part tariff.
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3.4.2 Learning

We assume a Bayesian learning process (Erdem and Keane 1996, Iyengar et

al. 2007) in which a consumer i learns about her true valuation of the new

attribute, δi. A consumer knows that the unknown usage quantity on a

three-part tariff, φite
δi , is distributed gamma with parameters (r, βi) where

βi =
r

eδi
. The consumer knows the shape parameter r, as it is directly

related with the variance of the usage shock φit. As a consequence, learning

about δi translates into finding the true value of the scale parameter βi.

After first switching to a three-part tariff, the consumer forms a belief about

the unknown value of βi. We denote the time-varying individual beliefs by

β̃it. She updates this belief at the end of each period by observing her own

usage behavior on a three-part tariff, for example by monitoring her bill.

In our setting, consumers learn about their own taste for a particular

good or attribute, i.e. for the allowance of the three-part tariff, rather than

about the objective quality of a new product or service, an approach similar

to Narayanan et al. (2007) and Iyengar et al. (2007). Consumers cannot

learn from external factors such as advertising or recommendation systems,

rather, their behavior is a signal of their own preferences.

In contrast to most existing learning models that assume normally dis-

tributed beliefs, we assume beliefs to be gamma distributed. This is a less

restrictive specification as the gamma distribution allows for non-symmetry

in the distribution of the unknown usage quantity. In addition, in our mul-

tiplicative setting, normally distributed beliefs would not be easily tractable

as they would not have conjugate posteriors, given that the noise that af-

fects the learning process (usage shock) is not normally, but gamma dis-

tributed.
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We could alternatively assume a lognormal usage shock and specify

normally distributed beliefs, assuming that consumers observe their de-

mand in the log-space (see Narayanan et al. (2007) for an application in the

context of two-part tariffs). However, the non-linear cost structure of the

three-part tariffs makes this option very hard to handle econometrically.

Another advantage of the gamma specification is that it allows consumers

to learn at different rates without the need to estimate individual level-

parameters of initial beliefs, as in Narayanan and Manchanda (2009). As

we show in equation (3.22), the consumer-specific variance of the belief

in the gamma specification, and thus the individual speed of learning, de-

pends on the consumer’s signal. This allows consumers to learn at different

rates while leading to a reasonably parsimonious model. More generally,

whereas most models of consumer learning reflect learning about an addi-

tive shock or shift, we suggest an approach that allows consumers to learn

about a multiplicative shock.

We lay out in detail the consumer’s learning process. Following the

consumer’s switch to a three-part tariff, she forms an initial belief of the

distribution of βi such that

β̃i0 ∼ gamma(α0, β0). (3.18)

The consumer knows the tariffs’ characteristics (pj , q̃j), her preferences

a and ηi that affect her demand intercept, and her demand slope, b. At the

end of the first period on a three-part tariff, τ1, she observes her consump-

tion q∗ijτ1 and receives the signal siτ1
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siτ1 =





q∗ijτ1
e
z′iτ1a+ηi

if q∗ijτ1 ≤ q̃j

q∗ijτ1 + bpj

e
z′iτ1a+ηi

if q∗ijτ1 > q̃j

(3.19)

which she knows is distributed gamma, with known shape parameter r

and scale parameter βi.11 She combines that signal with her prior belief

and thus updates the belief about the scale parameter βi in the following

form:

β̃i1 ∼ gamma (α0 + r, β0 + siτ1) . (3.20)

Appendix A5 shows the derivations of the expression of the posterior

distribution of β̃i1.

The updated belief of β̃i1 enters the next period’s tariff choice. After

each subsequent usage experience on a three-part tariff, she then updates

her belief about βi. More generally, a consumer who has spent n periods

on a three-part tariff has the following belief about the scale parameter

β̃iτn ∼ gamma

(
α0 + nr, β0 +

n∑

t=1

siτt

)
, (3.21)

where τn is the time (calendar time) at which the consumer has been on

a three-part tariff for the nth time period. The mean and variance of this

belief are

11If a consumer’s usage is either zero or exactly equal to the allowance, q̃j , there is not
a one-to-one relationship between the shock and realized usage so the consumer cannot
infer the signal sit. We have no observations of zero usage under three-part tariffs. In 11
instances, we observe usage exactly equal to the allowance, resulting in the many-to-one
mapping between φit and q∗ijt. We assume that consumers do not update their beliefs in
such cases.
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- E(β̃iτn) =
α0 + nr

β0 +
n∑

t=1
siτt

V ar(β̃iτn) =
α0 + nr(

β0 +
n∑

t=1
siτt

)2 (3.22)

We assume that consumers are unaware of the new attribute of three-

part tariffs before experiencing it, hence we set α0 = rβ0. This leads to an

expected value of the initial belief of r, consistent with the behavioral as-

sumptions under two-part tariffs. The variance of the initial belief is there-

fore
r

β0
.12

3.4.3 Estimation

We now derive the expression of the likelihood function. For every con-

sumer i and time t we observe usage, qijt, and tariff choice, kit, which

are outcomes of the consumer and time-specific covariates, zit, the tariff-

specific characteristics, Xj = {pj , Fj , q̃j} , the set of population parameters,

α = {µη, ση, b, r, µδ, σδ, µλ, σλ, ρ1, ρ2, a}, the set of time-invariant individ-

ual specific parameters, $i = {ηi, δi, λi} , and the individual specific time-

variant beliefs β̃it. We first derive the likelihood of usage behavior condi-

tional on tariff choice, and then integrate both processes to compute the

joint likelihood function.

Likelihood of usage

For a consumer on a two-part tariff, the probability of observing a par-

ticular usage level, given the tariff choice, is

12Notice that regardless of the value of the parameters (α0, β0), the expected value of the
belief converges to the true value and the variance goes to zero as the consumer gets more
experience on a three-part tariff (see Appendix A6 for a formal proof).



3.4. MODEL DEVELOPMENT AND ESTIMATION 109

- f(qit|kit, α,$i, zit, Xj) = P (q∗ijt = qijt|kit = j, α, $i, zit, Xj)

= P (q∗ijt = 0)I{qit=0}

+ P (q∗ijt = ϕite
z′ita+ηi − bpj)I{qit>0}

= G
(

bpj

ez′ita+ηi

∣∣∣∣ r, r

)

+ Jitg
(

bpj

ez′ita+ηi

∣∣∣∣ r, r

)
I{qit>q̃j}, (3.23)

where the first term corresponds to the probability of observing zero us-

age, expressed as the CDF of a gamma distribution with shape and scale

parameter r, evaluated at
bpj

ez′ita+ηi
. The term I{A} is the indicator function

that takes value 1 if statement A is true, zero otherwise. The second term is

divided into two parts, the Jacobian of the transformation from qijt to φijt,

Jit =
1

ez′ita+ηi
, and the PDF of φijt, which is distributed gamma(r, r).

For a consumer who has chosen a three-part tariff, the probability of

observing a particular usage level is

f(qit|kit, α, $i, zit, Xj) = P (q∗ijt = qijt|kit = j, α, $i, zit, Xj)

= P (q∗ijt = φite
z′itai+ηi+δi)I{qit<q̃j}

+ P (q∗ijt = q̃j)I{qit=q̃j}

+ P (q∗ijt = φite
z′itai+ηi+δi − bpj)I{qit>q̃j}

= Jit g
(

qj

ez′itai+ηi+δi

∣∣∣∣ r, r

)
I{qit<q̃j}

+
{

G
(

q̃j + bpj

ez′itai+ηi+δi

∣∣∣∣ r, r

)

−G
(

q̃j

ez′itai+ηi

∣∣∣∣ r, r

)}
I{qit=q̃j}

+ Jitg
(

qj + bpj

ez′itai+ηi+δi

∣∣∣∣ r, r

)
I{qit>q̃j}, (3.24)
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where Jit =
1

ez′ita+ηi+δi
is the Jacobian of the transformation from qijt to φit

for demand on three-part tariffs.

The first term corresponds to observations in which usage is below the

allowance. The second term evaluates the probability of consuming exactly

the allowance. And the last term shows the probability density of observa-

tions greater than the allowance.

Likelihood of tariff choice

The tariff-specific shock is assumed to follow a type I extreme value

distribution. Therefore, the probability of observing consumers choosing a

particular tariff j is given by

f(kit|α, $i, β̃it , zit, Xj) = P (kit = j|α,$i, β̃it , zit, Xj)

=
J∏

j=0

eṼijt

J∑
g=0

eṼigt

, (3.25)

where Ṽigt denotes the expected indirect utility of each tariff j, as we de-

rived in equations (3.12), (3.15), and (3.17).

We obtain the joint likelihood function by integrating the consumer’s

choice and usage decisions:

L =
I∏

i=1

Ti∏

t=1

[f(qit|kit, α, $i, zit, Xj)f(kit|α, $i, β̃it , zit, Xj)] (3.26)

where the first and second terms are given in (3.24) and (3.25), respectively.

We estimate the likelihood function in a Hierarchical Bayes framework.

We use the Gibbs sampler to obtain draws of the conditional posterior dis-

tribution. Given the nonlinearities of our likelihood function and the com-

plexity of the hierarchy in the parameters, most conditional distributions
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do not have conjugate posteriors. We use the Metropolis-Hasting algorithm

(Chib and Greenberg 1995) to draw from these conditional posterior distri-

butions. We use a data augmentation approach to include the unobserved

individual-level parameters as well as the time-variant beliefs. We burn-in

10,000 iterations and estimate the model parameters using the following

5,000 iterations (see Appendix A7 for details).

3.4.4 Identification

Variation in usage prices both within and across customers, and systematic

differences in usage and tariff behavior help us identify our demand model.

The price coefficient, b, is identified from the different usage prices across

tariffs and consumers. We benefit from the large variation in usage prices

across consumers in our data, ranging from MU 0 to MU 0.079. In ad-

dition, we also observe variation in usage price within consumers; when

a consumer switches between tariffs (13% of our sample does), she faces

different marginal prices and varies her usage accordingly. Moreover, con-

sumers on a three-part tariff face different usage price depending on their

level of usage, this gives more variation to estimate the price coefficient b.

We identify unobserved individual-level heterogeneity, ηi, from differ-

ences in usage across consumers. The parameters in ã are identified from

the systematic differences in usage across different types of consumers with

different demographics. For switchers to a three-part tariff, we identify δi

from the differences in usage levels on two-part versus three-part tariffs.

Both tariff choice and usage allow us to identify the parameter r, that drives

usage uncertainty.

The parameter β0, which reflects the variability of the initial belief, is

identified from variability in choice behavior from customers who have
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switched to the three-part tariff. We identify this learning parameter from

cross-sectional variation (11% of the switchers switched back to a two-part

tariff or upgraded/downdraged to another three-part tariff) and from indi-

vidual variation, reflected in the time that the customer stayed on a three-

part tariff before “correcting” her choice.

Churn is not prominent, so we are unable to identify the marginal utility

of income, c, which we set to 1, similar to Narayanan et al. (2007).

For identification purposes, we have assumed that the three-part tariff

parameters (δi for preference of “free”minutes, and λi for tariff preference)

are independent. Given that we can only estimate δi from customers on

a three-part tariff, the percentage of switchers in our sample makes it dif-

ficult to estimate a covariance between these parameters. Nevertheless,

if covariance was present in our data, the individual-level parameters ob-

tained in the estimation would capture this correlation because we identify

these individual-level parameters from different behaviors (δi from usage

variation from two- vs three-part tariffs, and λi from tariff choice behavior).

As we show in the following section, we find that these two parameters, δi

and λi are in turn not correlated.

3.5 Results

3.5.1 Model Results

Table 3.6 summarizes the results of three models. In Model 1 the same pa-

rameter set governs behavior on a two-part and a three-part tariff. This

model does not recognize that consumers might perceive the “free” at-

tribute of the minutes under allowance and therefore assumes that the de-

mand intercept is the same for two- and three-part tariffs. Model 2, in con-
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trast, treats the usage allowance as an additional attribute of a three-part

tariff through the parameter δi but assumes that, after switching to a three-

part tariff, consumers immediately acquire full knowledge about its value.

In other words, once a consumer has switched to a three-part tariff, she

experiences the consumption of “free” minutes and learns about her own

preference in just one period. She takes into account this new attribute

preference in her future tariff choices. Model 3 incorporates the individual-

level learning about δi.

We first turn to the results of model 1. The mean of the individual-

level demand parameter, ηi, is 5.504. The demographic demand shifters

point to lower usage by women. The estimates for district-level effects of

literacy and employment are insignificant, probably due to little variation

in the data. Usage is lower in the capital district. It increases during the

holiday seasons. We find that usage uncertainty affects usage and tariff

choice. A value of the usage shock that is equal to its standard deviation

shifts the average two-part tariff usage by 47.0%. In sum, the parameters

of the demand intercept translate to a satiation level of 280 minutes for

customers on a two-part tariff and to 388 minutes for customers on a three-

part tariff.
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We compare actual and predicted usage in period 12. On average, model

1 predicts 269 minutes for two-part tariff customers and 380 minutes for

three-part tariff customers, which compares to an observed average usage

of 297 and 455 minutes.

Additional factors affect tariff choice. The switching fee that the provider

charges decreases the probability of switching. The estimate of −1.253 in-

dicates that, on average, the switching fee has an important effect on tariff

choice, but customers face little switching costs beyond the pecuniary fee.

The results also show high non-pecuniary costs of leaving the provider,

which is in line with the low churn rate in our data and the constraints the

market imposes on signing up with a new provider (credit check, deposit,

etc.). We find strong unobserved heterogeneity in the estimate for a three-

part tariff choice shock capturing that many customers did not switch to

the three-part tariffs.

In model 2, the parameter, δi, accounts for differential choice and us-

age behavior under three-part tariffs, but assumes the consumer has full

knowledge of the value of δi. The individual-level utility difference with

a mean of 0.238 and a standard deviation of 0.338 is positive for 88.2% of

three-part tariff users. On average, the satiation level of demand of two-

part tariff customers is 281 minutes. The satiation level of three-part tariff

customers is 445 minutes, 22.5% greater than if those customers were on a

two-part tariff. The remaining estimates of model 2 are similar to model 1.

Model 2 predicts about the same average two-part tariff usage as model 1

(in this case 269 minutes) but a significantly higher three-part tariff usage

of 436 minutes.
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Model 3 allows customers to learn about the individual-level utility dif-

ference. The parameter δi has a mean of 0.233 and a standard deviation of

0.329. It is positive for 87.8% of three-part tariff users. The satiation level

of two-part tariff customers is 282 minutes. For three-part tariff customers,

we estimate a satiation level of 473 minutes. This includes a valuation of

the attribute of the three-part tariff which increased the satiation level by

29.6%. This model predicts an average usage of 269 minutes for two-part

tariff and 463 minutes for three-part tariff customers.

Model 3 estimates the additional parameter β0. The variance of con-

sumers’ initial belief,
r

β0
, reflects the extent of consumers’ over- or under-

estimation of the value of δi. In the first usage period, every consumer’s

initial belief comes from the same distribution, hence β0 is identical across

the population. Subsequently, the consumer receives signals of her true

value of δi, which affect her beliefs β̃it. For the sample of 124 consumers

who used a three-part tariff for at least six periods we compute the abso-

lute deviation between the true value of
r

eδi
and the belief, β̃it. In period

one, the deviation is 46.4% and reduces to 28.4% in period 6, indicating that

consumers learn about the value of δi. Figure 3.5 illustrates this learning

process for a consumer with an average value of δi. It graphically shows

how the distribution of the beliefs (f(φite
δ̃it)) get closer to its actual distribu-

tion (dotted line) as the consumer experiences a three-part tariff for more

periods.

Estimation of the learning process results in a slightly lower variance of

the usage shock,
1
r

. Variation in usage across time that was previously at-

tributed to the uncertain usage shock is now partly captured by consumers’

learning about δi and the ratio
r

βit
.
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Figure 3.5: Evolution of the learning process

The lower standard deviation of the usage shock affects the demand

slope, b. The consumer’s indirect utility on a three-part tariff is defined as

E[Vijt] = P(q∗ijt ≤ q̃j)E[U∗
ijt|q∗ijt ≤ q̃j ] + P(q∗ijt > q̃j)E[U∗

ijt|q∗ijt > q̃j ]. (3.27)

If the consumer’s expected usage is greater than the allowance, a lower

standard deviation of the shock decreases the probability of usage below

the allowance, P(q∗ijt ≤ q̃j). As the demand slope, b, enters the expected

indirect utility if optimal usage is above the allowance, E[U∗|q∗ijt > q̃j ], but

not if optimal usage is below the allowance, E[U∗|q∗ijt ≤ q̃j ], the demand

slope, b, has a greater weight in the consumer’s decision. This results in a

greater demand slope in model 3.

Alternatively, it a consumer’s expected usage is below the allowance,

a lower standard deviation of the usage shock decreases the probability of

using more than the allowance, P(q∗ijt ≤ q̃j), so the demand slope enters

with less weight. In our data, 72.6% of three-part tariff observations have

a usage level beyond the allowance so in the aggregate the demand slope

increases.
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We analyze whether models 2 and 3 reflect usage and tariff choice within

our sample better than model 1 (Table 3.7). We find that accounting for δi

in model 2 reduces the Mean Squared Error (MSE) for usage, conditional

on observed tariff choice, by 1.2% for the full set of two-part and three-

part tariff observations and by 27.4% for the sub-sample of observations

on a three-part tariff. Model 3 that accounts for learning about the value

of δi reduces the MSE for all observations by 3.2% and for three-part tar-

iff observations by 60.5%, a substantial improvement relative to both other

specifications. We find a similar pattern when evaluating usage based on

the Mean Absolute Percentage Error (MAPE). In both cases, model 3 clearly

dominates models 1 and 2.

Model 1 Model 2 % diff. Model 3 % diff.
MSE

Full sample 56305.19 55447.13 −1.52 54506.79 −3.19
Two-part 50470.52 50260.42 −0.42 50089.34 −0.76

Three-part 67140.75 48751.44 −27.39 26542.92 −60.47
MAPE

Full sample 75.18 74.69 −0.64 73.69 −1.98
Two-part 73.28 72.43 −1.17 71.99 −1.77

Three-part 47.16 50.00 6.02 39.58 −16.07
Hit rate (%) 0.98 0.98 0.98

Table 3.7: Models comparison: Fit measures

Next, we evaluate tariff choice by computing the hit rate, the percent-

age of correctly predicted choices. All three models predict choice well, but

model 3 has a slightly higher hit rate. Overall we find that explicitly ac-

counting for the value of the inclusive minutes in the utility function and

allowing for learning over it significantly better explains choice and usage

than alternative models.
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Using Model 3 individual-level estimates for the preference for the new

attribute (δi) and the three-part tariff preference (λi), we find that the ad-

ditional demand on a three-part tariff has a very low correlation (insignifi-

cant) with the customer’s preference for a three-part tariff (correlation−0.064,

p-value 0.177, see Figure 3.6). 13

−0.6 −0.4 −0.2 0 0.2 0.4 0.6 0.8 1
−10

−5

0

5

10

15

20

δ
i

λ i

Figure 3.6: Scatter plot of the individual level estimates for δi and λi

3.5.2 Consumer Sensitivity to Prices and Allowances

We evaluate the sensitivity of consumers’ behavior with respect to tariff at-

tributes. We compute the elasticity of choice and usage to changes in prices

and allowances based on estimates of model 3 (see Table 3.8). The two-part

tariff’s choice elasticity with respect to changes in the access price is−2.718.

The three-part tariff elasticity of−13.275 compares to previously estimated

three-part tariff elasticities of up to −10.150 (Lambrecht et al. 2007). This

reflects that the elasticity increases in the access price which on the three-

part tariffs is on average 4.3 times as large as on the focal firm’s two-part

tariffs. In our sample, consumers on two-part tariffs appear to be partic-

13Using Model 2 estimates, we obtain a correlation of −0.003, with p-value= 0.949.
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ularly sensitive to changes in usage prices as we find a choice elasticity of

−13.709. This unusually high value is a result of the tariff structure that

offers many close substitutes. Three-part tariff choice is less elastic to the

usage price (−4.888) and has a similar elasticity to changes in the usage

allowance (4.252).

We turn to the effect on usage. Similar to previous results (Park, Wetzel

and Mitchell 1983), two-part tariff usage is relatively inelastic to changes

in the usage price (−0.089). Usage is even less elastic on three-part tariffs

(−0.026) as not every consumer uses more than the usage allowance. The

elasticity of usage with respect to the allowance is 0.834. In sum, we find

that the pricing structure of both the two-part and the three-part tariff is

more important in determining choice than usage conditional on choice.

Elasticity of: With respect to: All tariffs 2-part 3-part
Tariff choice Access price −3.502 −2.718 −13.275
Tariff choice Usage price −13.054 −13.709 −4.88
Tariff choice Allowance 4.252
Usage Usage price −0.089 −0.094 −0.026
Usage Allowance 0.834

Table 3.8: Summary of elasticities – Model 3

3.6 Policy Simulations

Our structural approach allows to obtain behavioral predictions that are

invariant to the effects of policy changes (Chintagunta et al. 2006). In this

section we use our model results to make predictions under several cir-

cumstances and show how our findings could provide tangible value to

the marketer.
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3.6.1 Revenue implications

We have shown that a model accounting for an additional preference for

“free” minutes explains the behavior of our customers in a more accurate

way. Moreover, this model also allows us to explore the impact of the pref-

erence for this additional attribute on firm’s revenues. In order to do so,

we select the switchers in our sample, and simulate their behavior under

different scenarios, depending on the values of the preference for the free

minutes. We vary the values of delta within the interval of the observed

mean +/− one standard deviation. We find that for values of delta between

0.02 and 0.45, the revenue attained from switchers increases from 1.4% up

to 38.5%. (Figure 3.7). For the estimated mean value of delta of 0.237, the

expected revenue is 19.4% higher than if consumers did not value the at-

tribute of inclusive minutes.
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Figure 3.7: Effect of preference δi on provider revenue and consumer sur-
plus

To measure the effect for the revenue for our focal firm, we compare

the provider’s expected revenue accounting for the actual individual-level

estimates of δi (model 3) to the revenue the company would expect if con-
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sumers did not have an additional valuation for inclusive minutes (model

1). Our results show that revenue increases by 12.4%, which implies that

consumers’ perception of the attribute as an additional value has a consid-

erable impact on provider revenue.

3.6.2 Encouraging Switching to Three-part tariffs

Having shown that the positive perception of “free” minutes results in

more revenues for the focal firm, an obvious question to ask is, could the

company encourage consumers to switch to a three-part tariff, and there-

fore benefit from the positive impact of this additional attribute? Our model

identifies two factors that prevent switching to three-part tariffs. First, cus-

tomers incur a high switching cost when switching to a different tariff. Our

estimates show that consumers have a negative valuation for the switching

fee (ρ1 = −1.203) which translates into a tariff elasticity of −12.03. And

second, the individual-level preference for three-part tariffs is found to be

negative on average (µλ = −3.559), while this perception is very heteroge-

neous across the population (σλ = 6.252). This negative perception might

seem surprising because it is not in line with the flat-rate bias documented

in previous literature (Nunes 2000, Lambrecht and Skiera 2006). However,

in the case under study, given that consumers weren’t exposed to this pric-

ing scheme before, this can be a consequence of confusion about the new

tariff and also reluctance to new attributes. As a consequence, the company

could encourage switching by altering these two factors; it can reduce the

switching cost by just changing the amount of the switching fee, and also

improve customer perception of three-part tariffs through marketing ac-

tions such as detailed advertising, targeted text messages etc.

We use our model estimates to simulate consumers’ behavior under dif-
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ferent conditions. We select those consumers who haven’t switched to a

three-part tariff, and predict their behavior while varying their preference

for three-part tariff (λi) and the switching fee (SCT ). We vary the value of

λi within the range of +/− its standard deviation, and we reduce by 10%,

20%, etc. up to free switching fee. We compute the total revenue under

the different scenarios and find that the company can increase its revenue

notably by jointly affecting both factors.

Figure 3.8a shows the percentage increase/decrease in revenue by chang-

ing these two variables. We find that a switching fee of 2.5–3 MUs (as

supposed as the current price which is 10 MUs) looks optimal, provided

the consumers’ three-part tariff perception is also affected. Another insight

from this analysis is that reducing the switching fee without altering the

perception of the three-part tariffs doesn’t seem to be an optimal strategy;

we observe that this action could lead to loss of revenue (up to −5%, as

shown in the bottom left part of Figure 3.8a).
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Figure 3.8: Effect of switching behavior on firm’s revenue and consumer
surplus

The intuition behind this result is the following. By reducing the switching

fee, direct revenues from switchers decrease. Moreover, given that many
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consumers are still reluctant to choose a three-part tariff (because of their

low λi) the lost revenue is not compensated with higher revenues com-

ing from switchers behavior under three-part tariff. Thus, the company

should invest in altering consumers’ perception of the new pricing scheme

while making switching more accessible. Regarding consumer welfare, en-

couraging switching would also increase consumer surplus (Figure 3.8b).

Firstly, reducing the switching fee has a (direct) positive effect on surplus,

and secondly, making three-part tariffs more attractive also increases sur-

plus by allocating consumers in tariffs where they can extract more value

due to the allowance. For example, for the values of SCT and λi that pro-

vide an increment in revenue of 12.9%, the consumer surplus would in-

crease by 1.12%.

3.6.3 Optimal Tariffs

We use our model estimates to find the set of three-part tariffs the firm

should offer to maximize its revenues. To do so, we create a synthetic cus-

tomer base with the same characteristics as the population considered in

this study, and simulate the expected total revenue under different possi-

bilities of three-part tariffs menus. The set of two-part tariffs remain un-

changed.

Finding the optimal set of three-part tariffs is not a straightforward ex-

ercise because it requires two levels of maximization. At the highest level,

when choosing tariff characteristics, we need to optimize total revenue,

which in turn depends on another maximization problem occurring at the

consumer level, when choosing the tariff that offers her the maximum ex-

pected utility. Thus, we face a bilevel programming problem (Vicente and

Calamai 1994, Shimizu, Ishizuka and Bard 1997). To solve the maximiza-
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tion we adopt a grid search approach in which we evaluate total revenues

under an ample number of tariff sets, and narrow down the size of the

space considered until we find an optimal combination of tariffs character-

istics.

To make this analysis feasible, we need to impose some restrictions in

the space considered. First, we fix the number of three-part tariffs to three,

and set the marginal price (pj) for all tariffs at 0.05. Second, we restrict the

fixed fee Fj to be multiples of 0.5MUs; smaller fractions would not only

increase the computation time exponentially but also create confusion in

consumers’ mind. And third, we only consider allowances q̃j multiple of 25

minutes, for the same reason. We simplify the evaluation of all possibilities

by imposing that for any par of three-tariffs considered, j and k, q̃j < q̃j if

and only if Fj < Fj .

We use the parameter estimates obtained in Model 3, and find that the

optimal set of tariffs the focal firm should offer is, in most cases, cheaper

than the ones they actually launched. We also find that they should offer

lower allowances (Table 3.9). This set of tariff characteristics would lead

to an increase in revenue of 1.3% (from 16.378 to 16.615 MUs). Moreover,

under this optimal allocation, the firm would also reduce the churn rate

from 0.9% to 0.5%.

Current Optimal Optimal
(Model 3) (Model 1)

Fee [10,20,30] [10,17,24.5] [12.5,21.5,36.75]
Allowance [200,500,900] [150,400,1000] [125,400,1600]
Revenue 16.378 16.615 16.234
Churn Rate 0.9% 0.5% 0.5%

Table 3.9: Current and Optimal tariffs

Using the same procedure, we compute the optimal set of three-part
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tariffs ignoring the effect of the “free” minutes, i.e., using Model 1 esti-

mates. We find that under such circumstances, the set of tariffs providing

the highest revenue for the firm are notably more expensive than the tariffs

the company actually launched, hence also more expensive than those ob-

tain by using Model 3. Given that we have shown the superiority of model

3 over model 1 in terms of accuracy of the predictions, these findings rein-

force our content that ignoring consumers’ specific preference for minutes

under allowance would lead the company to make sub-optimal decisions.

3.7 Discussion

In many industries, providers introduce three-part tariffs to complement or

replace existing two-part tariffs. Firms that introduce three-part tariffs typ-

ically rely on data from prior two-part tariff usage. We ask whether three-

part tariff usage can easily be predicted based on observed two-part tariff

usage, or whether the “free” minutes of a three-part tariff are perceived as a

new attribute that is valued by consumers and may affect choice and usage

behavior differently from a two-part tariff.

Descriptive analyses point to “over-usage” by consumers who switch

to a three-part tariff compared to their prior two-part tariff consumption.

This level of consumption is greater than what a simple shift in the budget

constraint would predict, and cannot be explained by substitution between

different types of calls, or between fixed and mobile services.

We propose that the new attribute of the three-part tariff, the usage al-

lowance, affects choice and usage behavior leading to different usage pat-

terns on a three-part tariff compared to a two-part tariff. After switching to

the three-part tariff, a consumer experiments with the new tariff and learns
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about the value of this additional attribute (“free” consumption). We de-

velop an econometric model of choice and usage behavior that introduces

an additional attribute for a three-part tariff and allows consumers to learn

about their preferences over time.

Our estimation results confirm a significantly greater level of usage on

the three-part than on the two-part tariffs. 88.2% of consumers have a

greater satiation level on a three-part tariff, on average 31.5% above the

satiation level of the two-part tariff. Overall, allowing for the additional

dimension significantly better reflects actual usage behavior. This effect is

consistent with behavioral research that postulates that consumers attach a

special value to “free” products, such as the “free” minutes of a three-part

tariff.

The results have important managerial implications for pricing and tar-

iff design, such as how to set optimal three-part tariff prices, how much

a firm should invest into learning about consumers’ usage on a new tariff

structure, and whether the firm is charging the optimal amount for switch-

ing between tariffs. More broadly, our results point to a dual role of a non-

linear pricing plan. We have analyzed the case of a particular setting, the

telecommunications industry, yet we observe the introduction of three-part

tariffs in many other industries. Utilities (electricity and gas), banking ser-

vices, leisure centers may serve as examples. We hope this study helps to

better understand consumers’ behavior in such settings.

This study is not free of limitations. From a methodological perspec-

tive, there are several aspects of the model that might be constraining our

results, and could be extended in further research. First, we have assumed

a myopic model of consumer choice behavior. Our model does not rec-

ognize that consumers might consider the impact of their current tariff
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choice on the stream of utilities derived from future periods. Modeling

a forward-looking model of consumer choice behavior presents big chal-

lenges in terms of identification of the discount factor and preference pa-

rameters. Unless estimates of the discount factor are available (from con-

trolled experiments for example), strong assumptions are needed to iden-

tify such models, which leads to a weaknesses of this approach (Chinta-

gunta et al. 2006). Second, we have not model a structural correlation be-

tween the two sets of three-part tariff preferences: the preference for con-

sumption of “free” minutes and the idiosyncratic preference for a three-

part tariff. As discussed in our model section, this correlation could be ac-

counted in other circumstances, giving a more flexible model for individual

preferences.

Finally, we trust this study opens new venues of research on the areas

of non-linear pricing, inter-temporal consumer choice models and learning

under uncertainty.



Chapter 4

Modeling Customers’ Behavior

in Prepaid Settings
in Prepaid Settings

4.1 Introduction

Consumers across the world rely heavily on mobile devices. By March

2009, there were 4.1 billion mobile-phone subscribers, more than three times

the number of fixed telephone line subscriptions. Penetration was at 12

percent in 2000 and surpassed 50 percent by the end of 2008.1 In other

words, half of world’s population owns a mobile phone (or cellphone as

it is commonly referred in North America). When we look at the mobile

phone industry, we observe two forms of “contracts” in the market place;

consumers can choose between prepaid (also know Pay-As-You-Go, PAYG)

and postpaid plans. The latter case has been studied in the previous chapter,

when we modeled subscribers’ behavior under postpaid plans. In postpaid

contracts consumers are billed at the end of each month, and this bill de-

pends on the amount of minutes they have consumed during that period.

At any point in time, if the consumer decides to leave the provider, she can

cancel her subscription, otherwise she automatically renews her contract
1Source: The International Telecommunications Union. Telegraph.co.uk, 03 Mar 2009.
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at the end of every month.2 Under a prepaid contract, a customer pays an

amount of money (prior to consumption) that entitles her to a certain us-

age allowance of the service provided by the company (e.g., minutes, text

messages). As part of the agreement, the company must provide a service

to the consumer (e.g., incoming calls, receiving texts, internet connection)

that, otherwise, the customer would not have access to. In contrast with

most contractual situations, neither the company nor the consumer know

in advance when this relationship will end or when it has to be “renewed”.3

If we look across countries, we find that the predominant form is pre-

paid. As shown in Figure 4.1,4 with the exception of US (17%), Canada

(25%), Spain (41%) and the Netherlands (42%), the majority of the mobile

users of the countries considered are on prepaid. Latin America has a very

high proportion of prepaid users, with its most populated countries having

proportions greater than 80%. As reported by Vodafone Plc., Asia Pacific

and Middle East are regions with the highest proportion of prepaid cus-

tomers (97.7% of its customers are prepaid). Overall, 68% of the world

mobile phone subscriptions are on a prepaid plan.

Before we move further, we should recognize that the label prepaid is not

unique to the mobile phone (or wireless) setting. We observe many other

businesses offering prepaid as a method of payment. In turn, there is a wide

range of services that can be pre-paid, from calling time (prepaid mobile

phone, long-distance cards), to gas and electricity units (prepaid metered

2We acknowledge that the term “contract” is sometimes used in telecommunications
settings to refer to a lock-in period (e.g., 12 months, 18 months), time in which the customer
is not allowed to change the provider. Consumers generally adopt these lock-in contracts
to get handset subsidies.

3We denote “renew” because there are some actions the consumer may undertake, that
extend her relationship with the provider. We will discuss this issue in more detail later in
section 4.2.

4Sources: Vodafone Plc. Annual Report 2009, wirelessfederation.com,
www.itfacts.biz, www.researchandmarkets.com/reports/328401
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Figure 4.1: Proportion of prepaid subscribers across countries

services in utilities). For example, in the U.K. utilities report that 15–20% of

the customers sign up for a prepaid plan. In Ireland this proportion is even

higher, accounting for 25% of the customers.5 In addition, the use of pre-

paid cards (excluding mobile phone prepaid cards) has rapidly increased

in the past decade. Examples include gift cards (e.g., GAP gift certificates),

store branded cards (e.g., Borders card, Starbucks card), credit/debit cards

(e.g., prepaid Visa, MasterCard), transport/transit cards (e.g., Oyster card

in London, Pay-Per-Ride MetroCard in New York), and payroll cards. In

January 2009 there were 360 million prepaid cards in circulation, and the

European market turnover for prepaid products was 710bn e.6 Given the

recent success of prepaid cards, and the expected growth of this market,

5Source: Public Utilities Fortnightly Magazine. Letter #57. September 2008.
6Source: Neovia Financial Plc. Vendorcom Cards & Payment Conference.
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we find numerous trade conferences and professional organizations that

are moving forward in this sector (e.g., Prepaid Expo USA, Prepaid09 Con-

ference & Expo, MasterCard Prepaid Conference, PayBefore, PrePay Tech-

nologies Ltd.). Nevertheless, the (prepaid) mobile phone setting is neither

represented in these conferences, nor considered by these organizations.

Furthermore, despite the growth of prepaid services in terms of both pen-

etration and revenue generated, we find that the academic literature about

prepaid settings, in particular about consumers’ behavior in prepaid set-

tings is rather scarce.

The objectives of this chapter are as follows. First, we want to provide

a framework for prepaid-based products that will help us understand the

fundamental differences (and similarities) between the prepaid mobile set-

ting and all other forms of prepay. Second, we want to provide an overview

of the existing literature about prepaid. Third, we seek to identify the busi-

ness issues associated with the prepay wireless market: what can be ad-

dressed with the existing literature, and what needs to be developed fur-

ther. And finally, we want to outline the modeling challenges faced when

trying to address all these issues.

4.2 What Is Prepay?

The label “prepaid” is attached to a wide variety of situations. Over the

past decade, the number of services in which the prepaid option is available

has grown notably. This growth has been driven largely by consumer pay-

ment applications, such as mobile phones, gift cards, stored value cards,

credit/debit cards, prepaid metering in utilities (e.g., gas, electricity), travel

and transit services, Internet connection, Internet calls (e.g., SkypeOut) etc.
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Furthermore, we also observe an increase of prepaid cards offered in the

government and corporate sectors. Examples include insurance, healthcare

and other government/corporate benefits. The latter examples differ from

the consumer prepaid applications in that the primary goal is to improve

the government’s (alternatively organization’s) operating and administra-

tive efficiency, rather than offering different payment options to the con-

sumers. Since the purpose of this study is to investigate consumers’ behav-

ior in prepaid situations, we focus our analysis to the direct-to-consumer

(or consumer payment applications) settings.

When looking at the trade press we find that the label “prepaid” gen-

erally refers to stored value cards or merchant-issued gift cards (e.g., Star-

bucks card), branded or open-system gift cards (e.g., Visa, Mastercard), and

payroll cards (which are branded cards with access to ATMs), but does not

consider prepaid mobile phone SIM cards, prepaid utilities, and prepaid

Internet connection plans for example. Furthermore, when looking at the

prepaid mobile market, we also find that all these other types of prepaid

services (such as gift cards, long-distance call cards, prepaid credit cards,

etc.) are ignored; why these two services are (presumably) different? What

are the fundamental differences (and similarities) between the prepaid mo-

bile phone setting and other types of prepaid services?

The aim of this section is to provide a framework that will help us iden-

tifying the unique characteristics of the prepaid mobile setting. In order to

do so, we propose several typologies that characterize prepay settings:

Open vs. Closed loop Prepaid cards can be grouped into one of the fol-

lowing two categories: Closed loop, which refers to cards that can be used

only to purchase products of the brand/merchant that issues the card (e.g.,
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Sturbucks, Borders, Gap gift cards) and open loop, which refers to cards that

can be used in any location where the issuer (e.g., American Express, Visa)

is accepted. These cards are seen as the prepaid option of debit or credit

cards, although there is no credit associated to them. These cards are also

accepted in ATMs.7 Even though this open vs. closed classification applies

to “cards” only (as defined in the trade literature), we can classify other pre-

paid settings with respect to this typology. For instance, in the case of mo-

bile phone cards, or prepaid Internet plans, these examples could be seen as

closed system because the prepaid service (minutes of airtime, megabytes,

etc.) can be consumed only from the issuer, i.e., the provider.

Value stored on the card vs. on a deposit Generally, a stored-value card

refers to examples in which the monetary value is stored on the card and

not on a deposit with the card issuer. For example, transit cards (for lo-

cal public transport) and telephone prepaid calling cards are examples of

value-stored cards. On the contrary, gift certificates, prepaid credit cards

store the value on a issuer deposit. Nevertheless, this distinction is not con-

sistent across different articles in the trade press. In most cases the terms

stored-value and prepaid card are used interchangeably, not making the

distinction between where the value or data is stored.

Physical vs. Virtual Some prepaid services are physical (e.g., Visa pre-

paid card) whereas others are not (e.g., airtime with SkypeOut). Virtual

cards are generally services bought online, that provide virtual services,

such as broadband connection or Internet calling time.

7When several merchants create partnerships to offer prepaid cards valid in all their
locations the cards is called semi-closed. An open loop card not valid in ATMs is generally
referred as a semi-open card.
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Discounted prices Does the consumer receive a discount if “prepaying”

for the service? This is the case of the subway/tube (transit) cards and long-

distance call cards, where using the prepaid method provides a discount if

compared to using cash when making the same transaction.

Cash substitute Is the prepay mechanism a cash substitute? In other

words, could the same transaction be paid in cash (e.g., prepaid Visa card)?

For example, when a consumer uses a open loop card, she could have made

the same transaction using cash. The same logic applies to gift cards, phone

card, transit cards, etc. However, when considering prepaid wireless, util-

ities, or Internet calls, the cash option is not available. For example, a con-

sumer does not have the option of paying by cash the cost associated to the

kilowatts used each time she uses the dishwasher. Rather, she either will be

billed at the end of the month (or quarter), or will be enrolled in a prepaid

plan.

Refillable (or Top-Up) cards Is the value on the card refillable? Most pre-

paid services allow the consumers to refill (or top-up) the value stored. For

example, train/bus carnet tickets are an example of not refillable prepaid

service. Once all tickets are used, the consumer needs to by another set of

tickets. On the contrary, the new prepaid stored-value transit cards (e.g.,

Oyster card in London) allow consumers to top-up the value on the card

at any point in time. Other examples of refillable cards include open loop

cards, mobile phone, Utilities, merchant-issued cards, etc.

There are many top-up mechanisms: in store, ATM, online, by phone,

etc. In addition, some refillable cards have systematic ways to top-up. For

example, when the balance drops beyond a certain amount, some cards get

refilled automatically by a fixed amount of money. These are mechanisms
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offered by the card issuer to lock-in consumers, making the prepaid con-

tract more similar to a postpaid plan, but not requiring credit checks.

Prepaid vs. Postpaid Is the service provided only available in a prepaid

format or are postpaid options also available? For example, the mobile

phone setting offers these two types of payment methods while gift cards

are not available on a postpaid format. Other examples of only-prepaid

cards include Internet calling services (e.g., SkypeOut), store (branded)

cards, subway/tube system cards, and long-distance calling cards. On the

contrary, broadband connection, utilities and open loop (credit) cards are

also offered on a postpaid plan.

Expiration date Another important characteristic of many prepaid prod-

ucts is the existence of an expiration date. For example, the SkypeOut credit

vanishes after 90 days of inactivity, whereas the value on a Starbucks card

remains constant even when the card has not been used for a long period

of time. Expiration terms vary from business to business, and even when

considering the same type of prepaid card, it also varies from company

to company, or from country to country. For example, gift cards in the

United States cannot expire (by law), whereas in Europe having an expira-

tion date is legal. Examples of services with no expiration date are utilities,

and credit/debit cards.

For those settings in which there is an expiration date, this date may

be fixed (in the calendar) or depend on the consumer’s use of the service.

For example, a gift certificate with expiration date, say, 31-Dec-2009 won’t

have any value of 01-Jan-2010, no matter whether the consumer has used

none or part of the value stored on the card. On the contrary, going back to

the SkypeOut example, the expiration date changes every time a consumer
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makes a call or sends a message. Generally the prepay services in which

the termination date depends on consumers’ behavior are telecommunica-

tion services, such as mobile phone services, Internet calls, and broadband

connection.

Regarding the last type of prepay settings (those with extendable ex-

piration date) there is also a distinction depending on the way this expi-

ration date can be extended. For instance, a Vodafone prepaid customer

in the United Kingdom must make a call (to a non-free number) or send

a text within a 60 day period to prevent her SIM card from being can-

celed, whereas a Vodafone prepaid customer in Spain must refill (top-up)

her credit at least once every six months. In the US, the duration of these in-

activity clauses sometimes depends on the amount charged. For instance, a

T-Mobile prepaid customer that refills her credit with $10 must do so again

within a month, whereas if the amount charged is $25, her SIM card will

be active for at least 3 more months. Summarizing, we find that inactiv-

ity clauses vary in terms of the action (usage vs. refill/top-up) required for

the consumer to maintain the contract active and the inactivity time period

(one, two or more months). Furthermore, we find that these conditions

vary within the same company, across the different countries in which it

operates.

Elaborating on the time aspect, we also find prepaid services in which

time plays a very important role. These are services where the consumer

prepays for unlimited service during a fixed period of time; for instance, In-

ternet connection (see Table 4.1 for an example of these plans). In these

cases prices vary with respect to the length of the period the service will be

active, and not with respect to usage itself. We acknowledge that in this is
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not exactly an inactivity clause since the expiration date does not depend

on activity what so ever, nevertheless it is noteworthy to mention this dis-

tinction.

Plan Price
15 Min of unlimited browsing (100Mb max) $10
60 Min of unlimited browsing (100Mb max) $20
3 Hours of unlimited browsing (200Mb max) $30
24 Hours of unlimited browsing (200Mb max) $35
7 Days of unlimited browsing (300Mb max) $60

Table 4.1: Plan Characteristics

Customer identity (ID) We can differenciate prepaid services on whether

the consumer is anonymous to the firm. In other words, does the card

issuer (or provider) know the identity of the consumer? There is total

anonymity on a gift certificate since these cards are generally transferred

from one person to another, the merchant does not have any information

about the final consumer. On the other extreme, we have the example of

metered utilities, in which the company knows the identity, address, and

usage pattern of each consumer. There are also cases such as the mobile

phone example, in which the identity of the person buying the phone may

or may not be given to the firm (depending on the regulations of each coun-

try). However, even in cases where the consumer remains anonymous, the

company uniquely identifies the user (in the case of the mobile setting, by

the SIM card (Subscriber Identity Module) that is uniquely assigned to each

phone number).8

8In this cases, anonymity can creates challenges for the firm to make use of the available
data, but in terms of customer ID, the company knows all transactions associated to the
unique SIM card.
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ID expiration Does the ID associated to the card expire? We have dis-

cussed the issue of whether the value on the card had limited validity or

not, but nothing has been said about the validity of the customer “identity.”

Let us consider the following two situations. Sam, who has not used Skype-

Out for more than 90 days (therefore his balance goes to zero), and Phoebe,

who has not made any call (or sent an SMS) from her mobile phone for the

last 60 days (where the operator has a 60 day inactivity clause). These two

individuals have lost the value in their balances because of inactivity. How-

ever, there is a fundamental difference between these two cases. Sam can

still use his Skype username to make free calls, and he can also buy Skype-

Out airtime if he wishes. On the contrary, Phoebe cannot add any balance

into her SIM card; she can neither make nor receive calls from her phone.

Her ID has expired; her relationship with the company has terminated.

All these characterizations of prepaid services are summarized in Ta-

ble 4.2.
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At a more macro level, we can classify prepaid settings on two key di-

mensions — see Table 4.2.

Mobile phone Stored value

Long-distance calls

Utilities

`

Credit cards

Transport cards

Cash substitute

E
x
p

ir
at

io
n

 d
at

e
No Yes

Yes

No

Figure 4.2: Prepaid settings classification

The first fundamental distinction is the alternative payment method. All

prepaid services could be grouped into two broad categories: “effectively”

cash substitutes: settings where a consumer can easily pay each transaction

by cash or using a standard credit/debt card method (e.g., bus tickets, in-

store purchases, phone calls from public booths, etc.) and settings where

cash is not a substitute, but rather a postpaid billing plan is needed. This is

the case for utilities such as gas and electricity, and mobile phone settings.

What these three situations have in common is that if the consumer is not

enrolled on a prepaid plan, the alternative method of payment can only

be a postpaid contract, in which the consumer is billed at the end of the

month (quarter, etc.) and the revenue generated will depend on how much

she has used the service provided. The second fundamental distinction

is the expiration date, which, in the case of the mobile phone, leads to the

expiration of the consumer ID. (This distinction links the prepaid mobile

phone with a broader universe of contractual business situations.)

Before we discuss the business issues associated with the prepaid wire-
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less and the consequences of the unique characteristics of this setting (Sec-

tion 4.4), let us review the academic literature partially related to prepay

phenomena.

4.3 Previous Literature on Prepaid

We identify four streams of research that relate to the prepaid settings. The

first stream can be found in the behavioral literature. It studies consumer

preferences for payment options and so the effect of payment options into

the subsequent consumption. (Prelec and Loweinstein 1997, 1998; Ariely

and Silva 2002). Prelec and Loewenstein (1998) propose a model of con-

sumer “debt aversion” in which, in contrast to traditional economic frame-

works, consumers should always prefer to pay prior to consumption. They

base their model on consumer hedonic theory, and propose that the effect of

the time distance from payment to consumption is not symmetrical. Based

on anticipation and dread (Loewenstein 1987), they argue that paying after

consumption causes a larger negative effect than paying before. Moreover,

the magnitude of the hedonic benefits of paying prior consumption vary

with the type of good. For example, consumers are more willing to pre-

fer a prepaid option for holidays (non-durables) than for buying a washing

machine (durables). Ariely and Silva (2002) show that the pain of paying

has a substantial influence on payment. Moreover, they propose that, if

consumers consider the money deposited in a mental account to be non-

fungible across accounts (Thaler 1985, 1990, 1999; Gourville and Soman

1998), then a similar effect would be found in consumers depositing money

into an account (such as an electronic prepaid card). This would imply that

the money deposited would be treated as gone and therefore the consumer
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might spend more than she would have done otherwise. Nevertheless,

they didn’t find statistical evidence of such proposition.

The second stream of literature looks at the market conditions in which

advance selling methods should be offered (Shugan and Xie 2000, Xie and

Shugan 2001). The authors show that selling in advance increases profits

when marginal costs are sufficiently large or sufficiently small. They also

find that seller credibility and marginal cost are important factors impact-

ing profitability. Nevertheless, these models are based on consumption of

perishable events, which are related but not exactly equivalent to the type

of services offered by the prepaid methods considering here.

The third stream of work is found in the finance literature. We find

articles looking at payment methods in health-care setting (e.g., Safran et

al. (1994) examine differences in the quality of primary care delivered in

prepaid and fee-for-services) and also in the housing market (e.g., Stan-

ton 1995) and Schwartz and Torous (1989) propose models for valuation

of mortgages prepayments). Finally, we find some work in the marketing

and economics literature that looks at the “meaning” of gift cards and the

associated welfare loss (Tuten and Kiecker 2009, Offenberg 2007).

To the best of our knowledge, this is the universe of existing litera-

ture about prepaid settings. It is surprising that despite the growth of

revenues generated by prepay services, the academic literature about cus-

tomer behavior in prepaid settings is limited. With the exception of the

first stream of the literature presented here, the rest of the work on prepaid

settings does not provide insights about how consumers would behave in

prepaid situations. With respect to the first stream of the literature, the

researchers test their propositions using controlled lab experiments (as op-

posed to “real-world” settings).
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4.4 Prepaid Wireless: Business Issues

As we pointed out in the introduction, the mobile phone has become a util-

ity for most people. On average, every other person in the world has a

mobile phone, and 68% of these phones are on prepaid plans. Previous

research in marketing and telecommunications has focused its efforts on

postpaid contracts (Gerpott et al. 2001, Iyengar et al. 2007, Kim et al. 2004,

Kim and Yoon 2004, Narayanan et al. 2007) while the literature about pre-

paid mobile is rather limited. Our aim is to develop a research chain that

might serve as first step on filling this gap.

Having identified the fundamental differences between prepaid mobile

and all other services also labeled as “prepaid”, the purpose of the remain-

der of this chapter is to explore the marketing issues related to prepaid

mobile, as well as to identify the modeling challenges faced when trying to

solve such business problems.

4.4.1 The Benefits of Prepaid

The obvious question to ask is: why do we observe prepaid mobile plans?

Or in other words, what are the benefits of this business practice? We first

look at the benefits from a supply side perspective, and then move to an-

alyze the benefits of prepaid mobile phones from the point of view of the

consumer.

Supplier Benefits First of all, prepaid plans have become the most pow-

erful acquisition tool for mobile operators. In developing markets, the pre-

paid model has allowed companies to match the disposable income lev-

els of individuals. As shown in Figure 4.1, the percentage of prepaid sub-

scribers in most South-American countries exceeds 80%. Similarly, between
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86% and 97% of mobile users in Asia-Pacific countries are prepaid sub-

scribers.9 Second, the prepaid model does not uniquely serve as an acqui-

sition tool, but it also opens new sources of revenue. Prepay mobile users

now use mobile Internet, and other revenue-driven services. Companies

would not have been able to target this mass market otherwise. Third, pre-

paid is beneficial for billing assurance purposes. Since prepaid subscribers

can only use the minutes/texts they have paid in advance, there is not risk

of default of payments. Fourth, the prepaid model implies a reduction in

costs of billing. Prepaid customers do not receive regular summaries of

their monthly usage, which from an operational point of view, reduces no-

tably the operator’s costs. Finally, from an accounting perspective, the pre-

paid model might be beneficial for its immediate revenue recognition.10

Consumer Benefits From the consumer’s perspective, the main benefits

of prepaid plans is what they don’t have. There is no contract to sign, no

monthly bills, no credit checks, no hidden fees — the consumer knows ex-

actly how much she is spending — there is no age limit, making the ser-

vice available to a big part of the population, and there are no long-term

commitments either. Besides, some customers also like the anonymity, and

prepaid plans offered this possibility.11 And lastly, prepaid plans also of-

fer an easy way to control the mobile expenses (e.g., parents’ control over

children mobile expenses).

9Countries considered: Bangladesh, Cambodia, India, Indonesia, Laos, Pakistan, Sri
Lanka and Vietnam. Source: Frost & Sullivan industry analyst Jeff Teh. www.cellular-
news.com/story/33348.php.

10See section 4.4 for a brief discussion of revenue recognition policies.
11We acknowledge that in some countries (e.g., China) prepaid subscribers need to regis-

ter.
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4.4.2 Business Issues

All these features make prepaid plans attractive to consumers. However,

some of these benefits come at a cost to the supplier. Because there is no

contract to sign, no bank account to link with the bill, no long-term com-

mitments, consumers’ switching costs are much lower than on postpaid

plans. Furthermore, given the wide range of providers in the market place,

the prepaid mobile phone is a very competitive market.

Mobile phone operators are concerned about churn. For example, as

reported by Vodafone UK, the churn rate for prepaid customers in the last

quarter of 2008 was 46.8%, which is 2.7 times greater than the churn rate for

postpaid customers (17.3%).12 Similar patterns are observed in other coun-

tries. Thus, identifying the churn drivers and detecting potential churners

in advance are questions that any manager (in this setting) would be in-

terested on knowing. However, predicting churn presents new challenges

that were not a present in a “regular” (postpaid) contractual setting. One

characteristic of postpaid settings is that the customer has to contact the

operator in order to cancel the service.13 Generally speaking this is not

the case in the prepaid setting.14 The existence of inactivity clauses forces

the operator to disconnect the service and thus terminate the relationship.

This customer is deemed to be “dead” even when the customer could still

be “alive”. This unique feature of the prepaid wireless model means that

existing churn models are not directly applicable in this situation.

Another interesting matter related to churn prediction is the ability to

12Vodafone measures churn rate as total gross customer disconnections in the period di-
vided by the average total customers in the period.

13In some countries it could be a third party (e.g., other operator or the bank entities) who
contacts the provider to cancel the service. Either case, the operator receives the order to
cancel the service.

14We acknowledge that in countries with number portability, a prepaid customer who
wanted to keep her number would need to contact the provider.
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forecast customer revenue. As discussed earlier in Chapter 2, forecasting

usage behavior is fundamental to predict customer profitability, or any type

of Customer Lifetime Value (CLV) measure. Similar to the contractual situ-

ations mentioned in the second chapter, in the prepaid wireless setting the

revenue generated by a customer is not known (a priori) for the company

and thus needs to be forecasted. Some unique features of this setting also

make the forecasting exercise more challenging.

For example, in the prepaid setting we observe two types of behavior:

usage (e.g., calls, SMSs, MMSs, browsing) and top-up (or refiling). Both be-

haviors are interrelated through the balance. On one hand, a subscriber

cannot make calls when there is no balance in her account. She can easily

increase her balance by topping-up. On the other hand, the same subscriber

would top-up only if she expects to make calls in future, or if her connection

will be lost otherwise (depending on the inactivity clauses of the network

provider). Even though these interrelationships between usage, top-up and

balance are of interest if we wish to understand individuals’ behavior from

a pure revenue perspective, forecasting top-up (altogether with churn) is

enough to predict the subscriber lifetime value. In turn, top-up behavior

is the real source of revenue for the provider.15 Thus, provided we have a

model that forecasts top-up and churn, we can compute individual prof-

15We acknowledge that there exist differences on the way operators recognize revenues.
There is no consensus about when companies recognize the revenues from prepaid activ-
ities. For example, some operators in India treat the income from SIMs recharge cards
as income of the year in which the payment is received.(Source: Bharat Sanchar Nigam
Ltd. www.bsnl.co.in/company/result2008/accounting policies.pdf.)
Similar revenue recognition policy is reported by TelecomAustria (Source:
gb2007.telekomaustria.com/en/consolidated financial statements 2007)
and Digitel in the Philippines (Source:www.digitel.ph). However, other operators do
not recognize prepaid revenue until the corresponding minutes are used or its validity
has expired. Examples include Vodafone Plc., TelecomNZ (Source:www.cpaireland.ie,
www.annualreport.telecom.co.nz). As a consequence, the provider recognizes
top-up revenues, regardless whether this balance is used in airtime calls or expired because
of deactivation
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itability, CLV, etc. The challenges associated to modeling churn and usage

in this setting will be discussed in Section 4.5. We will discus how existing

models could be adapted to forecast both behaviors in the prepaid wireless

setting.

We have discussed the main disadvantage of the prepaid model for the

supplier (low switching costs hence high churn rates), but it is worth to no-

tice that the consumer also incurs in some costs when subscribing to a pre-

paid plan (as supposed to choosing a postpaid plan). First of all, a prepaid

customer has the risk of loosing her phone number (e.g., because she was

traveling or simply because she forgot to add balance). More importantly,

prices are generally higher on prepaid plans than on postpaid plans. Also,

services that are generally free of charge on a postpaid plan have a cost as-

sociated if the customer is on prepaid (e.g., calls to the customer service).

Furthermore, it has historically been the case that the prepaid customers do

not get access to services available for postpaid users (e.g., Internet brows-

ing, Music download), at least when they are first introduced to the market.

All these issues present interesting research opportunities in the con-

text of pricing and product design. Since the prepaid model aims to reach

an extensive part of the population, companies need to carefully design the

tariffs to optimally target all segments in the market. In postpaid plans, this

discrimination exercise is achieved by combining the two prices involved

in the contract: the access fee and the per-minute-price. For example, those

customers who make a lot of calls would prefer to pay a higher access fee

and then lower price per minute than these light-users who would go for a

cheaper access fee but pay higher per-minute prices. (We modeled such be-

havior in Chapter 3). This is a simple discrimination exercise that helps the
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company to better serve the heterogeneous market.16 In a prepaid model

however, there is no access fee; the consumer does not pay any price to get

access to the service. Besides, one single price (per-minute price) will not

be enough for the operator to extract the maximum surplus (since all con-

sumers would choose the cheaper price). In such cases the company needs

to differentiate between per-minute prices. This is the reason why most

prepaid users have different prices depending on the time of the day, the

network you call, etc. Nevertheless, this is not a unique feature of prepaid;

we find multiple price plans in the postpaid setting as well. What makes it

unique (with respect to the postpaid model) is the additional time dimen-

sion. A prepaid consumer is required to have some activity once in a while

(either calling or refilling) in order to maintain her account active. Thus,

companies could use this time dimension (and not just prices) to better al-

locate low-use customers and extract more revenue from that segment.17

Elaborating on the tariff design aspect, it would be also interesting to

investigate the effects of the actions involved in the inactivity clause. There

are obvious operational reasons why companies impose inactivity clauses

in prepaid plans (e.g., managing the capacity of the network, revenue recog-

nition), however it is not clear what/how the optimal inactivity clause

should be. For instance, a Vodafone prepaid customer in the United King-

dom must make at least one call (to a non-free number) or send at least

one text within a 60 day period to prevent her SIM card from being can-

celed. A different example is a Vodafone prepaid customer in Spain, who,

in order to keep her SIM card active, must refill (top-up) her credit at least

16We acknowledge that, as discussed in Chapter 3, in three-part tariff contracts there is
an additional dimension in the tariff specification, the allowance. This feature (altogether
with the tariff prices) also plays an important role when discriminate consumers.

17We have referred to low-use customers because practically very active customers are
not affected by the inactivity clauses because their behavior
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once every six months (regardless of whether she uses her credit during

that time). A Vodafone prepaid customer in New Zealand must top-up her

account at least every year, with an amount not less than NZ$20. We find

that inactivity clauses vary in terms of the action (usage vs. refill/top-up)

required for the consumer to maintain the contract active, and the inactiv-

ity time period (two months, six months, one year, etc.). We find that these

conditions vary within a company across the different countries in which it

operates. In other words, there is no consensus among practitioners about

the optimal inactivity clause for these types of services. Our suspicion is

that these numbers and actions might have been taken “arbitrarily”,18 and

therefore a formal investigation about the effect of the inactivity clause on

subsequent usage behavior would help managers making better decisions.

4.5 Modeling Challenges

The purpose of this section is to provide guidelines on how to address the

business issues previously identified. We will discuss whether these prob-

lems could be addressed with established methods, and when not, how

these existing models could be adapted to handle the unique characteris-

tics of the prepaid wireless setting.

We start by looking at problems related with customer-base analysis,

such as modeling usage and churn behavior. Then we turn to analyze how

to address business issues in the areas of pricing and product design.

Modeling Churn and Top-up behavior There is significant work on mod-

eling churn in the telecommunications industry (Lemmens and Croux 2006,

18We acknowledge that in some countries the inactivity clause in not a provider’s decision
but something imposed by the regulator.
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Mozer et al. 2000, Schweidel et al. 2008a, 2008b). However, all these articles

look at postpaid customers and the methods used do not address the issues

associated with the inactivity clause.19

Why should (prepaid) churn be modeled differently? The reason goes

back to the existence of inactivity clauses. When a subscriber gets deacti-

vated, it is not clear since when this customer was actually lost. Was the cus-

tomer lost right after her last activity (e.g., when she last called or topped-

up)? Or was the customer still ”alive” when she was disconnected? Or

somewhere in between? This lack of information about the actual state

of the customer in the deactivation period makes the hazard (duration)

(Schweidel et al. 2008a, 2008b) or logistic type models (as the benchmark

models used in Chapter 2) not appropriate to model churn behavior in this

setting. One could empirically apply these methods; there are not struc-

tural problems in the data that prevents these models to be used. How-

ever, this approach would be conceptually wrong since it could happen

that the customer was actually “alive” when her service was disconnected.

Alternatively, duration-type approaches would assume that the customer

is active until the disconnection date, when this might or might not be true

in practice. In a similar manner, the individual latent model we proposed

in Chapter 2, and cross-sectional approaches such as decision trees, ma-

chine learning, neural networks, and support vector machines (as used in

Lemmens and Croux (2006), Mozer et al. (2000) and Archoux et al. (2004)

respectively) would not be appropriate either.

To address this, we can make use of models developed for non-contractual

settings, where the status of the customer (active or not) is treated as un-

19We find one article that looks at churn behavior in a prepaid mobile setting (Archaux
et al. 2004). However, there is nothing unique about prepaid in the way they account for
disconnection.
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known. For example, one could use the Pareto/NBD model (Schmittlein

et al. 1987) using top-up “events”. Such a model would jointly predict rev-

enue and probability of being active at any point in time. However, there

are structural changes that need to be made in order to accommodate this

model to our setting:

i. There are customers for which we might have observed “churn”, al-

though we don’t know exactly when the customer became inactive.

The likelihood function of these customers should be evaluated up

to time at which the customer was deactivated, instead of the end of

the observational period. (This is a straightforward modification to

the model likelihood function when the operator uses a top-up based

inactivity clause.)

ii. Under a usage based inactivity clause, two sources of data would be

required: top-up behavior, as it is our variable of interest, and us-

age behavior, from which deactivations are determined. As in case

1, a modification in the Pareto/NBD likelihood function (correcting

for the times at which the customer has been disconnected) would

accommodate this problem.

iii. Let us go back go the case where we are modeling prepaid data in

a top-up-based inactivity situation. Although we do not explicitly

model usage behavior (i.e., calls, texts, Internet connection), this in-

formation would be very useful to assess whether the customer is

active or not during the time after her last top-up. The Pareto/NBD

model uses the last observed transaction as a “proof” of activity and

then adjusts the likelihood function accordingly. That is, the model

recognizes that prior to the last transaction, the customer is certainly
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active, whereas after that, she might or might not be active. If using

top-up data only, it might be unrealistic to assume that the customer

could be inactive right after the last top-up if, for example, she was

making calls. Therefore, adding some extra information about usage

behavior (e.g., time of last call, SMS, MMS, etc.) would enrich the

model. Being that the case, two modifications need to be made to the

likelihood function: first, we need to correct for deactivated numbers

in the sample (as in case 1). And second, because usage information

will be used as “proof” of activity, the likelihood should be changed

so that customers making calls etc. are treated as “active”, while being

inactive in the top-up dimensions.20

20Moving one step further with respect to “proof” of activity, operators also know when a
particular phone is switched on/off. This information could be also incorporated to model
inactivity in the last period of observation, however more behavior assumptions would
need to be made.
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iv. Customers can top-up different amounts of money, hence we should

add a quantity dimension to top-up behavior. A natural candidate

would be a gamma-gamma model (Fader et al. 2005).

This probabilistic approach has several advantages. First, this is a sim-

ple model (since it only requires small “tweaks” in the likelihood of the

Pareto/NBD model) thus its estimation seems straightforward. Second,

this model is flexible enough to accommodate both types of the inactiv-

ity clause. Third, it has been shown that this model (and variations of

it) provides very accurate predictions of customers’ behavior (Fader et al.

2005a, b). Fourth, the model gives an estimate of P(alive), critical infor-

mation to decide which customers to target to avoid deactivation. And

lastly, the model requires very few pieces of observation, all available in

the provider’s database: individuals’ top-ups (both time and amount of

money), and the time of the last proof of activity.

However, this approach has the limitation that calling behavior is not

modeled, and simply treated as “exogenous” information that helps iden-

tify the activity/inactivity status of a customer. A more sophisticated way

to address this would be to model both top-up and usage stochastically.

This bivariate model will need to accommodate for direct dependence be-

tween top-up and usage (i.e., customers cannot call if balance is zero) as

well as the indirect dependence between these two variables (i.e., do cus-

tomers top-up only if balance is zero? or because they expect to make

many calls in the future?). Moreover, the action stated in the inactivity

clause (either top-up or usage) could be modeled with a time-varying fac-

tor that measures the time left until the deactivation would happen. In

other words, allowing the probability of top-up (alternatively call) being

higher during the days closer to the deactivation date. In order to accom-
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modate these idiosyncratic features of the prepaid setting, a proper model

needs to be developed.

Optimal Prices and Tariff Design We turn now to discuss how to address

problems such as “how to choose the prices and features of prepaid plans”,

or “what is the optimal inactivity clause”. In order to do so, we propose

two types of analysis, which, if combined, would enrich the knowledge of

customers’ preferences about prepaid tariffs and therefore help managers

to better define and target their products.

The first, and probably simpler approach, would be to perform conjoint

analyses to extract consumer preferences for prepaid tariffs’ characteris-

tics. There is a tremendous variability in prepaid plans in terms of type of

calls (e.g., outgoing vs. incoming, peak vs. off-peak, within network vs.

off-network ), timing issues (expiration of minutes, inactivity clauses), and

other services offered (e.g., Internet browsing, music downloads). To the

best of our knowledge, there is no work measuring preferences other than

prices or inclusive minutes in these contexts (Iyengar et al. 2008), and un-

derstanding consumers inclinations for features such as flexibility or value

of time will be useful when setting plans. In terms of modeling approach,

there is nothing unique about choosing prepaid plans as supposed to post-

paid plans for instance, thus the conjoint analysis does not require any

change to be applied here.

The second approach would be to measure how these features actually

affect subscribers’ usage and churn behavior. In order to do so, a structural

model (in the spirit of Chapter 3) should be used. This approach would

provide the tools to extract customers’ preferences for types of calls, prices,

and time, and to measure the impact of the tariff features on actual usage,

and churn behaviors.
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From a modeling perspective, this approach presents various challenges

(some common to other settings, some others unique to the prepaid case):

• In terms of data requirements, a very rich data source is needed. In

order to estimate such preferences from the actual data, we need vari-

ability in all discussed features. Observing changes in types of calls

is straightforward since we generally see the same customer calling

at different times, to different numbers, etc. However, in order to as-

sess the preferences for “time flexibility” we would need to observe

customers switching among plans with different specifications.

• The model also needs to take into account services that the consumer

enjoys but does not necessarily pay for (e.g., being able to receive

calls, to call free numbers). These behaviors would be used to mea-

sure the value of “being a customer” beyond the obvious preference

for making calls. This piece of information is central to assessing the

impact of the inactivity clause.

• More importantly, which decisions need to be modeled? In the exist-

ing models applied to postpaid settings (e.g., Chapter 3, Narayanan

et al. 2007, Iyengar et al. 2007) there are two decisions that are model

in each period: tariff choice and usage. In the prepaid setting we have

the additional (and critical) decision of top-up: when to top-up, and

by how much.

In addition, how do we incorporate the time aspect? In a postpaid set-

ting time is clearly defined by the billing period and thus consumers

make individual decision at every period. In prepaid setting this time

aspect is not clear, should one use a month, two months, . . . , one

year? Moreover, if we model top-up and usage in the same period,
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any “homo economicus” would perfectly match usage and top-up in

every period, which (a) seems to be behavioral unfounded, and (b)

if both quantities are the same, why modeling both behaviors sepa-

rately?

At first glance, it seems that we could draw some ideas from the models

for consumption and saving from the macroeconomics literature (Krusell

and Smith 2003) that could be accommodated to our problem.

We outline a sketch of a proposed model in Figure 4.3.

Period 1 2
Decision Top-up Usage

Constraints Budget constraint Balance
(outside good)

Information Imperfect knowledge Imperfect knowledge
of future usage of future resources

Trade-off Paying today vs. Calling today vs.
calling tomorrow saving minutes

Figure 4.3: Proposed model for prepaid behavior

While challenging, this type of model would required additional infor-

mation and assumptions about customer expectations, and time-discount

measures that still remain unclear in the current literature (see final dis-

cussion in Chapter 3). Whether such a model can be implemented is an

empirical question.

4.6 Discussion

Prepaid is a big phenomenon. For many people, daily activities/services

are prepaid; from commodities (transit commute, mobile phone, gas, etc.)

to leisure products (Starbucks, Borders, etc.). In this chapter we have re-

viewed the various prepaid services and provided a framework to typify
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all these business settings. In particular, we have uniquely characterized

the prepaid mobile phone setting and identified several business issues that

practitioners face in this market. Finally, we have (partially) discussed the

modeling challenges that researchers will face when trying to solve these

business issues.

We hope that the material covered in this chapter will be useful to prac-

titioners and researchers working in the prepaid setting. We also trust that

the business issues and challenges presented here will lead to further re-

search which will help understanding prepaid markets.
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A1 WinBUGS codes

We present the WinBUGS code used to estimate the model presented in

Chapter 2. We first show the binomial specification with four segments

and then present the Poisson specifications of the same model.

Binomial Specification

model {
# The Likelihood
for (i in 1:n1) {
for (t in 1:5) {
x[i,t] ˜ dbin(p.it[i,t],Np[t])
}
T[i,5] ˜ dcat(prob.trans[T[i,4],1:Ns]) I(1,1)
T[i,9] ˜ dcat(prob.trans[T[i,8],1:Ns])
T[i,13] ˜ dcat(prob.trans[T[i,12],1:Ns])
}
for (i in n1+1:n1+n2) {
for (t in 1:9) {
x[i,t] ˜ dbin(p.it[i,t],Np[t])
}
T[i,5] ˜ dcat(prob.trans[T[i,4],1:Ns]) I(2,Ns)
T[i,9] ˜ dcat(prob.trans[T[i,8],1:Ns]) I(1,1)
T[i,13] ˜ dcat(prob.trans[T[i,12],1:Ns])
}
for (i in n1+n2+1:n1+n2+n3+n4) {
for (t in 1:11) {
x[i,t] ˜ dbin(p.it[i,t],Np[t])
}
T[i,5] ˜ dcat(prob.trans[T[i,4],1:Ns]) I(2,Ns)

159
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T[i,9] ˜ dcat(prob.trans[T[i,8],1:Ns]) I(2,Ns)
T[i,13] ˜ dcat(prob.trans[T[i,12],1:Ns])
}

# Specification of probabilities p_it
for (i in 1:n1+n2+n3+n4) {
for (t in 1:17) {
p.it[i,t] <- pow(p.seg[T[i,t]],alpha[i])
}
alpha[i] ˜ dgamma(r,al)
}

# Specification of Number of performances
for (t in 1:17) {
Np[t] <- Np1[t] + pow(Np2[t],delta)
}

# Initial States and Transition Between States
for (i in 1:n1+n2+n3+n4) {
T.init[i] ˜ dcat(prob.seg[]) I(2,Ns)
T[i,1] ˜ dcat(prob.trans[T.init[i],1:Ns])
for (t in 2:4) {
T[i,t] ˜ dcat(prob.trans[T[i,t-1],1:Ns])
}
for (t in 6:8) {
T[i,t] ˜ dcat(prob.trans[T[i,t-1],1:Ns])
}
for (t in 10:12) {
T[i,t] ˜ dcat(prob.trans[T[i,t-1],1:Ns])
}
for (t in 14:17) {
T[i,t] ˜ dcat(prob.trans[T[i,t-1],1:Ns])
}
}

# Priors
delta ˜ dgamma(0.01,0.01)
r ˜ dgamma(0.01,0.01)
al <- r
p.seg[1] ˜ dunif(0,1)
for (i in 2:Ns){
p.seg[i] <- p.seg[i-1] + increm[i-1]
increm[i-1] ˜ dunif(0,aux[i-1])
aux[i-1] <- 1-p.seg[i-1]
}
prob.seg[1:Ns] ˜ ddirch(dir.prior[])
prob.trans[1,1] ˜ dunif(0,1)
prob.trans[1,2] <- 1 - prob.trans[1,1]
prob.trans[1,3] <- 0
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prob.trans[1,4] <- 0
prob.trans[2,1] ˜ dunif(0,1)
prob.trans[2,2] ˜ dunif(0,aux.seg2)
prob.trans[2,3] <- 1 - prob.trans[2,1] - prob.trans[2,2]
prob.trans[2,4] <- 0
aux.seg2 <- 1- prob.trans[2,1]
prob.trans[3,1] <- 0
prob.trans[3,2] ˜ dunif(0,1)
prob.trans[3,3] ˜ dunif(0,aux.seg3)
prob.trans[3,4] <- 1 - prob.trans[3,2] - prob.trans[3,3]
aux.seg3 <- 1- prob.trans[3,2]
prob.trans[4,1] <- 0
prob.trans[4,2] <- 0
prob.trans[4,3] ˜ dunif(0,1)
prob.trans[4,4] <- 1 - prob.trans[4,3]

# Aux numbers for predictions
N <- n1+n2+n3+n4
x.5 <- round(N/20)
x.25 <- round(N/4)
x.50 <- round(N/2)
x.75 <- round(3*N/4)
x.95 <- round(19*N/20)
N.prev <- n2+n3+n4
x.5.prev <- round(N.prev/20)
x.25.prev <- round(N.prev/4)
x.50.prev <- round(N.prev/2)
x.75.prev <- round(3*N.prev/4)
x.95.prev <- round(19*N.prev/20)
N.post <- n2+n3+n4
x.5.post <- round(N.post/20)
x.25.post <- round(N.post/4)
x.50.post <- round(N.post/2)
x.75.post <- round(3*N.post/4)
x.95.post <- round(19*N.post/20)

# Usage Predictions (in- and out-sample)
for (i in 1:n1) {
for (t in 1:5) {
x.est[i,t] ˜ dbin(p.it[i,t],Np[t])
}
for (t in 6:17) {
x.est[i,t] <- 0
}
}
for (i in n1+1:n1+n2) {
for (t in 1:9) {
x.est[i,t] ˜ dbin(p.it[i,t],Np[t])
}
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for (t in 10:17) {
x.est[i,t] <- 0
}
}
for (i in n1+n2+1:n1+n2+n3+n4) {
for (t in 1:13) {
x.est[i,t] ˜ dbin(p.it[i,t],Np[t])
}
for (t in 14:17) {
x.est.aux[i,t] ˜ dbin(p.it[i,t],Np[t])
x.est[i,t] <- x.est.aux[i,t]*step(T[i,13]-1.1)
}
for (bin in 1:10) {

yes12[i,bin] <- equals(x.est[i,12],bin-1)
yes13[i,bin] <- equals(x.est[i,13],bin-1)
yes14[i,bin] <- equals(x.est[i,14],bin-1)
yes15[i,bin] <- equals(x.est[i,15],bin-1)
yes16[i,bin] <- equals(x.est[i,16],bin-1)

}
yes12[i,11] <- step(x.est[i,12]-10)
yes13[i,11] <- step(x.est[i,13]-10)
yes14[i,11] <- step(x.est[i,14]-10)
yes15[i,11] <- step(x.est[i,15]-10)
yes16[i,11] <- step(x.est[i,16]-10)
}
for (i in 1:n1+n2+n3+n4) {
total.att.i[i] <- sum(x.est[i,1:11])
total.att.i.prev[i] <- sum(x.est[i,12:13])

total.att.i.post[i] <- sum(x.est[i,14:16])
}
for (forec in 1:17) {
x.sum[forec] <- sum(x.est[ ,forec])
}

# Percentiles -- for IN SAMPLE individual fit
min.att <- ranked(total.att.i[],1)
p.5 <- ranked(total.att.i[],x.5)
p.25 <- ranked(total.att.i[],x.25)
p.50 <- ranked(total.att.i[],x.50)
p.75 <- ranked(total.att.i[],x.75)
p.95 <- ranked(total.att.i[],x.95)
max.att <- ranked(total.att.i[],N)

# Percentiles -- for OUT SAMPLE individual fit
min.att.prev <- ranked(total.att.i.prev[],1)
p.5.prev <- ranked(total.att.i.prev[],x.5.prev)
p.25.prev <- ranked(total.att.i.prev[],x.25.prev)
p.50.prev <- ranked(total.att.i.prev[],x.50.prev)
p.75.prev <- ranked(total.att.i.prev[],x.75.prev)
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p.95.prev <- ranked(total.att.i.prev[],x.95.prev)
max.att.prev <- ranked(total.att.i.prev[],N.prev)

min.att.post <- ranked(total.att.i.post[],1)
p.5.post <- ranked(total.att.i.post[],x.5.post)
p.25.post <- ranked(total.att.i.post[],x.25.post)
p.50.post <- ranked(total.att.i.post[],x.50.post)
p.75.post <- ranked(total.att.i.post[],x.75.post)
p.95.post <- ranked(total.att.i.post[],x.95.post)
max.att.post <- ranked(total.att.i.post[],N.post)

# Histogram BINS -- for OUT SAMPLE individual fit
for (bin in 1:11) {
sumbin[1,bin] <- sum(yes12[n1+n2+1:n1+n2+n3+n4,bin])
sumbin[2,bin] <- sum(yes13[n1+n2+1:n1+n2+n3+n4,bin])
sumbin[3,bin] <- sum(yes14[n1+n2+1:n1+n2+n3+n4,bin])
sumbin[4,bin] <- sum(yes15[n1+n2+1:n1+n2+n3+n4,bin])
sumbin[5,bin] <- sum(yes16[n1+n2+1:n1+n2+n3+n4,bin])
}

# Churn predictions (out-sample)
for (i in n1+n2+1:n1+n2+n3+n4) {
ren.est[i,1] <- step(T[i,13]-1.1)
ren.est[i,2] <- step(T[i,13]-1.1)*step(T[i,17]-1.1)
p.churn.today[i] <- equals(T[i,11],1)
}
r.sum[1] <- sum(ren.est[n1+n2+1:n1+n2+n3+n4,1])
r.sum[2] <- sum(ren.est[n1+n2+1:n1+n2+n3+n4,2])
# Segment size
for (seg in 1:Ns){
for (t in 1:5){
for (i in 1:n1+n2+n3+n4){
is.seg[i,t,seg] <- equals(T[i,t],seg)
}
sum.seg[t,seg] <- sum(is.seg[ ,t,seg])
}
for (t in 6:9){
for (i in n1+1:n1+n2+n3+n4){
is.seg[i,t,seg] <- equals(T[i,t],seg)
}
sum.seg[t,seg] <- sum(is.seg[n1+1:n1+n2+n3+n4,t,seg])
}
for (t in 10:17){
for (i in n1+n2+1:n1+n2+n3+n4){
is.seg[i,t,seg] <- equals(T[i,t],seg)
}
sum.seg[t,seg] <- sum(is.seg[n1+n2+1:n1+n2+n3+n4,t,seg])
}
}
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# Current state
for (i in n1+n2+1:n1+n2+n3+n4){
current.state[i] <- T[i,11]
}

# End of model
}

Poisson Specification

model {
# The Likelihood
for (i in 1:n1) {
for (t in 1:5) {
x[i,t] ˜ dpois(lambda[i,t])
}
T[i,5] ˜ dcat(prob.trans[T[i,4],1:Ns]) I(1,1)
T[i,9] ˜ dcat(prob.trans[T[i,8],1:Ns])
T[i,13] ˜ dcat(prob.trans[T[i,12],1:Ns])
}
for (i in n1+1:n1+n2) {
for (t in 1:9) {
x[i,t] ˜ dpois(lambda[i,t])
}
T[i,5] ˜ dcat(prob.trans[T[i,4],1:Ns]) I(2,Ns)
T[i,9] ˜ dcat(prob.trans[T[i,8],1:Ns]) I(1,1)
T[i,13] ˜ dcat(prob.trans[T[i,12],1:Ns])
}
for (i in n1+n2+1:n1+n2+n3+n4) {
for (t in 1:11) {
x[i,t] ˜ dpois(lambda[i,t])
}
T[i,5] ˜ dcat(prob.trans[T[i,4],1:Ns]) I(2,Ns)
T[i,9] ˜ dcat(prob.trans[T[i,8],1:Ns]) I(2,Ns)
T[i,13] ˜ dcat(prob.trans[T[i,12],1:Ns])
}

# Specification of lambda[it]
for (i in 1:n1+n2+n3+n4) {
for (t in 1:17) {
lambda[i,t] <- alpha[i]*theta.seg[T[i,t]]
}
alpha[i] ˜ dgamma(r,al)
}
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# Initial States and Transition between states
for (i in 1:n1+n2+n3+n4) {
T.init[i] ˜ dcat(prob.seg[]) I(2,Ns)

T[i,1] ˜ dcat(prob.trans[T.init[i],1:Ns])

for (t in 2:4) {
T[i,t] ˜ dcat(prob.trans[T[i,t-1],1:Ns])
}
for (t in 6:8) {
T[i,t] ˜ dcat(prob.trans[T[i,t-1],1:Ns])
}
for (t in 10:12) {
T[i,t] ˜ dcat(prob.trans[T[i,t-1],1:Ns])
}
for (t in 14:17) {
T[i,t] ˜ dcat(prob.trans[T[i,t-1],1:Ns])
}
}

# Priors
r ˜ dgamma(0.01,0.01)
al <- r
theta.seg[1] ˜ dunif(0,10)
for (i in 2:Ns){
theta.seg[i] <- theta.seg[i-1] + increm[i-1]
increm[i-1] <- exp(aux[i-1])
aux[i-1] ˜ dnorm(0,0.0001)
}
prob.seg[1:Ns] ˜ ddirch(dir.prior[])
prob.trans[1,1] ˜ dunif(0,1)
prob.trans[1,2] <- 1 - prob.trans[1,1]
prob.trans[1,3] <- 0
prob.trans[1,4] <- 0
prob.trans[2,1] ˜ dunif(0,1)
prob.trans[2,2] ˜ dunif(0,aux.seg2)
prob.trans[2,3] <- 1 - prob.trans[2,1] - prob.trans[2,2]
prob.trans[2,4] <- 0
aux.seg2 <- 1- prob.trans[2,1]
prob.trans[3,1] <- 0
prob.trans[3,2] ˜ dunif(0,1)
prob.trans[3,3] ˜ dunif(0,aux.seg3)
prob.trans[3,4] <- 1 - prob.trans[3,2] - prob.trans[3,3]
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aux.seg3 <- 1- prob.trans[3,2]
prob.trans[4,1] <- 0
prob.trans[4,2] <- 0
prob.trans[4,3] ˜ dunif(0,1)
prob.trans[4,4] <- 1 - prob.trans[4,3]

# Usage Predictions (in- and out-sample)
for (i in 1:n1) {
for (t in 1:5) {
x.est[i,t] ˜ dpois(lambda[i,t])
}
for (t in 6:17) {
x.est[i,t] <- 0
}
}
for (i in n1+1:n1+n2) {
for (t in 1:9) {
x.est[i,t] ˜ dpois(lambda[i,t])
}
for (t in 10:17) {
x.est[i,t] <- 0
}
}
for (i in n1+n2+1:n1+n2+n3+n4) {
for (t in 1:13) {
x.est[i,t] ˜ dpois(lambda[i,t])
}
for (t in 14:17) {
x.est.aux[i,t] ˜ dpois(lambda[i,t])
x.est[i,t] <- x.est.aux[i,t]*step(T[i,13]-1.1)
}
for (bin in 1:10) {

yes12[i,bin] <- equals(x.est[i,12],bin-1)
yes13[i,bin] <- equals(x.est[i,13],bin-1)
yes14[i,bin] <- equals(x.est[i,14],bin-1)
yes15[i,bin] <- equals(x.est[i,15],bin-1)
yes16[i,bin] <- equals(x.est[i,16],bin-1)

}
}

# End of model
}
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A2 RFM models

Within both academic and practitioner circles, there is a tradition of build-

ing regression-type models for predicting churn and, to a lesser extent, us-

age (or related quantities). In this appendix, we describe the specification

of the benchmark regression models used in our analyses.

As previously noted, the regressions model the behavior of interest as a

function of the customer’s past behavior, frequently summarized in terms

of their RFM characteristics. We operationalize these RFM characteristics

in the following manner. Recency is defined as the number of periods since

the last usage transaction (i.e., ticket purchase). Frequency is defined as the

total number of usage transactions in the previous four periods. We also

compute another measure of frequency, Fsum, which is the total number of

transactions per customer over the entire period of interest. Monetary value

is the average expenditure per transaction, where the average is computed

over the previous four periods. We also compute Msum, the customer’s

total spend over the entire period of interest. (In exploring possible model

specifications, we also consider logarithmic transformations of these vari-

ables, as well as interactions between the RFM measures.)

Perhaps the most common approach to developing a churn model is to

use a “cross-sectional” logistic regression with the last renewal observation

as the dependent variable and RFM measures as covariates. In developing

such a benchmark model, we selected the specification that provided the

most accurate predictions. The associated parameter estimates are given in

Table A1. We note that the recency variable is not a significant predictor

by itself, although its interaction with frequency is a significant predictor

of renewal behavior.
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Coef. Std. Err.
Intercept 0.746 0.294
Recency 0.016 0.076
Fsum 0.058 0.017
Msum 0.002 0.000
Recency×Fsum −0.071 0.015
Frequency×Monetary value −0.002 0.000
LL −327.4

Table A1: Cross-sectional logistic regression

Given the nature of the usage data, we used a count model to develop

our regression-based benchmark model. We observe over-dispersion in our

data, hence we used a negative binomial (NB) regression model, which can

be viewed as a Poisson regression with a random effect that is distributed

gamma with parameters (r, α). We selected those individuals that were still

members at the end of our calibration period. We used the number of trans-

actions in the last period (11) as the dependent variable and the RFM mea-

sures as predictors. The parameter estimates are presented in Table A2. At

first glance, it might look surprising that the coefficients of both frequency

and monetary value are negative. However, these parameters are not the

true effect of past frequency and monetary value on current usage because

the interactions with recency are very strong. Taking this interaction into

account, the effect of both frequency and monetary value is strictly positive.

We observe a high degree of unobserved heterogeneity in usage behavior;

the gamma parameters r = 1.94 and α = 0.68 map to a random effect with

a mean of 2.87 and a variance of 4.25.
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Coef. Std. Err.
Random effect

r 1.941 0.373
α 0.675 0.172

Recency −0.740 0.073
Frequency −0.035 0.019
Monetary value −0.009 0.001
Recency×Frequency 0.066 0.017
Recency×Monetary 0.003 0.000
Frequency×Monetary 0.001 0.000
LL −783.5

Table A2: Cross-sectional NB regression

Noting that the longitudinal nature of our dataset gives us several ob-

servations per individual, and not just the information for the most recent

period, we can extend the cross-sectional models and estimate longitudinal

models using (when available) more than one observation per customer.

Using these panel data, we estimate a logistic regression using observed

renewal behavior for all the periods, not just the most recent one; this

gives us several observations for those customers that have renewed at

least once. We allow for unobserved heterogeneity in renewal behavior

using a normal random effect. Table A3 shows the parameter estimates for

the (longitudinal) random effect churn model. The sign and magnitude of

all covariates are consistent with the results obtained in the cross-sectional

specification. (Note that variance of the random effect is not significant.)
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Coef. Std. Err.
Random effect

µ −0.084 0.176
σ2 0.000 0.152

Recency 0.091 0.049
Frequency 0.059 0.030
Msum 0.003 0.000
Recency×Frequency −0.099 0.027
Recency×Monetary −0.001 0.000
Frequency×Monetary −0.003 0.000
LL −775.6

Table A3: Panel logistic regression

Similarly, we estimate a NB regression using transaction behavior from

all preceding periods — see Table A4. The results are consistent with those

obtained in the cross-sectional model.

Coef. Std. Err.
Random effect

r 1.142 0.098
α 0.716 0.067

Recency −0.352 0.031
Frequency −0.030 0.005
Monetary value −0.004 0.001
Recency×Frequency 0.040 0.005
Recency×Monetary 0.002 0.000
Frequency×Monetary 0.000 0.000
LL −6725.5

Table A4: Panel NB regression
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A3 Optimal usage on two- and three-part tariffs

Result: Assuming a utility function such that U ′(q) > 0 and U ′′(q) < 0, if

p2pt < p3pt then one of the following must be true:

q∗2pt < q∗3pt < q̃3pt (a)

or

q̃3pt < q∗3pt < q∗2pt (b)

Proof:

(a) If q∗2pt < q̃3pt then q∗2pt < q̃3pt.

Because of decreasing marginal utility, we obtain

U ′(q∗2pt) > U ′(q3pt = q̃3pt),

where U ′(q3pt = q̃3pt) is the marginal utility of consumption evaluated at

the allowance. Let us assume that q∗3pt > q̃3pt. This implies that

U ′(q∗3pt) < U ′(q3pt = q̃3pt) < U ′(q∗2pt).

However, given that q∗3pt is the optimal usage under the three-part tariff

and, by assumption is greater than the usage allowance, then we have

U ′(q∗3pt) = p3pt, implying that p3pt < p2pt, which contradicts the initial as-

sumption of higher prices under the three-part tariff. Therefore, if optimal

usage under the two-part tariff is lower than the three-part tariff allowance,

then the optimal usage under the three-part tariff must also be below the

tariff’s usage allowance. (See Case 1a in Figure A1.) ¤
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(b) If q∗2pt > q̃3pt then q∗3pt ≤ q∗2pt.

At the optimum level of consumption, marginal utility must be equal

to marginal cost. As a consequence we obtain that on a two-part tariff

U ′(q∗2pt) = p2pt,

and alternatively on a three-part tariff

U ′(q∗3pt) =





0 if q∗3pt ≤ q̃3pt

p3pt if q∗3pt ≤ q̃3pt

If usage on the three-part tariff was greater than usage on the two-part

tariff, q∗3pt > q∗2pt then, because of decreasing marginal utility, it would fol-

low that U ′(q∗2pt) > U ′(q∗3pt). However, this could only be true if p2pt >

p3pt, which again contradicts the initial assumption about prices. Hence, if

q∗2pt > q̃3pt, then it should follow that q∗3pt ≤ q∗2pt (see Case 1b in Figure A1).

¤

# of minutes

Bill

Utility

# of minutes

Utility

Bill

Case 1a:
*

2 3pt PTq q  Case 1b:
*

2 3pt PTq q!  

Figure A1: Optimal usage on two- and three-part tariffs - Case1
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A4 Sensitivity Analysis (p2pt ≥ p3pt case)

We test the sensitivity of our results (Section 3.3.2) to changes in the pa-

rameters di and b. We vary both the parameters by +/− 25% and come

to similar conclusions as before. The sensitivity analysis is reported in Ta-

bles A5 and A6.21

% of customers
“over-consuming”

Actual 67%
−25% of d 70%
+25% of d 65%

Table A5: Sensitivity analysis – Case 2a

% of customers % of customers
exceeding allowance who exceeded their
Predicted Observed expected consumption

Actual 68% 106% 69%
−25% of d 55% 137% 49%
+25% of d 82% 88% 76%
−25% of b 69% 106% 69%
+25% of b 67% 106% 70%

Table A6: Sensitivity analysis – Case 2b

21Note that Case 2a refers to consumers for which d < q̃3pt, thus, changes in b would not
affect the results.
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A5 Learning process – conjugate posterior for β̃it

Result: Suppose that X1, X2, ..., XN is a random sample from a gamma

distribution with known shape parameter α > 0 and unknown scale pa-

rameter β > 0. Suppose that the prior distribution of β > 0 is such that

β
˜
∼ gamma(α0, β0), with α0, β0 > 0. Then the posterior distribution of β

when Xi = xi (i = 1, 2, ..., N) is also distributed gamma with parameters

β̃ ∼ gamma
(

α0 + nα, β0 +
n∑

i=1
xi

)
.

Proof: Let xi be a realization of a gamma distribution with parameters α, β.

Let the prior distribution of β be such that β
˜
∼ gamma(α0, β0). Applying

Bayes rule, we obtain that the distribution of the posterior distribution is

such that

f(β|xi) ∝ f(xi|α, β)f(β). (A1)

The likelihood of observing xi is

f(xi|α, β) =
xα−1

i e−βxiβα

Γ (α)
, (A2)

and the density function for the prior is

f(β) =
βα0−1e−β0ββα0

0

Γ (α0)
. (A3)

Therefore, substituting (A2) and (A3) into (A1), we obtain that

f(β|α, xi) ∝ xα−1
i e−βxiβα

Γ (α)
βα0−1e−β0ββα0

0

Γ (α0)

=
xα−1

i e−βxi−β0ββα+α0−1βα0
0

Γ (α0) Γ (α)

∝ e−β(xi+β0)βα+α0−1(β0 + xi)α0+α−1

Γ (α0 + α)
, (A4)
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which coincides with the pdf of a gamma distribution of parameters (α0 +

α, β0 + xi). ¤

The generalization to n observations is straightforward.

A6 Asymptotic properties of the learning model

We next derive the limit of the expectation and variance of the consumers’

beliefs about βi when the number of periods on a three-part tariff goes to

infinity. We show that at the limit, the variance of this belief is zero, and the

expected value coincides the true value βi:

lim
n→∞E(β̃iτn) = lim

n→∞
α0 + nr

β0 +
n∑

t=1
siτt

= lim
n→∞

α0

n
+ r

β0

n
+

1
n

n∑
t=1

siτt

=
r

eδi
(by order of magnitude) ¤

lim
n→∞V ar(β̃iτn) = lim

n→∞
α0 + nr(

β0 +
n∑

t=1
siτt

)2

= lim
n→∞

α0

n
+ r

n

(
β0

n
+

1
n

n∑
t=1

siτt

)2

= 0 (by order of magnitude) ¤
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A7 Posterior distributions for the full model

We denote Ω as all parameters in our model, including the population pa-

rameters α =
{
µη, ση, b, σν , µδ, σδ, µλ, σλ, ρ1, ρ2, ã, β0

}
, the individual-level

parameters $i = {ηi, δi, λi}, and the individual specific time-variant beliefs

β̃it. The full joint distribution, which is proportional to the product of the

likelihood of observing the data given all parameters (as shown in equation

(22)) and the prior densities, can be written as:

f(Ω|Data) ∝ L(Data|Ω)f(Ω)

=

{
I∏

i=1

{
Ti∏

t=1

f(qit|kit, b, r, a, ηi, δi, zit, Xj)

× f(kit|b, r, a, ρ1, ρ2, ηi, δi, λi, β̃it, zit, Xj)

1
1

1
× f(β̃it|r, β0)

}

1
1

1
× f(ηi|µη, ση)f(δi|µδ, σδ)f(λi|µλ, σλ)

}

× f(µη)f(ση)f(µδ)f(σδ)f(µλ)f(σλ)f(b)f(r)f(a)

× f(ρ1)f(ρ2)f(β0).

(A5)

We estimate the parameters in our model by taking draws from the condi-

tional posterior distributions. We choose diffuse prior distributions for all

population parameters. We use a normal distribution with mean and stan-

dard deviation (0,100) for b, ρ1, ρ2, a, µη, µδ, µλ, β0 , inverse-gamma (1,
√

10)

for ση, σδ, σλ and uniform (0,100) for r. For those parameters for which we

cannot draw directly from their posterior distribution, we use a Metropolis-

Hastings (MH) step.
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The following conditionals are used:

• (Gibbs) Parameters µη, ση, µδ, σδ, µλ, σλ are obtained by sampling from

the following distributions:

– µη|ση, ηi ∼ Normal




I∑
i=1

ηi

I
,

(
1

10000
+

I

σ2
η

)−2




– ση|µη, ηi ∼ Inverse-Gamma


1 +

I

2
,
√

10 +

I∑
i=1

(ηi − µη)
2

2




– We proceed similarly for parameters µδ, σδ, µλ, σλ.

• (MH) Draws for b, r, and a are obtained sequentially by using a ran-

dom walk Metropolis-Hastings step.

– In each step s, we generate a candidate b(s+1) from a normal den-

sity centered at the old value b(s). We choose a tuning constant

to achieve faster mixing of the chain. The candidate parameter

is accepted with probability:

p = min





L
(
b(s+1), ηi, δi, λi, b, r, a, ρ1, ρ2, β̃it

)
f

(
b(s+1)

)

L
(
b(s), ηi, δi, λi, b, r, a, ρ1, ρ2, β̃it

)
f

(
b(s)

) , 1





where L(.) is the joint likelihood of usage and tariff behavior,

as derived from equation (3.24), and f(.) is the prior density of

parameter b.

– We proceed similarly for parameters r and a.
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• (MH) ρ1 and ρ2 are obtained sequentially by using a random walk

Metropolis-Hastings step.

– We generate a candidate ρ
(s+1)
1 , which is accepted with probabil-

ity:

p = min





Ltariff
(
ρ
(s+1)
1 , ηi, λi, b, r, a, ρ2, β̃it

)
f(ρ(s+1)

1 )

Ltariff
(
ρ
(s)
1 , ηi, λi, b, r, a, ρ2, β̃it

)
f(ρ(s+1)

1 )
, 1





where Ltariff =
I∏

i=1

Ti∏
t=1

f(kit|α, $i, β̃it , zit, Xj) is the likelihood

of tariff behavior, as expressed in equation (3.25), and f(.) is the

prior density of parameter ρ1.

– We proceed similarly for ρ2.

• (MH) Draws for β0 are obtained sequentially by using a random walk

Metropolis-Hastings step.

– We generate a candidate β
(s+1)
0 , which is accepted with proba-

bility:

p = min





g
(
β

(s+1)
0 , β̃it

)
f(β(s+1)

0 )

g
(
β

(s+1)
0 , β̃it

)
f(β(s)

0 )
, 1





where g
(
β

(s+1)
0 , β̃it

)
is the density funciton of the beliefs β̃it,, as

shown in equation (3.21) and f(.) is the prior distribution of β0.
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• (MH) Draws for δi are obtained using a random walk Metropolis-

Hastings step.

– We generate a candidate δ
(s+1)
i , which is accepted with probabil-

ity:

pi = min





Lusage
i

(
δ
(s+1)
i , ηi, λi, b, r, a, ρ1, ρ2, β̃it

)
f(δ(s+1)

i |µδ, σδ)

Lusage
i

(
δ
(s)
i , ηi, λi, b, r, a, ρ1, ρ2, β̃it

)
f(δ(s)

i |µδ, σδ)
, 1





where Lusage
i =

Ti∏
t=1

[f(qit|kit, α, $i, zit, Xj)] is the likelihood of

usage behavior for individual i, as derived in equation (3.24),

and f(.) is the prior mixing distribution of δi.

• (MH) Draws for ηi and λi are obtained sequentially using using a

random walk Metropolis-Hastings step.

– We generate a candidate η
(s+1)
i , which is accepted with probabil-

ity:

pi = min





Li

(
η

(s+1)
i , δi, λi, b, r, a, ρ1, ρ2, β̃it

)
f(η(s+1)

i |µη, ση)

Li

(
η

(s)
i , δi, λi, b, r, a, ρ1, ρ2, β̃it

)
f(η(s)

i |µη, ση)
, 1





where Li =
Ti∏

t=1
[f(qit|kit, α, $i, zit, Xj)f(kit|α, $i, β̃it , zit, Xj)] is

the joint likelihood of tariff and usage behavior for individual i,

and f(.) is the prior mixing distribution of ηi.

– We proceed similarly for λi.
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• (MH) Draws for β̃it are obtained using a random walk Metropolis-

Hastings step.

– We generate a candidate β̃
(s+1)
it , which is accepted with proba-

bility:

pit = min





Lit

(
β̃

(s+1)
it , ηi, δi, λi, b, r, a, ρ1, ρ2,

)
f(β̃(s+1)

it |β0)

Lit

(
β̃

(s)
it , ηi, δi, λi, b, r, a, ρ1, ρ2

)
f(β̃(s)

it |β0)
, 1





where Lit = [f(qit|kit, α, $i, zit, Xj)f(kit|α, $i, β̃it , zit, Xj)] is the

joint likelihood of tariff and usage behavior for individual i, and

f(.) is the distribution of β̃it, as showed in equation (3.21).
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